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1. Introduction
Welcome!!!! Students to the fascinating world of the Technolo-
gies of the Internet….
The Net has been responsible for bringing the world together
forming a Global Village , where every thing is a “click of a
button away”. But have you ever wondered about how the
internet works , if yes , than tighten your seat belts , as you are
about to explore the “Matrix” of the “Net”.
The Internet, sometimes called simply “the Net,” is a world-
wide system of computer networks composed of other
networks and individual computers in which users at any one
computer can ( if they have permission) get information from
any other computer. The Internet makes use of the TCP/IP
protocol suite (to be covered later) in order to perform connec-
tions and communication. The technical coordinating body of
the Internet is ICANN. At the beginning Network Solutions
used to be responsible for assigning domain names and IP
addresses. This function has now been taken over by Internet
Corporation for Assigned Names and Numbers(ICANN)
which is a division of the U.S. Department of Commerce.
Network Solutions still maintains the master database of all
domain names and IP addresses.
Each distinct version of an Internet standards-related specifica-
tion is published as part of the “Request for Comments”
(RFC) document series. RFCs cover a range of topics in
addition to Internet Standards, from discussions of new
research concepts to memos about the status of the Internet.
The WWW and Internet are often confused to be the same ,
but they are not. It is very important for you to understand the
difference between the two. The Internet was created during the
Cold war so as to link the sections of the country during
emergency, WWW did not exist until the late 1980’s. At that
time, Tim Berners Lee created  a set of technologies that allowd
information on the Internet to be linked together through the
use of links and connections in the document. The Web was
mostly text based until Marc Andreessen created the first Web
browser in 1992, called MOSAIC. That paved the way for video,
sound, and photos on the Web.

World Wide Web
While the Internet is a collection of interconnected networks
and computers, the World Wide Web is the portion of the
Internet comprised of massive collections of files and resources
that are accessible via a web browser. Client computers using a
web browser send HTTP requests to a web server, which
returns the requested file to the client’s web browser as shown
below.

The World Wide Web Consortium (W3C) oversees web
communication and HTML standards.

Physical Infrastructure
In order to handle the enormous amount of traffic that flows
on the internet, it has been constructed with backbones.
Backbones are high speed networks usually composed of fiber
optic cable that are used to connect the smaller networks that
make up the internet. Backbones connect to each other at
Network Access Points (NAPs).
It would obviously be impractical for everyone to spend the
money to obtain the equipment necessary to connect directly to
the backbones, which is how Internet Service Providers (ISPs)
came about. ISPs run a network that connects to an Internet
backbone at a NAP and sell a service that provides a connection
to the Internet via their network to individuals and business.
There are now several different ways to connect to an ISP
including dial-up modem, DSL, T1 and cable technologies,
which will be discussed later. Regardless of the connection type,
the graphic below shows how these concepts all fit together.

2.History of Internet

The Creation of ARPANET
To get to the origins of the Internet, we have to go back in time
to 1957. You probably have no cause to remember, but it was
International Geophysical Year, a year dedicated to gathering
information about the upper atmosphere during a period of
intense solar activity. Planning in America focused on a sophisti-
cated three-stage rocket, but in Russia they took a more direct
approach. Strapping four military rockets together, on 4 October
1957 the USSR launched Sputnik I (a 70 kgs bleeping sphere the
size of a medicine ball) into Earth orbit.
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Figure 1: Sputnik launch (1957)
The effect in the United States was electrifying, one of the
immediate reactions was the creation of the Advanced Research
Projects Agency within the Ministry of Defence. Its mission was
to apply state-of-the-art technology to US defence and to avoid
being surprised (again!) by technological advances of the enemy.
It was also given interim control of the US satellite program
until the creation of NASA in October 1958. ARPA became the
technological think-tank of the American defence effort,
employing directly a couple of hundred top scientists and with
a budget sufficient for sub-contracting research to other top
American institutions. Although the advanced computing
would come to dominate its work, the initial focus of ARPA’s
activities were on space, ballistic missiles and nuclear test
monitoring. Even so, from the start ARPA was interested in
communicating between its operational base and its sub-
contractors, preferably through direct links between its various
computers. In 1962 ARPA opened a computer research program
and appointed to its head an MIT scientist John Licklider to
lead it.
Within ARPA, Leonard Klienrock was already developing ideas
for sending information by breaking a message up into
‘packages’, sending them separately to their destination and
reassembling them at the other end. This would give more
flexibility than opening one line and sending the information
through that alone. For example, the system would not be
reliant on a single routing and, if files were broken-up before
transfer, it would be more difficult to eavesdrop... both useful
security advantages. The inadequacy of the telephone network
for running programs and transferring data was revealed in 1965
when, as an experiment, computers in Berkeley and MIT were
linked over a low speed dial-up telephone-line to become the
first “wide area network” (WAN) ever created. By 1966/67
researches had developed sufficiently for the new head of
computer research, Leonard Roberts, to publish a plan for
computer network system called ARPANET. When these plans
were published it became clear that independently of each other,
and in ignorance of each other’s work, teams at MIT, the
National Physics Laboratory (UK) and by RAND Corporation
had all been working on the feasibility of wide area networks,
and their best ideas were incorporated into the ARPANET
design. The final requirement was to design a protocol to allow
the computers to send and receive messages and data, known as
an interface message processor (IMPs).
Work on this was completed in 1968, and the time was ready to
put the theory to the test. In October 1969, IMPs installed in
computers at both UCLA and Stanford. UCLA students would

‘login’ to Stanford’s computer, access its databases and try to
send data. The experiment was successful and the fledgling
network had come into being. By December 1969 APRANET
comprised four host computers as with the addition of research
centers in Santa Barbara and Utah. In the months that followed,
scientists worked on refining the software that would expand
the network’s capabilities. At the same time, ever more comput-
ers were linked to the net. By December 1971 ARPANET linked
23 host computers to each other.

Figure 3 ARPANET (1969)

Figure 4: ARPANET (1971)

Time for a Few Basics
Here we have the first true computer network. Since it is all still
fairly basic, it is worth considering the underlying principles have
basically remained the same (even if they, mercifully, operate far
faster and look much prettier). We start off with a passive
terminal and an active host, a keyboard and a computer. They
are linked together by a cable. By typing in commands recog-
nized by a computer, you can use the programs stored in its
computer, access its files (and modify them and print them out
as desired). Most people can envisage this arrangement within a
single building, or complex of buildings.
In order to access another computer, at a completely different
facility, we have first to reach it. This was usually done in these
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times over a (high speed) telephone line (or lines). Once you
arrive at the new ‘host’ you have to convince it to treat you in
the same way as someone behind a terminal within its own
system. Hence the need of an interface message processor (IMP)
and for the same IMP to be installed in both computers! Now
you can access its files. Of course, order to preserve confidential-
ity, all computers differentiated between ‘open’ files and those
that were password protected. If you wanted to transfer a file or
program to your own computer, the host computer uses a
program to break it down into ‘packages’ attaching to each the
address and its original position. It then sends them to your
‘home’ computer where a mirror program reassembles the
message in the original order. In future, you could then access
them from your home base. When dealing with a ‘simple’
network like ARPANET it is difficult to see what the real
advantage of this process was. But this would soon change….
From ARPANET to Internet
In October 1972 ARPANET went ‘public’. At the First
International Conference on Computers and Communication,
held in Washington DC, ARPA scientists demonstrated the
system in operation, linking computers together from 40
different locations. This stimulated further research in scientific
community throughout the Western World. Soon other
networks would appear. The Washington conference also set up
an Internetworking Working Group (IWG) to coordinate the
research-taking place. Meanwhile ARPA scientists worked on
refining the system and expanding its capabilities: In 1972, they
successfully employed a new program to allow the sending of
messages over the net, allowing direct person-to-person
communication that we now refer to as e-mail. This develop-
ment we will deal with at length in the next section. Also in the
early 70s, scientists developed host-to-host protocols. Before
then the system only allowed a ‘remote terminal’ to access the
files of each separate host. The new protocols allowed access to
the host’s programs (effectively merging the two host comput-
ers into one, for the duration of the link).
In 1974, ARPA scientists, working closely with experts in
Stanford, developed a common language that would allow
different networks to communicate with each other. This was
known as a transmission control protocol/internet protocol
(TCP/IP). The development of TCP/IP marked a crucial stage
in networking development, and it is important to reflect on
the implications inherent in the design concepts... since it could
all have turned out very differently. One crucial concept was that
the system should have an ‘open architecture’, in fact imple-
menting Licklider’s original idea of a “Galactic Network”: Each
network should be able to work on its own, developing its own
applications without restraint and requiring no modification to
participate in the Internet.
Within each network there would be a ‘gateway’, which would
link it to the ‘outside world’. This would be a larger computer
(in order to handle the volume of traffic) with the necessary
software to transmit and redirect any ‘packages’. This gateway
software would retain no information about the traffic passing
through. This was designed to cut-down workload and to
speed up the traffic, but it also remove a possible means of
censorship and control. Packages would be routed through the
fastest available route. If one computer were blocked or slow,
the packages would be rerouted through the new until they
eventually reached their destination. The gateways between the

networks would always be open, and they would route the
traffic without discrimination. Also implicit in the development
was that the operating principles would be freely available to all
the networks. This freeing of design information was an early
an integral part of the research environment, and greatly
facilitated subsequent technological advance of the network. It
is worth remembering, at this stage, that we are still in a World
where we are talking almost exclusively about large mainframe
computers (owned only by large corporations, government
institutions and universities). The system was therefore
designed with the expectation that it would work through a
limited number of national (sub-) networks.
Although 1974 marked the beginning of TCP/IP, it would take
several years of modification and redesign before it was
competed and universally adopted. One adaptation, for
example, was that already in mid-1970s, a stripped-down
version was designed that could be incorporated into the new
microcomputers that were being developed. A second design
challenge was to develop a version of the software that was
compatible with each of the computer networks (including that
of ARPANET itself!) Meanwhile computer networking
developed apace. In 1974 Stanford opened up Telenet, the first
openly accessible public ‘packet data service’ (a commercial
version of ARPANET).
In the 1970s the US Department of Energy established
MFENet for researchers into Magnetic Fusion Energy, which
spawned HEPNet devoted to High Energy Physics. This
inspired NASA physicists to establish SPAN for space physi-
cists. In 1976 a Unix-to-Unix protocol was developed by AT&T
Bell laboratories and was freely distributed to all Unix computer
users (since Unix was the main operating system employed by
universities, this opened up networking to the broader academic
community).
In 1979 Usenet was established, an open system focusing on e-
mail communication and devoted to ‘newsgroups’ is opened,
and still thriving today. In 1981 Bitnet (Because it’s Time..) was
developed City University New York to link university scientists
using IBM computers, regardless of discipline, in the Eastern
US. CSNet, funded by the US national Science Foundation was
established to facilitate communication for Computer Scientists
in universities, industry and government.
In 1982 a European version of the Unix network, Eunet, was
established, linking networks in the UK, Scandinavia and the
Netherlands, followed in 1984 by a European version of Bitnet,
known as EARN (European Academic and Research Network).
Throughout this period, the world is still fairly chaotic, with a
plethora of competing techniques and protocols. ARPANET is
still the backbone to the entire system.  In 1982 it finally adopts
that the  Internet is born... a connected set of networks using
the TCP/IP standard.
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Figure 5: ARPANET (1980)

3. From Internet to World Wide Web
By the early 1980s, when the Internet proper started operation,
it was already beginning to face problems created by its own
success. First, there were more computer ‘hosts’ linked to the
net than had originally been envisaged (in 1984 the number of
hosts topped 1000 for the first time) and, second, the volume
of traffic per host was much larger (mainly because of the
phenomenal success of e-mail). Increasingly predictions were
voiced that the entire system would eventually grind to a halt.
One early, and essential development, was the introduction in
1984 of Domain Name Servers (DNS). Until then each host
computer had been assigned a name, and there was a single
integrated list of names and addresses that could easily be
consulted. The new system introduced some tiering into US
Internet addresses such as edu. (educational), com. (commer-
cial), gov. (governmental) in addition to org. (international
organisation) and a series of country codes.  This made the
names of host computers easier to remember (eg. our own
address www.raiuniversity.edu), but the system is even cleverer
because when we type in these addresses, the computer is
sending/receiving a coded sequence of numbers as
132.229.XX.XX (which the address of the Rai University
computer).
A second development was the decision by national govern-
ments to encourage the use of the Internet throughout the
higher educational system, regardless of discipline. In 1984 the
British government announced the construction of JANET
(Joint Academic Network) to serve British universities, but
more important was the decision, the following year, of the US
National Science Foundation to establish NSFNet for the same
purpose (one explicit requirement for receiving funding was that
access had to be for “all qualified users on campus”). The
American program involved a number of decisions that were
crucial for the further development of the Internet: The use of
TCP/IP protocols was mandatory for all participants in the
program Federal Agencies would share the cost of establishing
common infrastructures (as trans-oceanic connections) and
support the gateways NSFNet signed shared infrastructure ‘no-
metered-cost’ agreements with other scientific networks
(including ARPANET), which formed the model for all
subsequent agreements. It threw its support behind the
‘Internet Activities Board’ (the direct descendent of the

Internetworking Working Group established back in 1972) and
encouraged international cooperation in further research.
Finally, NSFNet agreed to provide the ‘backbone’ for the US
Internet service, and provided five ‘supercomputers’ to service
the envisaged traffic. The first computers provided a network
capacity of 56,000 bytes per second but the capacity was
upgraded in 1988 to 1,544,000,000 bytes per second. There was
one proviso.... this facility excluded “purposes not in support
of research and education”.

Figure 6: NSF Backbone (March 1986)
The effect of the creation of NSFNet was dramatic. In the first
place it broke the capacity bottleneck in the system. Secondly, it
encouraged a surge in Internet use. It had taken a decade for the
number of computer hosts attached to ‘the Net’ to top the
thousand mark.
 By 1986 the number of hosts had reached 5000 and a year later
the figure had climbed to hosts 28,000.
 Thirdly, the exclusion of commercial users from the back-bone
had had the (intended) consequence of encouraging the
development of private Internet providers.

Figure 7 NSFnet (1991)
The exclusion of commercial users from the backbone did not
mean that their interests had been neglected. For several years,
hardware and software suppliers had been adding TCP/IP to
their product packages, but they had little experience in how the
products were supposed to work and therefore experienced
difficulties in adapting it to their own needs. Part of the force
behind the Internet’s early development had been the open
availability of information (since 1969 most of the key research
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memoranda, and the discussions they had generated, had been
archived in downloadable on-line-files) but now the Internet
Activities Board went a step further. In 1985 it organized the
first workshop, specifically targeting the private sector, to discuss
the potentials (and current limitations) of TCP/IP protocols...
beginning a dialogue between government/academic scientists
and the private sector, and among private entrepreneurs
themselves (who, from the beginning were thus able to ensure
the interoperability of their products).
In 1987 the first subscription based commercial Internet
Company, UUNET was founded. At this stage, the Internet is
still quite a forbidding place for the uninitiated. Access com-
mands to find data range from the complicated to the
impenetrable, the documentation available is mostly (highly)
scientific and the presentation unattractive (courier script, no
colour), finding stuff is a pain in the neck and transfer times are
relatively slow. The main attractions for the commercial sector
are the e-mail facilities and access to e-mail, newsgroups, ‘chat’
facilities and computer games. Although commercial exploita-
tion of the net had started, the expansion of the Internet
continued to be driven by the government and academic
communities. It was also becoming ever more international. By
1989 the number of hosts surpassed 100,000 for the first time
and had climbed to 300,000 a year later. The end of the 1980s
and the start of the 1990s provide a convenient cut-off point
for several reasons: In 1990 ARPANET (which had been
stripped of its military research functions in 1983) became a
victim of its own success. The network had been reduced to a
pale shadow of its former self and was wound up.
In 1990, the first Internet search-engine for finding and
retrieving computer files, Archie, was developed at McGill
University, Montreal.
In 1991, the NSF removed its restriction on private access to its
backbone computers “Information superhighway” project came
into being. This was the name given to popularize Al Gore’s
High Performance Computing Act, which provided funds for
further research into computing and improving the infrastruc-
ture of the Internet’s (US) structure. Its largest provisions from
1992-96 were $1,500 million for the NSF, $600 million for
NASA and $660 for the Department of Energy. And in 1991
the World Wide Web was released to the public and, on a
personal note, Richard T. Griffiths (famous for his phrase ‘a
user friendly interface is a secretary’) got kicked into Word Perfect
and was launched into cyber-space.
The World Wide Web (WWW) - is a network of sites that can
be searched and retrieved by a special protocol known as a
Hypertext Transfer protocol (HTTP). The protocol simplified
the writing of addresses and automatically searched the internet
for the address indicated and automatically called up the
document for viewing.

Figure 8: The WWW Proposal (schematized) (1989)
The WWW concept was designed in 1989 by Tim Berners-Lee
and scientists at CERN (Geneva), the European centre for High
Energy Physics, who were interested in making easier to retrieve
research documentation.A year later he had developed a
‘browser/editor’ program and had coined the name World
Wide Web as a name for the program. The program is released
free on an ftp site. This doesn’t sound very dramatic but anyone
used to the hassle of getting documents previously will testify
that it represented a major leap forward. Once the entire dial-
and retrieve-language had been simplified, the next step was to
design an improved ‘browser’, a system which allowed the links
to be hidden behind text (using a Hypertext Markup Language,
HTML) and activated by a click with the ‘mouse’.
By the end of 1992 there were only 50 web sites in the World
and a year later the number was still no more than 150. What is
the difference between the Internet as it has then existed and the
Web? Tim Berners-Lee was often asked the same question and
gave the following answer: “The Internet (‘Net) is a network of
networks. Basically it is made from computers and cables. What
Vint Cerf and Bob Khan did was to figure out how this could
be used to send around little “packets” of information. As Vint
points out, a packet is a bit like a postcard with a simple address
on it. If you put the right address on a packet, and gave it to
any computer which is connected as part of the Net, each
computer would figure out which cable to send it down next so
that it would get to its destination. That’s what the Internet
does. It delivers packets - anywhere in the world, normally well
under a second. The architectural principles that Kahn’ articu-
lated for creating a so-called “open network architecture” are the
foundation  on which today’s Internet is built : Minimalism,
autonomy: a network should be able to operate on its own,
with no internal changes required for it to be internet worked
with other networks; best effort service: internet worked
networks would provide best effort, end-to-end service.  If
reliable communication was required, this could accomplish by
retransmitting lost messages from the sending host; stateless
routers: the routers in the internet worked networks would not
maintain any per-flow state about any ongoing connection
decentralized control: there would be no global control over the
internet worked networks
Lots of different sort of programs use the Internet: electronic
mail, for example, was around long before the global hypertext
system I invented and called the World Wide Web (‘Web). Now,
videoconferencing and streamed audio channels are among
other things which, like the Web, encode information in



6 3E.671
© Copy Right: Rai University

IN
T

E
R

N
E

T
 T

E
C

H
N

O
LO

G
IE

S

different ways and use different languages between computers
(“protocols”) to do provide a service. The Web is an abstract
(imaginary) space of information. On the Net, you find
computers - on the Web, you find document, sounds, videos,
information. On the Net, the connections are cables between
computers; on the Web, connections are hypertext links. The
Web exists because of programs, which communicate between
computers on the Net. The Web could not be without the Net.
The Web made the net useful because people are really inter-
ested in information (not to mention knowledge and wisdom!)
and don’t really want to have know about computers and
cables.”

Figure 10: An early opening screen for Mosaic and Netscape
In 1993 Mark Andreesen of NCSA (National Center for
SuperComputing Applications, Illinois) launched Mosaic X. It
was easy to install, easy to use and, significantly, backed by 24-
hour customer support. It also enormously improved the
graphic capabilities (by using ‘in-line imaging’ instead of
separate boxes) and installed many of the features that are
familiar to you through the browsers which are using to view
these pages such as Netscape (which is the successor company
established by Andreesen to exploit Mosaic) and Bill Gates’
Internet Explorer.
Like so many other Internet innovations, trial versions of
Mosaic were made available free to the educational community.
Mosaic soon became a runaway hit.  By 1994 tens of thousands
of versions had been installed on computers throughout the
World. The potential of HTML to create graphically attractive
web sites and the ease with which these sites could be accessed
through the new generations of web-browsers opened the Web
to whole new groups. Until now, the Web had served two main
communities - the scientific community (accessing on-line
documentation) and a wider ‘netizens’ (net citizens) community
(accessing e-mail and news-group facilities). Now commercial
web-sites began their proliferation, followed at a short distance
by local school/club/family sites. These developments were
accelerated by the appearance of ever-more powerful (and cheap)
personal computers (which increased both the number of
netizens and the potential market for businesses) and by the
increase in capacity of the communications infrastructure. The
Web now exploded.

In 1994 there were 3,2 million hosts and 3,000 web-sites.
Twelve months later the number of hosts had doubled and the
number of web-sites had climbed to 25,000. By the end of the
next year the number of host computers had doubled again,
and the number of web-sites had increased by more than ten-
fold.

Review Questions

1.What do you mean by World Wide web?
2.Mention the role of ARPANET in the birth of Internet.

Notes


