
Data Mining
PRAVEEN KUMAR SRIVASTAVA



What is Data Mining?
Data mining is the process of finding anomalies, patterns, and correlations within large datasets to 
predict future outcomes. This is done by combining three intertwined disciplines: statistics, 
artificial intelligence, and machine learning.

Data Mining is a set of method that applies to large and complex databases. This is to eliminate the 
randomness and discover the hidden pattern. As these data mining methods are almost 
always computationally intensive.
We use data mining tools, methodologies, and theories for revealing patterns in data. There are too 
many driving forces present. And, this is the reason why data mining has become such an important 
area of study.

For example:- weather forecasting is based on data mining methods. Weather forecasting analyzes
troves of historical data to identify patterns and predict future weather conditions based on time of 
year, climate, and other variables.
This analysis results in algorithms or models that collect and analyze data to predict outcomes with 
increasing accuracy.



Data Mining History

In 1960s statisticians used the terms “Data Fishing” or “Data Dredging”. That was to refer to what they 
considered the bad practice of analyzing data. The term “Data Mining” appeared around 1990 in the 
database community.

Data mining is the exploration and analysis of data in order to uncover patterns or rules that are 

meaningful. It is classified as a discipline within the field of data science. Data mining techniques 

are to make machine learning (ML) models that enable artificial intelligence (AI) applications.

An example of data mining within artificial intelligence includes things like search engine 

algorithms and recommendation systems.



How Data Mining Works
Data mining helps in answering those questions that cannot be handled by basic query 

and reporting techniques. Data mining is marked by several key identifiers :-

Automatic Recognition of Patterns

Data mining models are the basis of data mining and automatic recognition refers to how these 

models are executed. Data models use established algorithms to mine the data over which they 

are built. However, most models can be generalized to new data. Scoring is the process of applying 

any model to new data and assessing the appropriateness of fit.

Predicting Most Probable Outcomes

Several data mining forms are predictive in nature. 

One example of this would be a model that predicts individual income based on education and 

demographic. Each of the predictions made comes with some probability to indicate the possibility of 

each one coming true.

In other cases, predictive data mining can result in the generation of rules. These are certain conditions 

that imply a specific outcome. One example of a rule would be one that specifies that if a person has a 

college degree and lives in a particular section of town, their income is likely to be above the average in 

the region. 

Such rules come with associated support – the percentage of an area’s population satisfies this rule.



Place Spotlight on Naturally Occurring Groupings

There are also forms of data mining that show natural groupings within large data. A particular model 

may focus on a population segment within a specific income range, which in turn holds a good track 

record in driving and rents out cars for holidays each year. 

Such information can be useful to rental agencies as well as insurance companies.



Type of Data Gathered

a. Business Transactions
In this business industry, every transaction is “memorized” for perpetuity. We can say many transactions are 
dealing with time and can be inter-business deals such as purchases, exchanges, banking, stock, etc.,



b. Scientific Data
Everywhere, our society is amassing colossal amounts of scientific data. As that scientific data need to be 
analyzed. Unfortunately, we have to capture and store more new data faster. 
Then we can analyze the old data already accumulated.
c. Medical and Personal Data
As we can say from the government to customer and for personal needs, we have to gather large 
information. That information is required for individuals and groups.
When correlated with other data, this information can shed light on customer behaviour.

d. Surveillance Video and Pictures
As with the collapse of video camera prices, video cameras are becoming ubiquitous. Also, we can 
recycle cameras, videotapes from surveillance. However, it’s become a trend to store the tapes and 
even digitize them for future use and analysis.

e. Games
In societies, a huge amount of data and statistics is used. That is to collect games, players, and athletes. 
As this information data is used by commentators and journalists for reporting.
f. Digital Media
There are too many reasons for causes of the explosion in digital media repositories. Such as cheap 
scanners, desktop video cameras, and digital cameras. Associations such as the NHL and the NBA. That 
has already started converting their huge game collection into digital forms.



g. CAD and Software Engineering Data
There are multiple CAD systems for architects present to design building. As these systems are used to 
generate a huge amount of data.
Moreover, we can use S.E is a source of considerable similar data with code and objects that needs to be 
powerful tools for management and maintenance.
h. Virtual Worlds
Nowadays many applications are using three-dimensional virtual spaces. Also, these spaces and the 
objects they contain have to describe with special languages such as VRML(Virtual Reality Modeling

Language. Ideally, we have to define virtual spaces as they can share objects and places. Also, there 
present the remarkable amount of virtual reality object available.
i. Text reports and memos (e-mail messages)
As communications are based on the reports and memos in textual forms in many companies. As 
they are exchanged by e-mail. Although, we use to store it in digital form for future use. Also, reference 
creating formidable digital libraries.



Uses of Data Mining
data mining is used in various fields like research, business, marketing, sales, product development, 
education, and healthcare. When used appropriately, data mining provides an extreme advantage over 
competitive establishments by providing more information about customers and helps to develop better 
and effective strategies in marketing which will raise the revenue and lower the cost. In order to achieve 
excellent results from data mining, a number of tools and techniques are required.
Following are the uses of Data Mining :-
a. Automated Prediction of Trends and behaviours

We use to automate the process of finding predictive information in large databases. 
Targeted marketing is a typical example of predictive marketing. As we also use data mining on past 
promotional mailings. That is to identify the targets to maximize return on investment in future mailings.
Other predictive problems include forecasting bankruptcy and other forms of default. And identifying 
segments of a population likely to respond similarly to given events.

b. Automated Discovery of Previously Unknown Patterns

As we use data mining tools to sweep through databases. Also, to identify previously hidden patterns in 
one step. There is a very good example of pattern discovery. As it is the analysis of retail sales data. That 
to identify unrelated products that often purchase together.
Also, there are other pattern discovery problems. That includes detecting fraudulent credit card 
transactions. It is identified that anomalous data could represent data entry keying errors.



Data Mining Techniques

a. Artificial Neural Networks
We use data mining in non-linear predictive models. As this learn through training and resemble 
biological neural networks in structure.



Artificial Neural Networks are the most popular machine learning algorithms today.

Artificial Neural Networks are a special type of machine learning algorithms that are modeled after the 
human brain. That is, just like how the neurons in our nervous system are able to learn from the past data, 
similarly, the ANN is able to learn from the data and provide responses in the form of predictions or 
classifications.



b. Decision Trees
As we use tree-shaped structures to represent sets of decisions. Also, these rules are 
generated for the classification of a dataset. These decisions generate rules for the classification 
of a dataset.
As there are specific decision tree methods that include Classification and Regression 
Trees and Chi-Square Automatic Interaction Detection (CHAID).

Decision tree is the most powerful and popular 

tool for classification and prediction. 

A Decision tree is a flowchart like tree structure, 

where each internal node denotes a test on an 

attribute, each branch represents an outcome of 

the test, and each leaf node (terminal node) 

holds a class label.



c. Genetic Algorithms
There are the present genetic combination, mutation, and natural selection for optimization 
techniques. That is design based on the concepts of evolution.

d. Nearest Neighbor Method
A technique that classifies each record in a dataset based on a combination of the classes of the k 
record(s) like. it in a historical dataset (where k ³ 1). Sometimes called the k-nearest neighbour 
technique.

e. Rule Induction
The extraction of useful if-then rules from data based on 
statistical significance. 
Rule induction is an area of machine learning in which formal 
rules are extracted from a set of observations. The rules 
extracted may represent a full scientific model of the data, or 
merely represent local patterns in the data.
Data mining in general and rule induction in detail are trying 
to create algorithms without human programming but with 
analyzing existing data structures



Data Mining Terminologies

a. Notation

Input X: X is often multidimensional.
Each dimension of X is denoted by Xj and is referred to as a feature variable or, variable.
Output Y: called the response or dependent variable.
A response is available only when learning is supervised.

b. Nature of Data Sets

i. Quantitative: Measurements or counts, recorded as numerical values, e.g. Height, Temperature, # of 
Red M&M’s in a bag.
ii. Qualitative: Group or categories
iii. Ordinal: Possesses a natural ordering, e.g. Shirt sizes (S, M, L, XL)
iv. Nominal: Just name of the categories, e.g. Marital Status, Gender, Color of M&M’s in a bag



Data Mining Architecture
We need to apply advanced techniques in the best way. As they must be fully integrated with a data 
business analysis tools. To operate data mining tools we need extra steps for the extracting, and 
importing the data.
Furthermore, new insights need operational implementation, integration with the warehouse simplifies 
the application. We have to apply an analytic data warehouse to improve business processes. Particularly 
in areas such as promotional campaign management, and so on.

The ideal starting point is a data warehouse that must contain a combination of internal data tracking all 
customer contact. This should couple with external market data about competitor activity. Background 
information on potential customers also provides an excellent basis for prospecting.
An OLAP (On-Line Analytical Processing) server enables a more sophisticated end-user business 
model. That need to apply when navigating the data warehouse. Although, multidimensional structures 
allow the user to analyze the data. As they want to view their business. Such as summarizing by product 
line, region.



Further, the Data Mining Server must be integrated with the data warehouse. And, the OLAP server to 
embed ROI(return on investment)-focused business analysis directly into this infrastructure. Also, 
integration with the data warehouse enables the operational decisions. That is to be implemented and 
tracked.
Also, keep the warehouse grows with new decisions and results. Thus, the organization can mine the best 
practices and apply them to future decisions
In the OLAP, results enhance the metadata. That is by providing a dynamic metadata layer. As this layer is 
used to represents a distilled view of the data. Reporting, visualization, and tools can then be applied to plan 
future actions. And confirm the impact of those plans.



Data Mining Process
Data Mining, also popularly known as Knowledge Discovery in Databases (KDD)). Also, 
nontrivial extraction of implicit information from data in databases.

This Data Mining process comprises of 
a few steps. That is to lead from raw 
data collections to some form of new 
knowledge. The iterative process 
consists of the following steps:

a. Data Cleaning
In this phase noise data and irrelevant 
data are removed from the collection.
b. Data Integration
In this multiple data is combined at the 
same place.
c. Data Selection
We have to decide the data 

relevant to the analysis is 

decided on and retrieved from the 
data collection.



d. Data Transformation
It is also a data consolidation method. Also, it’s a 
phase in which the selected data is 
transformed into forms. That is appropriate for 
the mining procedure.
e. Data Mining
In this, we have to apply clever techniques to 
extract patterns potentially useful.

f. Pattern Evaluation
In this process, interesting patterns representing knowledge are identified based on given measures.
g. Knowledge Representation
It is the final phase. Particularly in this phase, knowledge is discovered and represented to the user. 
This essential step uses visualization techniques. That help users understand and interpret the data 
mining results.



Categories of Data Mining Systems

a. Classification according to the type of data source mined

According to the type of data handle, have to perform classification of data mining. Such as spatial 
data, multimedia data, time-series data, text data, World Wide Web, etc.
b. Classification according to the data model drawn on

In this classification is done on the basis of a data model. Such as a relational database, object-
oriented database, data warehouse, transactional, etc.
c. Classification according to the king of knowledge discovered

In this classification, it is been done on the basis of the kind of knowledge. Such as 
characterization, discrimination, association, classification, clustering, etc.
d. Classification according to mining techniques used

As data mining systems employ are used to provide different techniques. According to the data 
analysis, we have to do this classification. Such as machine learning, neural networks, genetic 
algorithms, etc.



Data Mining Issues

a. Mining Methodology Issues
These issues to the data mining approach applied and their limitations such as the versatility of the 
mining approaches that can dictate mining methodology choices.
b. Performance Issues
As there is much artificial intelligence and statistical methods exist. That is use for data 
analysis. However, these methods were often not designed for the very large datasets. And data mining 
is dealing with today. As Terabyte sizes are common.

We can say this raises the issues of scalability and efficiency of the data mining methods. That would 
process considerably large data. . Moreover, Linear algorithms are usually the norm. In the same theme, 
sampling can be used for mining instead of the whole dataset.
However, issues like completeness and choice of samples may arise. Other topics in the issue of 
performance are incremental updating and parallel programming. We use parallelism to solve the size 
problem. And if the dataset can be subdivided and the results can be merged later.
Incremental updating is important for merging results from parallel mining. That the new data becomes 
available without having to re-analyze the complete dataset.



c. Data Source Issues
We must know that there are many issues related to the data sources. Some are practical such as 
the diversity of data types. While others are philosophical like the data glut problem.
We certainly have an excess of data since. Also, we already have more data than we can handle. 
Then we are still collecting data at an even higher rate. Although, If the spread of database 
management systems.



Introduction to Data Mining Tasks

The data mining tasks can be classified generally into two types based on what a specific task tries 
to achieve. Those two categories are descriptive tasks and predictive tasks. The descriptive data 
mining tasks characterize the general properties of data whereas predictive data mining tasks 
perform inference on the available data set to predict how a new data set will behave.

Different Data Mining Tasks

There are a number of data mining tasks such as classification, prediction, time-series analysis, 
association, clustering, summarization etc. All these tasks are either predictive data mining tasks or 
descriptive data mining tasks. A data mining system can execute one or more of the above specified 
tasks as part of data mining.



Predictive data mining tasks come up with a model from the available data set that is helpful in 
predicting unknown or future values of another data set of interest. A medical practitioner trying to 
diagnose a disease based on the medical test results of a patient can be considered as a predictive data 
mining task. 
Descriptive data mining tasks usually finds data describing patterns and comes up with new, 
significant information from the available data set. A retailer trying to identify products that are 
purchased together can be considered as a descriptive data mining task.

a) Classification

Classification derives a model to determine the class of an object based on its attributes. A collection of 
records will be available, each record with a set of attributes. One of the attributes will be class attribute and 
the goal of classification task is assigning a class attribute to new set of records as accurately as possible.
Classification can be used in direct marketing, that is to reduce marketing costs by targeting a set of 
customers who are likely to buy a new product. Using the available data, it is possible to know which 
customers purchased similar products and who did not purchase in the past. Hence, {purchase, don’t 
purchase} decision forms the class attribute in this case. Once the class attribute is assigned, demographic 
and lifestyle information of customers who purchased similar products can be collected and promotion 
mails can be sent to them directly.



b) Prediction

Prediction task predicts the possible values of missing or future data. Prediction involves developing a 
model based on the available data and this model is used in predicting future values of a new data set of 
interest. For example, a model can predict the income of an employee based on education, experience 
and other demographic factors like place of stay, gender etc. Also prediction analysis is used in different 
areas including medical diagnosis, fraud detection etc.
c) Time - Series Analysis

Time series is a sequence of events where the next event is determined by one or more of the preceding 
events. Time series reflects the process being measured and there are certain components that affect the 
behavior of a process. Time series analysis includes methods to analyze time-series data in order to 
extract useful patterns, trends, rules and statistics. Stock market prediction is an important application 
of time- series analysis.

d) Association

Association discovers the association or connection among a set of items. Association identifies the 
relationships between objects. Association analysis is used for commodity management, advertising, 
catalog design, direct marketing etc. A retailer can identify the products that normally customers 
purchase together or even find the customers who respond to the promotion of same kind of products. If a 
retailer finds that beer and nappy are bought together mostly, he can put nappies on sale to promote the 
sale of beer.



e) Clustering

Clustering is used to identify data objects that are similar to one another. The similarity can be decided 
based on a number of factors like purchase behavior, responsiveness to certain actions, geographical 
locations and so on. For example, an insurance company can cluster its customers based on age, 
residence, income etc. This group information will be helpful to understand the customers better and 
hence provide better customized services.
f) Summarization

Summarization is the generalization of data. A set of relevant data is summarized which result in a 
smaller set that gives aggregated information of the data. For example, the shopping done by a customer 
can be summarized into total products, total spending, offers used, etc. Such high level summarized 
information can be useful for sales or customer relationship team for detailed customer and purchase 
behavior analysis. Data can be summarized in different abstraction levels and from different angles.



Data Integration in Data Mining

Data Integration is a data 

preprocessing technique that involves 

combining data from multiple 

heterogeneous data sources into a 

coherent data store and provide a 

unified view of the data. These sources 

may include multiple data cubes, 

databases, or flat files.

The data integration approaches are 

formally defined as triple <G, S, M> 

where,

G stand for the global schema,

S stands for the heterogeneous source 

of schema,

M stands for mapping between the 

queries of source and global schema.



There are mainly 2 major approaches for data integration – one is the “tight coupling 

approach” and another is the “loose coupling approach”.

Tight Coupling:

•Here, a data warehouse is treated as an information retrieval component.

•In this coupling, data is combined from different sources into a single physical location 

through the process of ETL – Extraction, Transformation, and Loading.

Loose Coupling:

•Here, an interface is provided that takes the query from the user, transforms it in a way the 

source database can understand, and then sends the query directly to the source databases 

to obtain the result.

•And the data only remains in the actual source databases.



Data Mining Applications
•Weather forecasting.
•E-commerce.
•Self-driving cars.
•Hazards of new medicine.
•Space research.
•Fraud detection.
•Stock trade analysis.
•Business forecasting.
•Social networks.
•Customers likelihood.



Areas where Data Mining had Good and Bad Effects
a. Good Effects

•Predict future trends, customer purchase habits
•Help with decision making
•Improve company revenue and lower costs
•Market basket analysis
•Fraud detection
b. Bad Effects

•User privacy/security
•Amount of data is overwhelming
•Great cost at an implementation stage
•Possible misuse of information
•The possible inaccuracy of data



Data Mining Advantages

•To find probable defaulters, we use data mining in banks and financial institutions. This is 
done based on past transactions, user behavior and data patterns.
•It helps advertisers to push right advertisements to the internet. That surfer on web pages based 
on machine learning algorithms. This way data mining benefit both possible buyers as well as 
sellers of the various products.
•The retail malls and grocery stores peoples used data mining. That is to arrange and keep most 
sellable items in the most attentive positions. It has become possible due to inputs obtained from 
data mining software. This way data mining helps in increasing revenue.
•As data mining is having different methods. That is cost-effective compared to other applications.
•We use data mining in so many areas. Such as bio-informatics, medicine, genetics, etc.
•We use data mining to identifying criminal suspects. That is by law enforcement agencies as 
mentioned above.



Data Mining Disadvantages

•Security: The time at which users are online for various uses, must be important. They do 
not have security systems in place to protect us.
•As some of the data mining analytics use software. That is difficult to operate. Thus 
they require a user to have knowledge based training.
•The techniques of data mining are not 100% accurate. Hence, it may cause serious 
consequences in certain conditions.



Data Mining tools
Data Mining is the set of techniques that utilize specific algorithms, statical analysis, artificial

intelligence, and database systems to analyze data from different dimensions and

perspectives.

Data Mining tools have the objective of discovering patterns/trends/groupings among large sets of data

and transforming data into more refined information.

It is a framework, such as Rstudio or Tableau that allows you to perform different types of data mining

analysis.

We can perform various algorithms such as clustering or classification on your data set and visualize

the results itself. It is a framework that provides us better insights for our data and the phenomenon

that data represent. Such a framework is called a data mining tool.



The Market for Data Mining tool is shining: as per the latest report from ReortLinker noted

that the market would top $1 billion in sales by 2023, up from $ 591 million in 2018

These are the most popular data mining tools:



1. Orange Data Mining:

Orange is a perfect machine learning and data mining software suite. It supports the visualization and is a

software-based on components written in Python computing language and developed at the bioinformatics

laboratory at the faculty of computer and information science, Ljubljana University, Slovenia.

As it is a software-based on components, the components of Orange are called "widgets." These widgets

range from preprocessing and data visualization to the assessment of algorithms and predictive modeling.

Widgets deliver significant functionalities such as:

•Displaying data table and allowing to select features

•Data reading

•Training predictors and comparison of learning algorithms

•Data element visualization, etc.

Besides, Orange provides a more interactive and enjoyable atmosphere to dull analytical tools. It is quite

exciting to operate.



2. SAS Data Mining:

SAS stands for Statistical Analysis System. It is a product of the SAS Institute created for

analytics and data management. SAS can mine data, change it, manage information from various

sources, and analyze statistics. It offers a graphical UI for non-technical users.

SAS data miner allows users to analyze big data and provide accurate insight for timely decision-

making purposes. SAS has distributed memory processing architecture that is highly scalable. It

is suitable for data mining, optimization, and text mining purposes

3. DataMelt Data Mining:

DataMelt is a computation and visualization environment which offers an interactive structure 

for data analysis and visualization. It is primarily designed for students, engineers, and 

scientists. It is also known as DMelt.

DMelt is a multi-platform utility written in JAVA. It can run on any operating system which is 

compatible with JVM (Java Virtual Machine). It consists of Science and mathematics libraries.

•Scientific libraries:

Scientific libraries are used for drawing the 2D/3D plots.

•Mathematical libraries:

Mathematical libraries are used for random number generation, algorithms, curve fitting, etc.

Melt can be used for the analysis of the large volume of data, data mining, and statistical analysis. It 

is extensively used in natural sciences, financial markets, and engineering.



4. Rattle:

Ratte is a data mining tool based on GUI. It uses the R stats programming language. Rattle

exposes the statical power of R by offering significant data mining features. While rattle has a

comprehensive and well-developed user interface, It has an integrated log code tab that

produces duplicate code for any GUI operation.

The data set produced by Rattle can be viewed and edited. Rattle gives the other facility to

review the code, use it for many purposes, and extend the code without any restriction.

5. Rapid Miner:

Rapid Miner is one of the most popular predictive analysis systems created by the company with the

same name as the Rapid Miner. It is written in JAVA programming language. It offers an integrated

environment for text mining, deep learning, machine learning, and predictive analysis.

The instrument can be used for a wide range of applications, including company applications,

commercial applications, research, education, training, application development, machine learning.

Rapid Miner provides the server on-site as well as in public or private cloud infrastructure. It has a

client/server model as its base. A rapid miner comes with template-based frameworks that enable fast

delivery with few errors(which are commonly expected in the manual coding writing process)



Data Object

Data sets are made up of data objects. 

A data object represents an entity—

in a sales database, the objects may be customers, store items, and sales; 

in a medical database, the objects may be patients; 

in a university database, the objects may be students, professors, and courses. 

Data objects are typically described by attributes. 

Data objects can also be referred to as samples, examples, instances, data points, or objects. 

If the data objects are stored in a database, they are data tuples. That is, the rows of a database 

correspond to the data objects, and the columns correspond to the attributes. 

An attribute is a data field, representing a characteristic or feature of a data object. 

The  attribute, dimension, feature, and variable are often used interchangeably 

The term dimension is commonly used in data warehousing.

Machine learning literature tends to use the term feature, while 

statisticians prefer the term variable. 

Data mining and database professionals commonly use the term attribute



Attributes describing a customer object can include, for example, customer ID,

name, and address. 

Observed values for a given attribute are known as observations.

A set of attributes used to describe a given object is called an attribute vector (or feature vector).

The distribution of data involving one attribute (or variable) is called univariate.

A bivariate distribution involves two attributes,

Type of attribute

The type of an attribute is determined by the set of possible values—

nominal, 

binary,

ordinal, or 

numeric



Nominal means “relating to names.” 

The values of a nominal attribute are symbols ornames of things. 

Each value represents some kind of category, code, or state, and so nominal attributes are also 

referred to as categorical. 

The values do not have any meaningful order. 

In computer science, the values are also known as enumerations.

Nominal Attributes

For Example Suppose that hair color and marital status are two attributes describing person objects. 

In our application, possible values for hair color are black, brown, blond, red, auburn, gray, and white. 

The attribute marital status can take on the values single, married, divorced, and widowed. 

Both hair color and marital status are nominal attributes. 

Another example of a nominal attribute is occupation, with the values teacher, dentist, programmer, farmer, 

and so on.



Binary Attributes
A binary attribute is a nominal attribute with only two categories or states: 0 or 1, where

0 typically means that the attribute is absent, and 1 means that it is present. 

Binary attributes are referred to as Boolean if the two states correspond to true and false.

Example Given the attribute smoker describing a patient object, 1 indicates that the patient smokes, 

while 0 indicates that the patient does not.

Ordinal Attributes
An ordinal attribute is an attribute with possible values that have a meaningful order or ranking 

among them, but the magnitude between successive values is not known

Example Suppose that drink size corresponds to the size of drinks available at a fast-food restaurant. 

This nominal attribute has three possible values: small, medium, and large. 

The values have a meaningful sequence (which corresponds to increasing drink size); however, we 

cannot tell from the values how much bigger, say, a medium is than a large.

Ordinal attributes are useful for registering subjective assessments of qualities that cannot be measured 

objectively; thus ordinal attributes are often used in surveys for ratings. In one survey, participants were 

asked to rate how satisfied they were as customers.

Customer satisfaction had the following ordinal categories: 0: very dissatisfied, 1: somewhat dissatisfied, 

2: neutral, 3: satisfied, and 4: very satisfied.

nominal, binary, and ordinal attributes are qualitative



Numeric Attributes

A numeric attribute is quantitative; that is, it is a measurable quantity, represented in

integer or real values. Numeric attributes can be interval-scaled or ratio-scaled.

Interval-Scaled Attributes
Interval-scaled attributes are measured on a scale of equal-size units. The values of interval-scaled 

attributes have order and can be positive, 0, or negative. Thus, in addition to providing a ranking of 

values, such attributes allow us to compare and quantify the difference between values.

Example A temperature attribute is interval-scaled. Suppose that we have the outdoor temperature 

value for a number of different days, where each day is an object. By ordering the values, we obtain a 

ranking of the objects with respect to temperature. In addition, we can quantify the difference between 

values. For example, a temperature of 20C is five degrees higher than a temperature of 15C. 

Calendar dates are another example. For instance, the years 2002 and 2010 are eight years apart.

Ratio-Scaled Attributes
A ratio-scaled attribute is a numeric attribute with an inherent zero-point. That is, if a measurement is ratio-

scaled, we can speak of a value as being a multiple (or ratio) of another value.

In addition, the values are ordered, and we can also compute the difference between values, as well as the 

mean, median, and mode.

Example Unlike temperatures in Celsius and Fahrenheit, the Kelvin (K) temperature scale has what is 

considered a true zero-point;



Basic Statistical Descriptions of Data
For data pre-processing to be successful, it is essential to have an overall picture of data.

Basic statistical descriptions can be used to identify properties of the data and highlight which 

data values should be treated as noise or outliers.

Other popular displays of data summaries and distributions include quantile plots, quantile–quantile 

plots, histograms, and scatter plots.

Most statistical or graphical data presentation software packages include bar charts, pie charts, and 

line graphs

data summaries and distributions include 

Measuring the Central Tendency: Mean, Median, and Mode, which measure the location of the 

middle or center of a data distribution. 

Measuring the Dispersion of Data: Range, Quartiles, Variance, Standard Deviation, and 
Interquartile Range That is, how are the data spread out? The most common data dispersion measures 

are the range, quartiles, and interquartile range; 

Graphic Displays of Basic Statistical Descriptions of Data



Measuring the Central Tendency: Mean, Median, and Mode

Suppose that we have some attribute X, like salary, which has been recorded for a set of objects.

Let x1,x2,……. ,xN be the set of N observed values or observations for X. Here, these values may also be 

referred to as the data set (for X). If we were to plot the observations for salary, where would most of the 

values fall? This gives us an idea of the central tendency of the data. 

Measures of central tendency include the mean, median, mode, and midrange.

The most common and effective numeric measure of the “center” of a set of data is the (arithmetic) mean. 

Let x1,x2, … ,xN be a set of N values or observations, such as for some numeric attribute X, like salary. 

The mean of this set of values is

This corresponds to the built-in aggregate function, average (avg() in SQL), provided in relational 

database systems.



Example Mean. Suppose we have the following values for salary (in thousands of dollars), 

shown  in increasing order: 30, 36, 47, 50, 52, 52, 56, 60, 63, 70, 70, 110. Using Eq. (2.1), we 

have

Sometimes, each value xi in a set may be associated with a weight wi for i D 1, ……. ,N.

The weights reflect the significance, importance, or occurrence frequency attached to

their respective values. In this case, we can compute



Example Median. Let’s find the median of the data from previous Example The data are already sorted

in increasing order. There is an even number of observations (i.e., 12); therefore, the median is not unique. It can 

be any value within the two middlemost values of 52 and 56 (that is, within the sixth and seventh values in the 

list). By convention, we assign the average of the two middlemost values as the median; that is, 

the median is $54,000.

Suppose that we had only the first 11 values in the list. Given an odd number of values, the median is the 

middlemost value. This is the sixth value in this list, which has a value of $52,000.

Mode. The data from Example 2.6 are bimodal. The two modes are $52,000 and $70,000.

For unimodal numeric data that are moderately skewed (asymmetrical), we have the following empirical 

relation:

This implies that the mode for unimodal frequency curves that are moderately skewed can easily be 

approximated if the mean and median values are known.

The midrange can also be used to assess the central tendency of a numeric data set. It is the average of the 

largest and smallest values in the set. This measure is easy to compute using the SQL aggregate functions, 

max() and min().



In a unimodal frequency curve with perfect symmetric data distribution, the mean,

median, and mode are all at the same center value, as shown in Figure 2.1(a).

Data in most real applications are not symmetric. They may instead be either positively

skewed, where the mode occurs at a value that is smaller than the median (Figure 2.1b), or 

negatively skewed, where the mode occurs at a value greater than the median (Figure 2.1c).



Measuring the Dispersion of Data: Range, Quartiles, Variance, Standard Deviation, 

and Interquartile Range

The measures include range, quantiles, quartiles, percentiles, and the interquartile range. The

five-number summary, which can be displayed as a boxplot, is useful in identifying outliers. Variance and 

standard deviation also indicate the spread of a data distribution

Range, Quartiles, and Interquartile Range

Let x1,x2, …. ,xN be a set of observations for some numeric attribute, X. 

The range of the set is the difference between the largest (max()) and smallest (min()) values.

Suppose that the data for attribute X are sorted in increasing numeric order. Imagine that we can pick 

certain data points so as to split the data distribution into equal-size consecutive sets, as in Figure 2.2. 

These data points are called quantiles. 

Quantiles are points taken at regular intervals of a data distribution, dividing it into essentially equal size

consecutive sets. (We say “essentially” because there may not be data values of X that divide the data into 

exactly equal-sized subsets



The 2-quantile is the data point dividing the lower and upper halves of the data distribution.

It corresponds to the median. The 4-quantiles are the three data points that split the data distribution into 

four equal parts; each part represents one-fourth of the data distribution. They are more commonly referred 

to as quartiles. The 100-quantiles are more commonly referred to as percentiles; they divide the data 

distribution into 100 equal-sized consecutive sets. The median, quartiles, and percentiles are the most 

widely used forms of quantiles.



The quartiles give an indication of a distribution’s center, spread, and shape. The first quartile, denoted 

by Q1, is the 25th percentile. It cuts off the lowest 25% of the data.

The third quartile, denoted by Q3, is the 75th percentile—it cuts off the lowest 75% (or highest 25%) of 

the data. The second quartile is the 50th percentile. As the median, it gives the center of the data 

distribution.

The distance between the first and third quartiles is a simple measure of spread that gives the range 

covered by the middle half of the data. This distance is called the interquartile range (IQR) and is defined 

as



Five-Number Summary, Boxplots, and Outliers

No single numeric measure of spread (e.g., IQR) is very useful for describing skewed

distributions.

Therefore, it is more informative to also provide the two quartiles Q1 and Q3, along with the median. A 

common rule of thumb for identifying suspected outliers is to single out values falling at least 1.5IQR 

above the third quartile or below the first quartile.

Because Q1, the median, and Q3 together contain no information about the endpoints (e.g., tails) of the 

data, a fuller summary of the shape of a distribution can be obtained by providing the lowest and highest 

data values as well. This is known as the five-number summary. 

The five-number summary of a distribution consists of the median (Q2), the quartiles Q1 and Q3, and the 

smallest and largest individual observations, written in the order of Minimum, Q1, Median, Q3, Maximum.



Boxplots are a popular way of 

visualizing a distribution. A 

boxplot incorporates the

five-number summary as 

follows:

• Typically, the ends of the 

box are at the quartiles so 

that the box length is the 

interquartile range.

• The median is marked by a 

line within the box.

• Two lines (called whiskers) 

outside the box extend to 

the smallest (Minimum) and 

largest (Maximum) 

observations.



Variance and Standard Deviation
Variance and standard deviation are measures of data dispersion. They indicate how

spread out a data distribution is. A low standard deviation means that the data observations

tend to be very close to the mean, while a high standard deviation indicates that the data are spread 

out over a large range of values.

Graphic Displays of Basic Statistical Descriptions of Data
graphic displays of basic statistical descriptions include quantile plots, quantile–quantile plots, 

histograms, and scatter plots. Such graphs are helpful for the visual inspection of data, which is useful for 

data pre-processing. 

The first three of these show univariate distributions (i.e., data for one attribute), while scatter plots show 

bivariate distributions (i.e., involving two attributes).



Quantile Plot
A quantile plot is a simple and effective way to have a first look at a univariate data distribution. 

First, it displays all of the data for the given attribute (allowing the user to assess both the 

overall behavior and unusual occurrences). Second, it plots quantile information.

Let xi , for i D 1 to N, be the data sorted in increasing order so that x1 is the smallest observation and xN is the 

largest for some ordinal or numeric attribute X. Each observation, xi , is paired with a percentage, fi , which 

indicates that approximately fi 100% of the data are below the value, xi .We say “approximately”

because there may not be a value with exactly a fraction, fi , of the data below xi .

Note that the 0.25 percentile corresponds to quartile Q1, the 0.50 percentile is the median, and the 0.75 

percentile is Q3.



Quantile–Quantile Plot
A quantile–quantile plot, or q-q plot, graphs the quantiles of one univariate distribution

against the corresponding quantiles of another. It is a powerful visualization tool in that it

allows the user to view whether there is a shift in going fromone distribution to another.

Suppose that we have two sets of observations for the attribute or variable unit price,  taken from two 

different branch locations. 

Let x1, …. ,xN be the data from the first branch, and y1, ….. , yM be the data from the second, where each 

data set is sorted in increasing order. 

If M D N (i.e., the number of points in each set is the same), then we simply plot yi against xi , where yi

and xi are both (i-05)/N quantiles of their respective data sets.

If M < N (i.e., the second branch has fewer observations than the first), there can be only M points on the 

q-q plot. 

Here, yi is the (i-0.5)/M quantile of the y data, which is plotted against the (i-0.5)/M quantile of the x data. 

This computation typically involves interpolation.





Quantile–quantile plot. Figure 2.5 shows a quantile–quantile plot for unit price data of items sold at two 

branches of AllElectronics during a given time period. Each point corresponds to the same quantile for each data 

set and shows the unit price of items sold at branch 1 versus branch 2 for that quantile. 

(To aid in comparison, the straight line represents the case where, for each given quantile, the unit price at each 

branch is the same. The darker points correspond to the data for Q1, the median, and Q3, respectively.)



Histograms
Histograms (or frequency histograms) are at least a century old and are widely used.

“Histos” means pole or mast, and “gram” means chart, so a histogram is a chart of poles. 

Plotting histograms is a graphical method for summarizing the distribution of a given attribute, X. If X is 

nominal, such as automobile model or item type, then a pole or vertical bar is drawn for each known value 

of X. The height of the bar indicates the frequency (i.e., count) of that X value. 

The resulting graph is more commonly known as a bar chart.



Scatter Plots and Data Correlation
A scatter plot is one of the most effective graphical methods for determining if there appears to be a 

relationship, pattern, or trend between two numeric attributes. To construct a scatter plot, each pair of values is 

treated as a pair of coordinates in an algebraic sense and plotted as points in the plane.

The scatter plot is a useful method for providing a first 

look at bivariate data to see clusters of points and 

outliers, or to explore the possibility of correlation 

relationships.

Two attributes, X, and Y, are correlated if one attribute 

implies the other. Correlations can be positive, negative, 

or null (uncorrelated). Figure shows examples of positive 

and negative correlations between two attributes. If the 

plotted points pattern slopes from lower left to upper right, 

this means that the values of X increase as the values of 

Y increase, suggesting a positive correlation

If the pattern of plotted points slopes from upper left to lower right, the values of X increase as the values of 

Y decrease, suggesting a negative correlation .





Data Preprocessing

Data preprocessing is a data mining technique which is used to transform the raw data in a 

useful and efficient format.



Steps Involved in Data Preprocessing:

1. Data Cleaning:

The data can have many irrelevant and missing parts. To handle this part, data cleaning is 

done. It involves handling of missing data, noisy data etc.

1.(a). Missing Data:

This situation arises when some data is missing in the data. It can be handled in various ways.

Some of them are:

1. Ignore the tuples:

This approach is suitable only when the dataset we have is quite large and multiple values are missing 

within a tuple.

2. Fill the Missing values:

There are various ways to do this task. You can choose to fill the missing values manually, by attribute 

mean or the most probable value.

3. Use a global constant to fill in the missing value: Replace all missing attribute values

by the same constant such as a label like “Unknown” or               

If missing values are replaced by, say, “Unknown,” then the mining program may mistakenly think that

they form an interesting concept, since they all have a value in common—that of “Unknown.” Hence, 

although this method is simple, it is not foolproof.



Use a measure of central tendency for the attribute (e.g., the mean or median) to

fill in the missing value: measures of central tendency, which indicate the “middle” value of a data 

distribution. For normal (symmetric) data distributions, the mean can be used, while skewed data distribution 

should employ the median . 

For example, suppose that the data distribution regarding the income of AllElectronics customers is 

symmetric and that the mean income is $56,000. Use this value to replace the missing value for income.

5. Use the attribute mean or median for all samples belonging to the same class as the given tuple: 

For example, if classifying customers according to credit risk, we may replace the missing value with the 

mean income value for customers in the same credit risk category as that of the given tuple. If the data 

distribution for a given class is skewed, the median value is a better choice.

6. Use the most probable value to fill in the missing value: This may be determined with regression, 

inference-based tools using a Bayesian formalism, or decision tree induction. 

For example, using the other customer attributes in your data set, you may construct a decision tree to 

predict the missing values for income.



(b). Noisy Data: Noise is a random error or variance in a measured variable

Noisy data is a meaningless data that can’t be interpreted by machines. It can be generated due to 

faulty data collection, data entry errors etc. It can be handled in following ways :

Sorted data for price (in dollars): 4, 8, 15, 21, 21, 24, 25, 28, 34

Binning Method:

Binning methods smooth a sorted data value by consulting its 

“neighborhood,”  that is, the values around it. The sorted values are 

distributed into a number of “buckets,” or bins. Because binning 

methods consult the neighborhood of values, they perform local 

smoothing.

For Example:

In this example, the data for price are first sorted and then 

partitioned into equal-frequency bins of size 3 (i.e., each bin 

contains three values). 

In smoothing by bin means, each value in a bin is replaced by 

the mean value of the bin. For example, the mean of the values 4, 

8, and 15 in Bin 1 is 9. Therefore, each original value in this bin is 

replaced by the value 9.



Similarly, smoothing by bin medians can be employed, in which each bin value is replaced by the 

bin median. In smoothing by bin boundaries, the minimum and maximum values in a given bin are 

identified as the bin boundaries. Each bin value is then replaced by the closest boundary value. In 

general, the larger the width, the greater the effect of the smoothing. Alternatively, bins may be equal 

width, where the interval range of values in each bin is constant. 

Binning is also used as a discretization technique.



• Regression:

Here data can be made smooth by fitting it to a regression function.The regression used may 

be linear (having one independent variable) or multiple (having multiple independent 

variables).

• Clustering:

This approach groups the similar data in a cluster. The outliers may be undetected or it will fall 

outside the clusters.



2. Data Transformation:

This step is taken in order to transform the data in appropriate forms suitable for mining process. This 

involves following ways:

1.Normalization:

It is done in order to scale the data values in a specified range (-1.0 to 1.0 or 0.0 to 1.0)

2.Attribute Selection:

In this strategy, new attributes are constructed from the given set of attributes to help the mining process.

3.Discretization:

This is done to replace the raw values of numeric attribute by interval levels or conceptual levels.

4.Concept Hierarchy Generation:

Here attributes are converted from lower level to higher level in hierarchy. 

For Example-The attribute “city” can be converted to “country”.



3. Data Reduction:

Since data mining is a technique that is used to handle huge amount of data. While working with huge volume 

of data, analysis became harder in such cases. In order to get rid of this, we uses data reduction technique. It 

aims to increase the storage efficiency and reduce data storage and analysis costs.

The various steps to data reduction are:

1.Data Cube Aggregation:

Aggregation operation is applied to data for the construction of the data cube.

2.Attribute Subset Selection:

The highly relevant attributes should be used, rest all can be discarded. For performing attribute selection, one 

can use level of significance and p- value of the attribute.the attribute having p-value greater than significance 

level can be discarded.

3. Numerosity Reduction:

This enable to store the model of data instead of whole data, for example: Regression Models.

4.Dimensionality Reduction:

This reduce the size of data by encoding mechanisms.It can be lossy or lossless. If after reconstruction from 

compressed data, original data can be retrieved, such reduction are called lossless reduction else it is called 

lossy reduction. The two effective methods of dimensionality reduction are:Wavelet transforms and PCA 

(Principal Component Analysis).



Data Integration
Data mining often requires data integration—the merging of data from multiple data stores. Careful integration 

can help reduce and avoid redundancies and inconsistencies in the resulting data set. This can help improve 

the accuracy and speed of the subsequent data mining process.

The semantic heterogeneity and structure of data pose great challenges in data integration

Entity Identification Problem

There are a number of issues to consider during data integration. Schema integration and object matching 

can be tricky. This is referred to as the entity identification problem

When matching attributes from one database to another during integration, special attention must be paid 

to the structure of the data. This is to ensure that any attribute functional dependencies and referential 

constraints in the source system match those in the target system.

Redundancy and Correlation Analysis
Redundancy is another important issue in data integration. An attribute (such as annual revenue, for 

instance) may be redundant if it can be “derived” from another attribute or set of attributes. Inconsistencies in 

attribute or dimension naming can also cause redundancies in the resulting data set.

Some redundancies can be detected by correlation analysis. Given two attributes, such analysis can 

measure how strongly one attribute implies the other, based on the available data.

For nominal data, we use the 2 (chi-square) test. For numeric attributes,  we can use the correlation 

coefficient and covariance, both of which access how one attribute’s values vary from those of another.



Tuple Duplication
In addition to detecting redundancies between attributes, duplication should also be  detected at the tuple 

level (e.g., where there are two or more identical tuples for a given unique data entry case). The use of 

denormalized tables (often done to improve performance by avoiding joins) is another source of data 

redundancy. Inconsistencies often arise between various duplicates, due to inaccurate data entry or 

updating some but not all data occurrences. For example, if a purchase order database contains attributes 

for the purchaser’s name and address instead of a key to this information in a purchaser database, 

discrepancies can occur, such as the same purchaser’s name appearing with different addresses within the 

purchase order database.

Data Value Conflict Detection and Resolution
Data integration also involves the detection and resolution of data value conflicts. For example, for the same real-

world entity, attribute values from different sources may differ. This may be due to differences in representation, 

scaling, or encoding. For instance, a weight attribute may be stored in metric units in one system and British 

imperial units in another. For a hotel chain, the price of rooms in different cities may involve not only different 

currencies but also different services (e.g., free breakfast) and taxes.

When exchanging information between schools, for example, each school may have its own curriculum and 

grading scheme. One university may adopt a quarter system, offer three courses on database systems, and 

assign grades from AC to F, whereas another may adopt a semester system, offer two courses on databases, 

and assign grades from 1 to 10. It is difficult to work out precise course-to-grade transformation rules between

the two universities, making information exchange difficult



Data Reduction
Imagine that you have selected data from the AllElectronics data warehouse for analysis. The data 

set will likely be huge! Complex data analysis and mining on huge amounts of  data can take a long 

time, making such analysis impractical or infeasible.

Data reduction techniques can be applied to obtain a reduced representation of the data set that is 

much smaller in volume, yet closely maintains the integrity of the original data. That is, mining on the 

reduced data set should be more efficient yet produce the same (or almost the same) analytical 

results. In this section, we first present an overview of data reduction strategies, followed by a closer 

look at individual techniques.



Data Transformation and Data Discretization
In this preprocessing step, the data are transformed or consolidated so that the resulting mining 

process may be more efficient, and the patterns found may be easier to understand.

Data Transformation Strategies Overview
In data transformation, the data are transformed or consolidated into forms appropriate for mining. Strategies for 

data transformation include the following:

1. Smoothing, which works to remove noise fromthe data. Techniques include binning, regression, and 

clustering.

2. Attribute construction (or feature construction), where new attributes are constructed and added from the 

given set of attributes to help the mining process.

3. Aggregation, where summary or aggregation operations are applied to the data. For example, the daily sales 

data may be aggregated so as to compute monthly and annual total amounts. This step is typically used in 

constructing a data cube for data analysis at multiple abstraction levels.

4. Normalization, where the attribute data are scaled so as to fall within a smaller range, such as 



5. Discretization, where the raw values of a numeric attribute (e.g., age) are replaced by interval labels 

(e.g., 0–10, 11–20, etc.) or conceptual labels (e.g., youth, adult, senior). The labels, in turn, can be 

recursively organized into higher-level concepts, resulting in a concept hierarchy for the numeric attribute. e. 

More than one concept hierarchy can be defined for the same attribute to accommodate the needs of various 

users.

6. Concept hierarchy generation for nominal data, where attributes such as street can be generalized to 

higher-level concepts, like city or country. Many hierarchies for nominal attributes are implicit within the 

database schema and can be automatically defined at the schema definition level.



Concept Hierarchy Generation for Nominal Data

Nominal attributes have a finite (but possibly  large) number of distinct values, with no ordering among the 

values. 

Examples include geographic location, job category, and item type.

Manual definition of concept hierarchies can be a tedious and time-consuming task  for a user or a domain 

expert. Fortunately, many hierarchies are implicit within the database schema and can be automatically 

defined at the schema definition level. The concept hierarchies can be used to transform the data into 

multiple levels of granularity.

For example, data mining patterns regarding sales may be found relating to specific regions or countries, in 

addition to individual branch locations.

We study four methods for the generation of concept hierarchies for nominal data, as follows.

Specification of a partial ordering of attributes explicitly at the schema level by users or experts: Concept 

hierarchies for nominal attributes or dimensions typically  involve a group of attributes. A user or expert can easily 

define a concept hierarchy by specifying a partial or total ordering of the attributes at the schema level. For 

example, suppose that a relational database contains the following group of attributes: street, city, province or 

state, and country. 

Similarly, a data warehouse location dimension  may contain the same attributes. A hierarchy can be defined by 

specifying the total ordering among these attributes at the schema level such as street < city <

province or state < country.



Specification of a portion of a hierarchy by explicit data grouping: This is essentially the manual 

definition of a portion of a concept hierarchy. In a large database, it is unrealistic to define an entire 

concept hierarchy by explicit value enumeration. On the contrary, we can easily specify explicit groupings 

for a small portion of intermediate-level data. 

For example, after specifying that province and country form a hierarchy at the schema level, a user 

could define some intermediate levels manually,

Specification of a set of attributes, but not of their partial ordering: A user may specify a set of 

attributes forming a concept hierarchy, but omit to explicitly state their partial ordering. The systemcan then 

try to automatically generate the attribute ordering so as to construct a meaningful concept hierarchy.

Specification of only a partial set of attributes: Sometimes a user can be careless when defining a 

hierarchy, or have only a vague idea about what should be included in a hierarchy. Consequently, the 

user may have included only a small subset of the relevant attributes in the hierarchy specification. 

For example, instead of including  all of the hierarchically relevant attributes for location, the user may 

have specified  only street and city. To handle such partially specified hierarchies, it is important to 

embed data semantics in the database schema so that attributes with tight semantic connections can be 

pinned together. In this way, the specification of one attribute

may trigger a whole group of semantically tightly linked attributes to be “dragged in” to forma complete 

hierarchy. Users, however, should have the option to override this feature, as necessary.



DataWarehousing and Online Analytical Processing

Data warehouses provide online analytical processing (OLAP) tools for the interactive analysis

of multidimensional data of varied granularities, which facilitates effective data generalization and data 

mining.
Many other data mining functions, such as association, classification, prediction, and clustering, can be 

integrated with OLAP operations to enhance interactive mining of knowledge at multiple levels of abstraction. 

Hence, the data warehouse has become an increasingly important platform for data analysis and OLAP and will 

provide an effective platform for data mining. Therefore, data warehousing and OLAP form an essential step in 

the knowledge discovery process.

Data warehousing provides architectures and tools for business executives to systematically  organize, 

understand, and use their data to make strategic decisions. Data warehouse systems are valuable tools in 

today’s competitive, fast-evolving world. In the last several years, many firms have spent millions of dollars 

in building enterprise-wide data warehouses. Many people feel that with competition mounting in every 

industry, data warehousing is the latest must-have marketing weapon—a way to retain customers

by learning more about their needs.

The four keywords—subject-oriented, integrated, time-variant, and nonvolatile—distinguish data 

warehouses from other data repository systems, such as relational database systems, transaction processing 

systems, and file systems.



A data warehouse is a subject-oriented, integrated, time-variant, and nonvolatile collection of data in 

support of management’s decision making process”

Subject-oriented: A data warehouse is organized around major subjects such as customer, supplier, 

product, and sales. Rather than concentrating on the day-to-day operations and transaction processing of 

an organization, a data warehouse focuses on the modeling and analysis of data for decision makers. 

Hence, data warehouses typically provide a simple and concise view of particular subject issues by 

excluding data that are not useful in the decision support process.

Integrated: A data warehouse is usually constructed by integrating multiple heterogeneous sources, such 

as relational databases, flat files, and online transaction records. Data cleaning and data integration 

techniques are applied to ensure consistency in naming conventions, encoding structures, attribute 

measures, and so on.

Time-variant: Data are stored to provide information from an historic perspective  (e.g., the past 5–10 

years). Every key structure in the data warehouse contains, either implicitly or explicitly, a time element.

Nonvolatile: A data warehouse is always a physically separate store of data transformed from the 

application data found in the operational environment. Due to this separation, a data warehouse does not 

require transaction processing, recovery, and concurrency control mechanisms. It usually requires only two 

operations in data accessing: initial loading of data and access of data.



The major task of online operational database systems is to perform online transaction and query 

processing. These systems are called online transaction processing (OLTP) systems. They cover 

most of the day-to-day operations of an organization such as purchasing, inventory, manufacturing, 

banking, payroll, registration, and accounting.

OLTP

Online transactional processing (OLTP) enables the real-time execution of large numbers of database 

transactions by large numbers of people, typically over the Internet. OLTP systems are behind many of 

our everyday transactions, from ATMs to in-store purchases to hotel reservations. OLTP can also drive 

non-financial transactions, including password changes and text messages.



Data warehouse systems serve users or knowledge workers in the role of data analysis and 

decision making. Such systems can organize and present data in various formats in order to 

accommodate the diverse needs of different users. These systems are known as online 

analytical processing (OLAP) systems.

OLAP

Online analytical processing (OLAP) is a system for performing multi-dimensional analysis at high 

speeds on large volumes of data. Typically, this data is from a data warehouse, data mart or some 

other centralized data store. 

OLAP is ideal for data mining, business intelligence and complex analytical calculations, as well as 

business reporting functions like financial analysis, budgeting and sales forecasting.



BASIS FOR 

COMPARISON
OLTP OLAP

Basic It is an online transactional system and 

manages database modification.

It is an online data retrieving and 

data analysis system.

Focus Insert, Update, Delete information 

from the database.

Extract data for analyzing that helps 

in decision making.

Data OLTP and its transactions are the 

original source of data.

Different OLTPs database becomes 

the source of data for OLAP.

Transaction OLTP has short transactions. OLAP has long transactions.

Time The processing time of a transaction is 

comparatively less in OLTP.

The processing time of a transaction 

is comparatively more in OLAP.

Queries Simpler queries. Complex queries.

Normalization Tables in OLTP database are 
normalized (3NF).

Tables in OLAP database are not 
normalized.

Integrity OLTP database must maintain data 

integrity constraint.

OLAP database does not get 

frequently modified. Hence, data 

integrity is not affected.



DataWarehousing: A 

Multitiered

Architecture
Data warehouses often adopt a three-

tier architecture,



1. The bottom tier is a warehouse database server that is almost always a relational

database system. Back-end tools and utilities are used to feed data into the bottom tier from operational 

databases or other external sources (e.g., customer profile information provided by external consultants). 

These tools and utilities perform data extraction, cleaning, and transformation (e.g., to merge similar data 

from different sources into a unified format), as well as load and refresh functions to update the

data warehouse .

The data are extracted using application program interfaces known as gateways. A gateway is supported 

by the underlying DBMS and allows client programs to generate SQL code to be executed at a server. 

Examples of gateways include ODBC (Open Database Connection) and OLEDB (Object Linking and 

Embedding Database) by Microsoft and JDBC (Java Database Connection). 

This tier also contains a metadata repository, which stores information about the data warehouse and its 

contents.

2. The middle tier is an OLAP server that is typically implemented using either 

(1) a relationalOLAP (ROLAP) model (i.e., an extended relational DBMS that maps operations  on 

multidimensional data to standard relational operations); or 

(2) a multidimensional OLAP (MOLAP) model (i.e., a special-purpose server that directly implements 

multidimensional data and operations

3. The top tier is a front-end client layer, which contains query and reporting tools, analysis tools, and/or 

data mining tools (e.g., trend analysis, prediction, and so on).



DataWarehouse Models: EnterpriseWarehouse,

Data Mart, and VirtualWarehouse
From the architecture point of view, there are three data warehouse models: the enterprise 

warehouse, the data mart, and the virtual warehouse.

Enterprise warehouse: An enterprise warehouse collects all of the information about  subjects 

spanning the entire organization. It provides corporate-wide data integration, usually from one or more 

operational systems or external information providers, and is cross-functional in scope. It typically 

contains detailed data as well as summarized data, and can range in size from a few gigabytes to 

hundreds of gigabytes, terabytes, or beyond. An enterprise data warehouse may be implemented

on traditional mainframes, computer super servers, or parallel architecture platforms. It requires 

extensive business modelling and may take years to design and build.

Data mart: A data mart contains a subset of corporate-wide data that is of value to a specific group of 

users. The scope is confined to specific selected subjects. For example, a marketing data mart may 

confine its subjects to customer, item, and sales. The data contained in data marts tend to be 

summarized. Data marts are usually implemented on low-cost departmental servers that are

Unix/Linux or Windows based. The implementation cycle of a data mart is more likely to be measured in 

weeks rather than months or years. However, it may involve complex integration in the long run if its 

design and planning were not enterprise-wide.



Depending on the source of data, data marts can be categorized as independent  or 

dependent. Independent data marts are sourced from data captured from one or more 

operational systems or external information providers, or from data generated locally within a 

particular department or geographic area. Dependent data marts are sourced directly from 

enterprise data warehouses.

Virtual warehouse: A virtual warehouse is a set of views over operational databases. For efficient query 

processing, only some of the possible summary views may be  materialized. A virtual warehouse is easy to 

build but requires excess capacity on operational database servers.



Data warehouse systems use back-end tools and utilities to populate and refresh their  Data. These 

tools and utilities include the following functions:

Data extraction, which typically gathers data from multiple, heterogeneous, and external sources.

Data cleaning, which detects errors in the data and rectifies them when possible.

Data transformation, which converts data from legacy or host format to warehouse format.

Load, which sorts, summarizes, consolidates, computes views, checks integrity, and builds indices and 

partitions.

Refresh, which propagates the updates from the data sources to the warehouse.



Stars, Snowflakes, and Fact Constellations: Schemas for Multidimensional Data Models

The entity-relationship data model is commonly used in the design of relational

databases, where a database schema consists of a set of entities and the relationships between them. 

Such a data model is appropriate for online transaction processing.

A data warehouse, however, requires a concise, subject-oriented schema that facilitates online data 

analysis.

The most popular data model for a data warehouse is a multidimensional model, which can exist in the 

form of a star schema, a snowflake schema, or a fact constellation schema.



Star schema: The most common 

modeling paradigm is the star schema, 

in which the data warehouse contains 

(1) a large central table (fact table) 

containing the bulk of the data, with 

no redundancy, and 

(2) a set of smaller attendant tables 

(dimension tables), one for each 

dimension. 

The schema graph resembles a 

starburst, with the dimension tables 

displayed in a radial pattern around 

the central fact table.



Snowflake schema: The snowflake schema 

is a variant of the star schema model, where 

some dimension tables are normalized, 

thereby further splitting the data into additional 

tables. The resulting schema graph forms a 

shape similar to a snowflake.

Here, the sales fact table is identical to that of 

the star schema main difference between the 

two schemas is in the definition of dimension 

tables. The single dimension table for item in the 

star schema is normalized in the snowflake 

schema, resulting in new item and supplier 

tables. 

For example, the item dimension table now 

contains the attributes item key, item name, 

brand, type, and supplier key, where supplier 

key is linked to the supplier dimension table, 

containing supplier key and supplier type 

information. 

Similarly, the single dimension table for location in the star schema can be normalized into two new tables: 

location and city. The city key in the  new location table links to the city dimension

when desirable, further normalization can be performed on province or state and country in the snowflake 

schema



Fact constellation: Sophisticated applications 

may require multiple fact tables to share

dimension tables. This kind of schema can be 

viewed as a collection of stars, and hence is 

called a galaxy schema or a fact 

constellation.

This schema specifies two fact tables, sales 

and shipping. The sales table definition is 

identical to that of the star schema. The 

shipping table has five dimensions, or keys—

item key, time key, shipper key, from location, 

and to location—and two measures—dollars 

cost and units shipped. 

A fact constellation schema allows dimension 

tables to be shared between fact tables. For 

example, the dimensions tables for time, item, 

and location are shared between the sales and 

shipping fact tables.



In data warehousing, there is a distinction between a data warehouse and a data mart.

A data warehouse collects information about subjects that span the entire organization,  such as 

customers, items, sales, assets, and personnel, and thus its scope is enterprise-wide.

For data warehouses, the fact constellation schema is commonly used, since it can modelmultiple, 

interrelated subjects.

A data mart, on the other hand, is a department subset of the data warehouse that focuses on selected 

subjects, and thus its scope is department wide.

For data marts, the star or snowflake schema is commonly used, since both are geared toward 

modelling single subjects, although the star schema is more popular and efficient.



A Starnet Query Model for Querying Multidimensional Databases

The querying of multidimensional databases can be based on a starnet model, which consists of 

radial lines emanating from a central point, where each line represents a concept hierarchy for a 

dimension. Each abstraction level in the hierarchy is called a footprint. 

These represent the granularities available for use by OLAP operations such as drill-down and roll-up.

Starnet Query Model consists of four radial lines, representing concept hierarchies  for the dimensions 

location, customer, item, and time, respectively. Each line consists of footprints representing abstraction 

levels of the dimension.

For example, the time line has four footprints: “day,” “month,” “quarter,” and “year.” A concept hierarchy may

involve a single attribute (e.g., date for the time hierarchy) or several attributes (e.g., the concept hierarchy 

for location involves the attributes street, city, province or state, and country). In order to examine the item 

sales at AllElectronics, users can roll up along the time dimension from month to quarter, or, say, drill down 

along the location dimension from country to city.

Concept hierarchies can be used to generalize data by replacing low-level values (such as “day” for the 

time dimension) by higher-level abstractions (such as “year”), or to specialize data by replacing higher-level 

abstractions with lower-level values.





DataWarehouse Design and Usage

A Business Analysis Framework for Data Warehouse Design

“What can business analysts gain from having a data warehouse?” 

First, having a data warehouse may provide a competitive advantage by presenting relevant information

from which to measure performance and make critical adjustments to help win over competitors.

Second, a data warehouse can enhance business productivity because it is able to quickly and efficiently 

gather information that accurately describes the organization.

Third, a data warehouse facilitates customer relationship management because it provides a consistent 

view of customers and items across all lines of business, all departments, and all markets. 

Finally, a data warehouse may bring about cost reduction by tracking trends, patterns, and exceptions over 

long periods in a consistent and reliable manner.



To design an effective data warehouse we need to understand and analyze business needs and 

construct a business analysis framework. The construction of a large and complex information 

system can be viewed as the construction of a large and complex building, for which the owner, 

architect, and builder have different views.

These views are combined to form a complex framework that represents the top-down, business-

driven, or owner’s perspective, as well as the bottom-up, builder-driven, or implementor’s view of 

the information system.

Four different views regarding a data warehouse design must be considered: 

• the topdown view, 

• the data source view, 

• the data warehouse view, and 

• the business query view.



The top-down view allows the selection of the relevant information necessary for the data 

warehouse. This information matches current and future business needs.

The data source view exposes the information being captured, stored, and managed by operational 

systems. This information may be documented at various levels of detail and accuracy, from individual 

data source tables to integrated data source tables. Data sources are often modeled by traditional 

data modeling techniques, such as the entity-relationship model or CASE (computer-aided software 

engineering) tools.

The data warehouse view includes fact tables and dimension tables. It represents the information 

that is stored inside the data warehouse, including precalculated totals and counts, as well as 

information regarding the source, date, and time of origin, added to provide historical context.

Finally, the business query view is the data perspective in the data warehouse from the end-user’s 

viewpoint.



Building and using a data warehouse is a complex task because it requires business skills, 

technology skills, and program management skills.

Regarding business skills, building a data warehouse involves understanding how systems store 

and manage their data, how to build extractors that transfer data fromthe operational systemto the 

data warehouse, and how to build warehouse refresh software that keeps the data warehouse 

reasonably up-to-date with the operational system’s data. Using a data warehouse involves 

understanding the significance of the data it contains, as well as understanding and translating the 

business requirements into queries that can be satisfied by the data warehouse.

Regarding technology skills, data analysts are required to understand how to make assessments from 

quantitative information and derive facts based on conclusions from historic information in the data 

warehouse. These skills include the ability to discover patterns and trends, to extrapolate trends based on 

history and look for anomalies or paradigm shifts, and to present coherent managerial recommendations 

based on such analysis.

Finally, program management skills involve the need to interface with many technologies, vendors, and 

end-users in order to deliver results in a timely and cost effective manner.



DataWarehouse Design Process

A data warehouse can be built using a top-down approach, a bottom-up approach, or a combination 

of both.

The top-down approach starts with overall design and planning. It is useful in cases where the 

technology is mature and well known, and where the business problems that must be solved are clear 

and well understood.

The bottom-up approach starts with experiments and prototypes. This is useful in the early stage

of business modeling and technology development. It allows an organization to move forward at 

considerably less expense and to evaluate the technological benefits before making significant 

commitments. 

In the combined approach, an organization can exploit the planned and strategic nature of the top-

down approach while retaining the rapid implementation and opportunistic application of the bottom-up 

approach.



From the software engineering point of view, the design and construction of a data warehouse may 

consist of the following steps: planning, requirements study, problem analysis, warehouse design, 

data integration and testing, and finally deployment of the data warehouse. 

Large software systems can be developed using one of two methodologies: the waterfall method or the 

spiral method. 

The waterfall method performs a structured and systematic analysis at each step before proceeding to 

the next, which is like a waterfall, falling from one step to the next. 

The spiral method involves the rapid generation of increasingly functional systems, with short intervals 

between successive releases. This is considered a good choice for data warehouse development, 

especially for data marts, because the turnaround time is short, modifications can be done quickly,

and new designs and technologies can be adapted in a timely manner.



In general, the warehouse design process consists of the following steps:

1. Choose a business process to model (e.g., orders, invoices, shipments, inventory, account 

administration, sales, or the general ledger). If the business process is organizational and involves 

multiple complex object collections, a data warehouse model should be followed. However, if the 

process is departmental and focuses on the analysis of one kind of business process, a data mart 

model should be chosen.

2. Choose the business process grain, which is the fundamental, atomic level of data to be 

represented in the fact table for this process (e.g., individual transactions, individual daily snapshots, 

and so on).

3. Choose the dimensions that will apply to each fact table record. Typical dimensions are time, item, 

customer, supplier, warehouse, transaction type, and status.

4. Choose the measures that will populate each fact table record. Typical measures are numeric 

additive quantities like dollars sold and units sold.



Because data warehouse construction is a difficult and long-term task, its implementation scope should 

be clearly defined. The goals of an initial data warehouse implementation should be specific, achievable, 

and measurable. This involves determining the time and budget allocations, the subset of the 

organization that is to be modeled, the number of data sources selected, and the number and types of 

departments to be served.

Once a data warehouse is designed and constructed, the initial deployment of the warehouse includes 

initial installation, roll-out planning, training, and orientation. Platform upgrades and maintenance must 

also be considered. 

Data warehouse administration includes data refreshment, data source synchronization, planning for 

disaster recovery, managing access control and security, managing data growth, managing database 

performance, and data warehouse enhancement and extension. Scope management includes 

controlling the number and range of queries, dimensions, and reports; limiting the data warehouse’s 

size; or limiting the schedule, budget, or resources.



There are three kinds of data warehouse applications:

1. information processing, 

2. analytical processing, and

3. data mining.

Information processing supports querying, basic statistical analysis, and reporting using crosstabs, tables, 

charts, or graphs. A current trend in data warehouse information processing is to construct low-cost web-

based accessing tools that are then integrated with web browsers.

Analytical processing supports basic OLAP operations, including slice-and-dice, drill-down, roll-up, and 

pivoting. It generally operates on historic data in both summarized and detailed forms. The major strength of 

online analytical processing over information processing is the multidimensional data analysis of data 

warehouse data.

Data mining supports knowledge discovery by finding hidden patterns and associations, constructing 

analytical models, performing classification and prediction, and presenting the mining results using 

visualization tools.



Mining Frequent Patterns

Frequent patterns are patterns (e.g., itemsets, subsequences, or substructures) that appear frequently in 

a data set. 

For example, a set of items, such as milk and bread, that appear frequently together in a transaction data 

set is a frequent itemset. 

A subsequence, such as buying first a PC, then a digital camera, and then a memory card, if it occurs 

frequently in a shopping history database, is a (frequent) sequential pattern. 

A substructure can refer to different structural forms, such as subgraphs, subtrees, or sublattices, which

may be combined with itemsets or subsequences. If a substructure occurs frequently, it is called a 

(frequent) structured pattern. Finding frequent patterns plays an essential role in mining associations, 

correlations, and many other interesting relationships among data.

Moreover, it helps in data classification, clustering, and other data mining tasks. Thus, frequent pattern 

mining has become an important data mining task and a focused theme  in data mining research.

Frequent pattern mining searches for recurring relationships in a given data set



Frequent itemset mining leads to the discovery of associations and correlations among

items in large transactional or relational data sets.With massive amounts of data continuously

being collected and stored, many industries are becoming interested in mining such patterns from 

their databases. The discovery of interesting correlation relationships among huge amounts of 

business transaction records can help in many business decision-making processes such as catalog

design, cross-marketing, and customer shopping behavior analysis.

A typical example of frequent itemset mining is market basket analysis. This process analyzes

customer buying habits by finding associations between the different items that customers place in 

their “shopping baskets”



For instance, if customers are buying milk, 

how likely are they to also buy bread (and 

what kind of bread) on the same trip to the 

supermarket? This information can lead to 

increased sales by helping retailers do 

selective marketing and plan their shelf space.



Market basket analysis. Suppose, as manager of an AllElectronics branch, you would

like to learn more about the buying habits of your customers. Specifically, you wonder,

“Which groups or sets of items are customers likely to purchase on a given trip to the store?”

To answer your question, market basket analysis may be performed on the retail data of customer 

transactions at your store. You can then use the results to plan marketing or advertising strategies, or in 

the design of a new catalog. 

For instance, market basket analysis may help you design different store layouts. In one strategy, items 

that are frequently purchased together can be placed in proximity to further encourage the combined 

sale of such items. 

If customers who purchase computers also tend to buy antivirus software at the same time, then 

placing the hardware display close to the software display may help increase the sales of both items.

In an alternative strategy, placing hardware and software at opposite ends of the store may entice 

customers who purchase such items to pick up other items along the way.

For instance, after deciding on an expensive computer, a customer may observe security systems

for sale while heading toward the software display to purchase antivirus software, and may decide to 

purchase a home security system as well.

Market basket analysis can also help retailers plan which items to put on sale at reduced prices. If 

customers tend to purchase computers and printers together, then having a sale on printers may 

encourage the sale of printers as well as computers.



If we think of the universe as the set of items available at the store, then each itemhas a

Boolean variable representing the presence or absence of that item. Each basket can then

be represented by a Boolean vector of values assigned to these variables. The Boolean

vectors can be analyzed for buying patterns that reflect items that are frequently associated

or purchased together. These patterns can be represented in the formof association

rules. For example, the information that customers who purchase computers also tend

to buy antivirus software at the same time is represented in the following association

rule:



In general, association rule mining can be viewed as a two-step process:

1. Find all frequent itemsets: By definition, each of these itemsets will occur at least as frequently as a 

predetermined minimum support count, min_sup.

2. Generate strong association rules from the frequent itemsets: By definition, these rules must satisfy 

minimum support and minimum confidence.

the second step is much less costly than the first, the overall performance of mining association rules 

is determined by the first step.



Frequent Itemset Mining Methods

Apriori Algorithm: Finding Frequent Itemsetsby Confined Candidate Generation

Apriori is a seminal algorithm proposed by R. Agrawal and R. Srikant in 1994 for mining frequent 

itemsets for Boolean association rules . The name of the algorithm is based on the fact that the algorithm 

uses prior knowledge of frequent itemset properties.

Apriori employs an iterative approach known as a level-wise search, where k-itemsets are used to 

explore (k +1)-itemsets. First, the set of frequent 1-itemsets is found by scanning the database to 

accumulate the count for each item, and collecting those items that satisfy minimum support. The 

resulting set is denoted by L1.

Next, L1 is used to find L2, the set of frequent 2-itemsets, which is used to find L3, and so on, until no 

more frequent k-itemsets can be found. The finding of each Lk requires one full scan of the database.

To improve the efficiency of the level-wise generation of frequent itemsets, an important property called 

the Apriori property is used to reduce the search space.



Apriori property: All nonempty subsets of a frequent itemset must also be frequent.

The Apriori property is based on the following observation. By definition, if an itemset I does not 

satisfy the minimum support threshold, min sup, then I is not frequent, that is, P.I/ < min sup. If an 

item A is added to the itemset I, then the resulting itemset (i.e., I [A) cannot occur more frequently 

than I. Therefore, I [A is not frequent either, that is, P.I [A/ < min sup.

This property belongs to a special category of properties called antimonotonicity in the sense 

that if a set cannot pass a test, all of its supersets will fail the same test as well. It is called 

antimonotonicity because the property is monotonic in the context of failing atest.



Association Rule Mining

Association Mining searches for frequent items in the data-set. In frequent mining usually the interesting 

associations and correlations between item sets in transactional and relational databases are found. In 

short, Frequent Mining shows which items appear together in a transaction or relation.

Need of Association Mining:

Frequent mining is generation of association rules from a Transactional Dataset. If there are 2 items 

X and Y purchased frequently then its good to put them together in stores or provide some discount 

offer on one item on purchase of other item. This can really increase the sales. For example it is 

likely to find that if a customer buys Milk and bread he/she also buys Butter.

So the association rule is [‘milk]^[‘bread’]=>[‘butter’]. So seller can suggest the customer to buy 

butter if he/she buys Milk and Bread.



Important Definations :

1.Support : It is one of the measure of interestingness. This tells about usefulness and certainty of 

rules. 5% Support means total 5% of transactions in database follow the rule.

Support(A -> B) = Support_count(A ∪ B)

2.Confidence: A confidence of 60% means that 60% of the customers who purchased a milk and 

bread also bought butter.

Confidence(A -> B) = Support_count(A ∪ B) / Support_count(A)

If a rule satisfies both minimum support and minimum confidence, it is a strong rule.

Support_count(X) : Number of transactions in which X appears. If X is A union B then it is the 

number of transactions in which A and B both are present.



3. Maximal Itemset: An itemset is maximal frequent if none of its supersets are frequent.

4.  Closed Itemset:An itemset is closed if none of its immediate supersets have same support 

count same as Itemset.

5.  K- Itemset:Itemset which contains K items is a K-itemset. So it can be said that an itemset

is frequent if the corresponding support count is greater than minimum support count.

Example On finding Frequent Itemsets –

Consider the given dataset with given transactions

•Lets say minimum support count is 3

•Relation hold is maximal frequent => closed => frequent

1-frequent:

{A} = 3; // not closed due to {A, C} and not maximal

{B} = 4; // not closed due to {B, D} and no maximal

{C} = 4; // not closed due to {C, D} not maximal

{D} = 5; // closed item-set since not immediate super-set has 

same count. Not maximal



2-frequent:

{A, B} = 2 // not frequent because support count < minimum support count so ignore

{A, C} = 3 // not closed due to {A, C, D}

{A, D} = 3 // not closed due to {A, C, D}

{B, C} = 3 // not closed due to {B, C, D}

{B, D} = 4 // closed but not maximal due to {B, C, D}

{C, D} = 4 // closed but not maximal due to {B, C, D}

3-frequent:

{A, B, C} = 2 // ignore not frequent because support count < minimum support count

{A, B, D} = 2 // ignore not frequent because support count < minimum support count

{A, C, D} = 3 // maximal frequent

{B, C, D} = 3 // maximal frequent

4-frequent:

{A, B, C, D} = 2 //ignore not frequent



Generating Association Rules from Frequent Itemsets

Once the frequent itemsets from transactions in a database D have been found, it is straightforward to 

generate strong association rules from them (where strong association rules satisfy both minimum support 

and minimum confidence). 

The conditional probability is expressed in terms of itemset support count, where support_count. A U B is 

the number of transactions containing the itemsets A U B, and support_count.(A) is the number of 

transactions containing the itemset A.



Shortcomings Of Apriori Algorithm

1.Using Apriori needs a generation of candidate itemsets. These itemsets may be large in number if 

the itemset in the database is huge.

2.Apriori needs multiple scans of the database to check the support of each itemset generated and 

this leads to high costs.

These shortcomings can be overcome using the FP growth algorithm.



Frequent pattern growth

frequent pattern growth, or simply FP-growth, adopts a divide-and-conquer strategy as follows. 

First, it compresses the database representing frequent items into a frequent pattern tree, or FP-tree, which 

retains the itemset association information. 

It then divides the compressed database into a set of conditional databases (a special kind of projected 

database), each associated with one frequent item or “pattern fragment,” and mines each database separately. 

For each “pattern fragment,” only its associated data sets need to be examined. Therefore, this approach may 

substantially reduce the size of the data sets to be searched, along with the “growth” of patterns being 

examined. 

This algorithm is an improvement to the Apriori method. A frequent pattern is generated without the 

need for candidate generation. 

FP growth algorithm represents the database in the form of a tree called a frequent pattern tree or 

FP tree.

This tree structure will maintain the association between the itemsets. The database is fragmented 

using one frequent item. This fragmented part is called “pattern fragment”. The itemsets of these 

fragmented patterns are analyzed. 

Thus with this method, the search for frequent itemsets is reduced comparatively.



FP Tree

Frequent Pattern Tree is a tree-like structure that is made with the initial itemsets of the database. 

The purpose of the FP tree is to mine the most frequent pattern. Each node of the FP tree 

represents an item of the itemset.

The root node represents null while the lower nodes represent the itemsets. The association of the 

nodes with the lower nodes that is the itemsets with the other itemsets are maintained while forming 

the tree.

Frequent Pattern Algorithm Steps

The frequent pattern growth method lets us find the frequent pattern without candidate generation.

#1) The first step is to scan the database to find the occurrences of the itemsets in the database. This step 

is the same as the first step of Apriori. The count of 1-itemsets in the database is called support count or 

frequency of 1-itemset.

#2) The second step is to construct the FP tree. For this, create the root of the tree. The root is represented 

by null.



#3) The next step is to scan the database again and examine the transactions. Examine the first transaction 

and find out the itemset in it. The itemset with the max count is taken at the top, the next itemset with lower 

count and so on. It means that the branch of the tree is constructed with transaction itemsets in descending 

order of count.

#4) The next transaction in the database is examined. The itemsets are ordered in descending order of 

count. If any itemset of this transaction is already present in another branch (for example in the 1st 

transaction), then this transaction branch would share a common prefix to the root.

This means that the common itemset is linked to the new node of another itemset in this transaction.

#5) Also, the count of the itemset is incremented as it occurs in the transactions. Both the common node 

and new node count is increased by 1 as they are created and linked according to transactions.

#6) The next step is to mine the created FP Tree. For this, the lowest node is examined first along with the 

links of the lowest nodes. The lowest node represents the frequency pattern length 1. From this, traverse 

the path in the FP Tree. This path or paths are called a conditional pattern base.

Conditional pattern base is a sub-database consisting of prefix paths in the FP tree occurring with the 

lowest node (suffix).

#7) Construct a Conditional FP Tree, which is formed by a count of itemsets in the path. The itemsets

meeting the threshold support are considered in the Conditional FP Tree.

#8) Frequent Patterns are generated from the Conditional FP Tree.



Example Of FP-Growth Algorithm

Support threshold=50%, Confidence= 60%

Transaction List of items

T1 I1,I2,I3

T2 I2,I3,I4

T3 I4,I5

T4 I1,I2,I4

T5 I1,I2,I3,I5

T6 I1,I2,I3,I4

Solution:

Support threshold=50% => 0.5*6= 3 => min_sup=3

Table 1



Item Count

I1 4

I2 5

I3 4

I4 4

I5 2

1. Count of each item

Table 2

Item Count

I2 5

I1 4

I3 4

I4 4

2. Sort the itemset in descending order.

Table 3



Advantages Of FP Growth Algorithm

1.This algorithm needs to scan the database only twice when compared to Apriori which scans the 

transactions for each iteration.

2.The pairing of items is not done in this algorithm and this makes it faster.

3.The database is stored in a compact version in memory.

4.It is efficient and scalable for mining both long and short frequent patterns.

Disadvantages Of FP-Growth Algorithm

1.FP Tree is more cumbersome and difficult to build than Apriori.

2.It may be expensive.

3.When the database is large, the algorithm may not fit in the shared memory.



FP Growth Apriori

Pattern Generation

FP growth generates pattern by 

constructing a FP tree

Apriori generates pattern by pairing the 

items into singletons, pairs and triplets.

Candidate Generation

There is no candidate generation Apriori uses candidate generation

Process

The process is faster as compared to 

Apriori. The runtime of process increases 

linearly with increase in number of 

itemsets.

The process is comparatively slower 

than FP Growth, the runtime increases 

exponentially with increase in number 

of itemsets

Memory Usage

A compact version of database is 
saved

The candidates combinations are 
saved in memory

FP Growth vs Apriori



Constraint-Based Frequent Pattern Mining

A data mining process may uncover thousands of rules from a given data set, most of  which end up 

being unrelated or uninteresting to users. Often, users have a good sense of which “direction” of mining 

may lead to interesting patterns and the “form” of the patterns or rules they want to find. 

They may also have a sense of “conditions” for the rules, which would eliminate the discovery of certain 

rules that they know would not be of interest. Thus, a good heuristic is to have the users specify such 

intuition or expectations as constraints to confine the search space. This strategy is known as 

constraint-based mining. 

The constraints can include the following:

Knowledge type constraints: These specify the type of knowledge to be mined, such as association, 

correlation, classification, or clustering.

Data constraints: These specify the set of task-relevant data.

Dimension/level constraints: These specify the desired dimensions (or attributes) of the data, the 

abstraction levels, or the level of the concept hierarchies to be used in mining.



Interestingness constraints: These specify thresholds on statistical measures of rule interestingness 

such as support, confidence, and correlation.

Rule constraints: These specify the form of, or conditions on, the rules to be mined. Such constraints 

may be expressed as metarules (rule templates), as the maximum or minimum number of predicates 

that can occur in the rule antecedent or consequent, or as relationships among attributes, attribute 

values, and/or aggregates.

These constraints can be specified using a high-level declarative data mining query language and user 

interface.



Trends in Data Mining

Data mining concepts are still evolving and here are the latest trends that we get to see in this field −

•Application Exploration.

•Scalable and interactive data mining methods.

•Integration of data mining with database systems, data warehouse systems and web database systems.

•SStandardization of data mining query language.

•Visual data mining.

•New methods for mining complex types of data.

•Biological data mining.

•Data mining and software engineering.

•Web mining.

•Distributed data mining.

•Real time data mining.

•Multi database data mining.

•Privacy protection and information security in data mining.

data mining has made significant progress and covered a broad spectrum of applications since 

the 1980s. Today, data mining is used in a vast array of areas. Numerous commercial data 

mining systems and services are available. Many challenges, however, still remain



Mining Complex Data Types



Mining Sequence Data: Time-Series, Symbolic Sequences, and Biological 

Sequences

A sequence is an ordered list of events. Sequences may be categorized into three groups,

based on the characteristics of the events they describe: 

(1) time-series data, 

(2) symbolic sequence data, and 

(3) biological sequences. 

Let’s consider each type.

In time-series data, sequence data consist of long sequences of numeric data, recorded at equal time 

intervals (e.g., per minute, per hour, or per day). Time-series data can be generated by many natural and 

economic processes such as stock markets, and scientific, medical, or natural observations.

Symbolic sequence data consist of long sequences of event or nominal data, which typically are not 

observed at equal time intervals. For many such sequences, gaps (i.e., lapses between recorded events) 

do not matter much. Examples include customer shopping sequences and web click streams, as well as 

sequences of events in science and engineering and in natural and social developments.

Biological sequences include DNA and protein sequences. Such sequences are typically very long, and 

carry important, complicated, but hidden semantic meaning. Here, gaps are usually important.



Data Mining is primarily used today by companies with a strong consumer focus — retail, 

financial, communication, and marketing organizations, to “drill down” into their transactional data 

and determine pricing, customer preferences and product positioning, impact on sales, customer 

satisfaction and corporate profits. With data mining, a retailer can use point-of-sale records of 

customer purchases to develop products and promotions to appeal to specific customer 

segments.

Future Healthcare

Data mining holds great potential to improve health systems. It uses data and analytics to identify best 

practices that improve care and reduce costs. Researchers use data mining approaches like multi-

dimensional databases, machine learning, soft computing, data visualization and statistics. Mining can 

be used to predict the volume of patients in every category. Processes are developed that make sure 

that the patients receive appropriate care at the right place and at the right time. Data mining can also 

help healthcare insurers to detect fraud and abuse.

Market Basket Analysis

Market basket analysis is a modelling technique based upon a theory that if you buy a certain group of 

items you are more likely to buy another group of items. This technique may allow the retailer to 

understand the purchase behaviour of a buyer. This information may help the retailer to know the buyer’s 

needs and change the store’s layout accordingly. Using differential analysis comparison of results 

between different stores, between customers in different demographic groups can be done.



Education

There is a new emerging field, called Educational Data Mining, concerns with developing methods 

that discover knowledge from data originating from educational Environments. The goals of EDM 

are identified as predicting students’ future learning behaviour, studying the effects of educational 

support, and advancing scientific knowledge about learning. Data mining can be used by an 

institution to take accurate decisions and also to predict the results of the student. With the results 

the institution can focus on what to teach and how to teach. Learning pattern of the students can be 

captured and used to develop techniques to teach them.

Manufacturing Engineering

Knowledge is the best asset a manufacturing enterprise would possess. Data mining tools can be 

very useful to discover patterns in complex manufacturing process. Data mining can be used in 

system-level designing to extract the relationships between product architecture, product portfolio, 

and customer needs data. It can also be used to predict the product development span time, cost, 

and dependencies among other tasks.

CRM

Customer Relationship Management is all about acquiring and retaining customers, also improving 

customers’ loyalty and implementing customer focused strategies. To maintain a proper relationship 

with a customer a business need to collect data and analyse the information. This is where data 

mining plays its part. With data mining technologies the collected data can be used for analysis. 

Instead of being confused where to focus to retain customer, the seekers for the solution get filtered 

results.



Fraud Detection

Billions of dollars have been lost to the action of frauds. Traditional methods of fraud detection are time 

consuming and complex. Data mining aids in providing meaningful patterns and turning data into 

information. Any information that is valid and useful is knowledge. A perfect fraud detection system should 

protect information of all the users. A supervised method includes collection of sample records. These 

records are classified fraudulent or non-fraudulent. A model is built using this data and the algorithm is 

made to identify whether the record is fraudulent or not.

Intrusion Detection

Any action that will compromise the integrity and confidentiality of a resource is an intrusion. The 

defensive measures to avoid an intrusion includes user authentication, avoid programming errors, and 

information protection. Data mining can help improve intrusion detection by adding a level of focus to 

anomaly detection. It helps an analyst to distinguish an activity from common everyday network activity. 

Data mining also helps extract data which is more relevant to the problem.



Lie Detection

Apprehending a criminal is easy whereas bringing out the truth from him is difficult. Law enforcement 

can use mining techniques to investigate crimes, monitor communication of suspected terrorists. This 

filed includes text mining also. This process seeks to find meaningful patterns in data which is usually 

unstructured text. The data sample collected from previous investigations are compared and a model 

for lie detection is created. With this model processes can be created according to the necessity.

Customer Segmentation

Traditional market research may help us to segment customers but data mining goes in deep and 

increases market effectiveness. Data mining aids in aligning the customers into a distinct segment 

and can tailor the needs according to the customers. Market is always about retaining the customers. 

Data mining allows to find a segment of customers based on vulnerability and the business could 

offer them with special offers and enhance satisfaction.



Financial Banking

With computerised banking everywhere huge amount of data is supposed to be generated with new 

transactions. Data mining can contribute to solving business problems in banking and finance by 

finding patterns, causalities, and correlations in business information and market prices that are not 

immediately apparent to managers because the volume data is too large or is generated too quickly 

to screen by experts. The managers may find these information for better segmenting,targeting, 

acquiring, retaining and maintaining a profitable customer.

Corporate Surveillance

Corporate surveillance is the monitoring of a person or group’s behaviour by a corporation. The data 

collected is most often used for marketing purposes or sold to other corporations, but is also regularly 

shared with government agencies. It can be used by the business to tailor their products desirable by 

their customers. The data can be used for direct marketing purposes, such as the targeted 

advertisements on Google and Yahoo, where ads are targeted to the user of the search engine by 

analyzing their search history and emails.



Research Analysis

History shows that we have witnessed revolutionary changes in research. Data mining is helpful in data 

cleaning, data pre-processing and integration of databases. The researchers can find any similar data 

from the database that might bring any change in the research. Identification of any co-occurring 

sequences and the correlation between any activities can be known. Data visualisation and visual data 

mining provide us with a clear view of the data.

Criminal Investigation

Criminology is a process that aims to identify crime characteristics. Actually crime analysis includes 

exploring and detecting crimes and their relationships with criminals. The high volume of crime datasets 

and also the complexity of relationships between these kinds of data have made criminology an 

appropriate field for applying data mining techniques. Text based crime reports can be converted into 

word processing files. These information can be used to perform crime matching process.

Bio Informatics

Data Mining approaches seem ideally suited for Bioinformatics, since it is data-rich. Mining biological 

data helps to extract useful knowledge from massive datasets gathered in biology, and in other related 

life sciences areas such as medicine and neuroscience. Applications of data mining to bioinformatics 

include gene finding, protein function inference, disease diagnosis, disease prognosis, disease 

treatment optimization, protein and gene interaction network reconstruction, data cleansing, and protein 

sub-cellular location prediction.



Regression and Trend Analysis in Time-Series Data
Regression analysis of time-series data has been studied substantially in the fields of statistics and signal 

analysis. However, one may often need to go beyond pure regression analysis and perform trend analysis 

for many practical applications. 

Trend analysis builds an integrated model 

using the following four major components 

or movements to characterize time-series 

data:

1. Trend or long-term movements: These 

indicate the general direction in which a

time-series graph is moving over time, for 

example, using weighted moving average

and the least squares methods to find trend 

curves such as the dashed curve indicated

in Figure.

2. Cyclic movements: These are the long-

term oscillations about a trend line or curve.



3. Seasonal variations: These are nearly identical patterns that a time series appears to follow during 

corresponding seasons of successive years such as holiday shopping seasons. For effective trend 

analysis, the data often need to be “deseasonalized” based on a seasonal index computed by 

autocorrelation.

4. Random movements: These characterize sporadic changes due to chance events such as labor 

disputes or announced personnel changes within companies.

Trend analysis can also be used for time-series forecasting, that is, finding a mathematical function that 

will approximately generate the historic patterns in a time series, and using it to make long-term or short-

term predictions of future values.

ARIMA (auto-regressive integrated moving average), long-memory time-series modeling, and auto-

regression are popular methods for such analysis.



Sequential Pattern Mining in Symbolic Sequences
A symbolic sequence consists of an ordered set of elements or events, recorded with

or without a concrete notion of time. There are many applications involving data of symbolic sequences 

such as customer shopping sequences, web click streams, program execution sequences, biological 

sequences, and sequences of events in science and engineering and in natural and social developments. 

Because biological sequences carry very complicated semantic meaning and pose many challenging 

research issues, most investigations are conducted in the field of bioinformatics.

As with constraint-based frequent pattern mining, user-specified constraints can be used to reduce the 

search space in sequential pattern mining and derive only the patterns that are of interest to the user. 

This is referred to as constraint-based sequential pattern mining.



Sequence Classification

Sequence classification methods can be organized into three categories:

(1) Feature based classification, which transforms a sequence into a feature vector and then applies

conventional classification methods; 

(2) sequence distance–based classification, where the distance function that measures the similarity 

between sequences determines the quality of the classification significantly; and 

(3) model-based classification such as using hidden Markov model (HMM) or other statistical 

models to classify sequences.

For time-series or other numeric-valued data, the feature selection techniques for  symbolic 

sequences cannot be easily applied to time-series data without discretization.

However, discretization can cause information loss. A recently proposed time-series shapelets

method uses the time-series subsequences that can maximally represent a class as the features. It 

achieves quality classification results.



Alignment of Biological Sequences
Biological sequences generally refer to sequences of nucleotides or amino acids. 

Biological sequence analysis compares, aligns, indexes, and analyzes biological sequences and

thus plays a crucial role in bioinformatics and modern biology.

Sequence alignment is based on the fact that all living organisms are related by evolution.

This implies that the nucleotide (DNA, RNA) and protein sequences of species that are closer to 

each other in evolution should exhibit more similarities. 

An alignment is the process of lining up sequences to achieve a maximal identity level, which also

expresses the degree of similarity between sequences. 

Two sequences are homologous if they share a common ancestor. 

The degree of similarity obtained by sequence alignment can be useful in determining the possibility 

of homology between two sequences.

Such an alignment also helps determine the relative positions of multiple species in an

evolution tree, which is called a phylogenetic tree.



Given two or more input biological sequences, identify similar sequences with long conserved subsequences.

If the number of sequences to be aligned is exactly two, the problem is known as pairwise sequence 

alignment; otherwise, it is multiple sequence alignment.

The sequences to be compared and aligned can be either nucleotides (DNA/RNA) or amino acids (proteins). 

For nucleotides, two symbols align if they are identical. 

However, for amino acids, two symbols align if they are identical, or if one can be derived from the

other by substitutions that are likely to occur in nature. 

There are two kinds of alignments: local alignments and global alignments. 

The former means that only portions of the sequences are aligned, whereas 

the latter requires alignment over the entire length of the sequences.



For either nucleotides or amino acids, insertions, deletions, and substitutions occur in nature with different 

probabilities. 

Substitution matrices are used to represent the probabilities of substitutions of nucleotides or amino acids 

and probabilities of insertions and deletions. 

Usually, we use the gap character, to indicate positions where it is preferable not to align two symbols. To 

evaluate the quality of alignments, a scoring mechanism is typically defined, which usually counts identical or 

similar symbols as positive scores and gaps as negative ones. The algebraic sum of the scores is taken as 

the alignment measure. The goal of alignment is to achieve the maximal score among all the

possible alignments. However, it is very expensive (more exactly, an NP-hard problem) to find optimal 

alignment. 

Therefore, various heuristic methods have been developed to find suboptimal alignments.

The dynamic programming approach is commonly used for sequence alignments.

Among many available analysis packages, BLAST (Basic Local Alignment Search Tool) is one of the most 

popular tools in bio-sequence analysis.



Hidden Markov Model for Biological Sequence Analysis

Given a biological sequence, biologists would like to analyze what that sequence represents.

To represent the structure or statistical regularities of sequence classes, biologists construct various probabilistic 

models such as Markov chains and hidden Markov models. 

In both models, the probability of a state depends only on that of the previous state; therefore, they are 

particularly useful for the analysis of biological sequence data.

The most common methods for constructing hidden Markov models are the forward algorithm, the Viterbi 

algorithm, and the Baum-Welch algorithm.

Given a sequence of symbols, x, the forward algorithm finds the probability of obtaining x in the model; 

The Viterbi algorithm finds the most probable path (corresponding to x) through the model, whereas 

the Baum-Welch algorithm learns or adjusts the model parameters so as to best explain a set of training 

sequences.



Mining Graphs and Networks

Graphs represents a more general class of structures than sets, sequences, lattices, and trees.

There is a broad range of graph applications on the Web and in social networks, information networks, biological 

networks, bioinformatics, chemical informatics, computer vision, and multimedia and text retrieval.

Hence, graph and network mining have become increasingly important and heavily researched. 

We overview the following major themes: 

(1) graph pattern mining;

(2) statistical modeling of networks;

(3) data cleaning, integration, and validation by network analysis;

(4) clustering and classification of graphs and homogeneous networks; 

(5) clustering, ranking, and classification of heterogeneous networks;

(6) role discovery and link prediction in information networks; 

(7) similarity search and OLAP in information networks; and 

(8) evolution of information networks.



Graph Pattern Mining
Graph pattern mining is the mining of frequent subgraphs (also called (sub)graph patterns) in one or a set of 

graphs.

Methods for mining graph patterns can be categorized into Apriori-based and pattern growth–based approaches. 

Alternatively, we can mine the set of closed graphs where a graph g is closed if there exists no proper supergraph

g0 that carries the same support count as g. 

Moreover, there are many variant graph patterns, including approximate frequent graphs, coherent graphs, and 

dense graphs.

User-specified constraints can be pushed deep into the graph pattern mining process to improve mining efficiency.

Graph pattern mining has many interesting applications.

For example, it can be used to generate compact and effective graph index structures based on the concept of 

frequent and discriminative graph patterns. 

Approximate structure similarity search can be achieved by exploring graph index structures and multiple graph 

features. 

Moreover, classification of graphs can also be performed effectively using frequent and discriminative subgraphs 

as features.



Statistical Modeling of Networks

A network consists of a set of nodes, each corresponding to an object associated with a set of properties, and 

a set of edges (or links) connecting those nodes, representing relationships between objects.

A network is homogeneous if all the nodes and links are of the same type, such as a friend network, a 

coauthor network, or a web page network. 

A network is heterogeneous if the nodes and links are of different types, such as publication networks (linking 

together authors, conferences, papers, and contents), and health-care networks (linking together doctors, 

nurses, patients, diseases, and treatments).

Researchers have proposed multiple statistical models for modeling homogeneous networks.

The most well-known generative models are the random graph model (i.e., the Erdos-Renyi model), the 

Watts-Strogatz model, and the scale-free model. 

The scalefree model assumes that the network follows the power law distribution (also known as the Pareto 

distribution or the heavy-tailed distribution). 



Social networks exhibit certain evolutionary characteristics. They tend to follow the densification power 

law, which states that networks become increasingly dense over time. Shrinking diameter is another 

characteristic, where the effective diameter often decreases as the network grows.

Node out-degrees and in-degrees typically follow a heavy tailed distribution.

In most large-scale social networks, a small-world phenomenon is observed, that is, the network can 

be characterized as having a high degree of local clustering for a small fraction of the nodes (i.e., these 

nodes are interconnected with one another), while being no more than a few degrees of separation from 

the remaining nodes.



Data Cleaning, Integration, and Validation by Information Network Analysis

Real-world data are often incomplete, noisy, uncertain, and unreliable. Information redundancy may 

exist among the multiple pieces of data that are interconnected in a large network. Information 

redundancy can be explored in such networks to perform quality data cleaning, data integration, 

information validation, and trust ability analysis by network analysis. 

For example, we can distinguish authors who share the same names by examining the networked 

connections with other heterogeneous objects such as coauthors, publication venues, and terms. In 

addition, we can identify inaccurate author information presented by booksellers by exploring a network 

built based on author information provided by multiple booksellers.



Clustering and Classification of Graphs  and Homogeneous Networks

Large graphs and networks have cohesive structures, which are often hidden among  their massive, 

interconnected nodes and links. Cluster analysis methods have been developed on large networks to 

uncover network structures, discover hidden communities, hubs, and outliers based on network 

topological structures and their associated properties.

Various kinds of network clustering methods have been developed and can be categorized as either 

partitioning, hierarchical, or density-based algorithms. 

Moreover, given human-labeled training data, the discovery of network structures can be guided

by human-specified heuristic constraints. 

Supervised classification and semi-supervised classification of networks are recent hot topics in the 

data mining research community.



Clustering, Ranking, and Classification of Heterogeneous Networks

A heterogeneous network contains interconnected nodes and links of different types.

Such interconnected structures contain rich information, which can be used to mutually enhance 

nodes and links, and propagate knowledge from one type to another.

Clustering and ranking of such heterogeneous networks can be performed hand-inhand in the 

context that highly ranked nodes/links in a cluster may contribute more than their lower-ranked 

counterparts in the evaluation of the cohesiveness of a cluster.

Clustering may help consolidate the high ranking of objects/links dedicated to the cluster.

Such mutual enhancement of ranking and clustering prompted the development of an algorithm 

called RankClus.

Moreover, users may specify different ranking rules or present labeled nodes/links for certain data 

types. Knowledge of one type can be propagated to other types. 

Such propagation reaches the nodes/links of the same type via heterogeneous-type connections. 

Algorithms have been developed for supervised learning and semi-supervised learning in 

heterogeneous networks.



Role Discovery and Link Prediction

in Information Networks
There exist many hidden roles or relationships among different nodes/links in a heterogeneous

network. Examples include advisor–advisee and leader–follower relationships  in a research 

publication network. To discover such hidden roles or relationships, experts can specify constraints 

based on their background knowledge. 

Enforcing such constraints may help cross-checking and validation in large interconnected networks.

Information redundancy in a network can often be used to help weed out objects/links that do not 

follow such constraints.



Similarly, link prediction can be performed based on the assessment of the ranking of the expected 

relationships among the candidate nodes/links. 

For example, we may predict which papers an author may write, read, or cite, based on the author’s

recent publication history and the trend of research on similar topics. Such studies often require analyzing the 

proximity of network nodes/links and the trends and connections of their similar neighbors. Roughly speaking, 

people refer to link prediction as link mining; 

however, link mining covers additional tasks including link-based object classification, object type prediction, 

link type prediction, link existence prediction, link cardinality estimation, and object reconciliation (which 

predicts whether two objects are, in fact, the same). It also includes group detection (which clusters objects), 

as well as subgraph identification (which finds characteristic subgraphs within networks) and metadata mining

(which uncovers schema-type information regarding unstructured data).


