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Unit-1 (Contents) 

Introduction 

Operating system and functions, types of operating system, components, system structure, operating 

system services, system calls and programs. 

Unit -1 

An  operating System (OS) is an intermediary between users and computer hardware. It provides 

users an environment in which a user can execute programs conveniently and efficiently. 

In technical terms,  it  is  software  which manages hardware. An operating System controls the 

allocation of resources and services such as memory, processors, devices and information. 

Definition 

An operating system is a program that acts as an interface between the user and the computer 

hardware and controls the execution of all kinds of programs. 

 

Following are some of important functions of an operating System. 

• Memory Management 

• Processor Management 

• Device Management 



• File Management 

• Security 

• Control over system performance 

• Job accounting 

• Error detecting aids 

• Coordination between other software and users 

Memory Management 

Memory management refers to management of Primary Memory or Main Memory. Main memory is a 

large array of words or bytes where each word or byte has its own address. Main memory provides a 

fast storage that can be access directly by the CPU. So for a program to be executed, it must in the main 

memory. Operating System does the following activities for memory management. 

• Keeps tracks of primary memory i.e. what part of it are in use by whom, what part are not in 

use. 

• In multiprogramming, OS decides which process will get memory when and how much. 

• Allocates the memory when the process requests it to do so. 

• De-allocates the memory when the process no longer needs it or has been terminated. 

Processor Management 

In multiprogramming environment, OS decides which process gets the processor when and how much 

time. This function is called process scheduling. Operating System does the following activities for 

processor management. 

• Keeps tracks of processor and status of process. Program responsible for this task is known as 

traffic controller. 

• Allocates the processor (CPU) to a process. 

• De-allocates processor when processor is no longer required.  

Device Management 



OS manages device communication via their respective drivers. Operating System does the following 

activities for device management. 

• Keeps tracks of all devices. Program responsible for this task is known as the I/O controller. 

• Decides which process gets the device when and for how much time. 

• Allocates the device in the efficient way. 

• De-allocates devices. 

File Management 

A file system is normally organized into directories for easy navigation and usage. These directories 

may contain files and other directions. Operating System does the following activities for file 

management. 

• Keeps track of information, location, uses, status etc. The collective facilities are often known as 

file system. 

• Decides who gets the resources. 

• Allocates the resources. 

• De-allocates the resources. 

Other Important  Activities 

Following are some of the important activities that Operating System does. 

• Security  --  By means of password and similar other techniques, preventing unauthorized 

access to programs and data. 

• Control over system performance  --  Recording delays between request for a service and 

response from the system. 

• Job accounting  --  Keeping track of time and resources used by various jobs and users. 

• Error detecting aids  --  Production of dumps, traces, error messages and other debugging and 

error detecting aids. 

• Coordination between other  software and users  --  Coordination and assignment of 

compilers, interpreters, assemblers and other software to the various users of the computer systems. 



 

Types of Operating Systems 

Operating systems are there from the very first computer generation. Operating systems keep evolving 

over the period of time. Following are few of the important types of operating system which are most 

commonly used. 

Batch operating system 

The users of batch operating system do not interact with the computer directly. Each user prepares his 

job on an off-line device like punch cards and submits it to the computer operator. To speed up 

processing, jobs with similar needs are batched together and run as a group. Thus, the programmers left 

their programs with the operator. The operator then sorts programs into batches with similar 

requirements. 

The problems with Batch Systems are following. 

• Lack of interaction between the user and job. 

• CPU is often idle, because  the  speeds of the mechanical I/O devices are  slower than CPU. 

• Difficult to provide the desired priority. 

Time-sharing operating systems 

Time sharing is a technique which enables many people, located at various terminals, to use a 

particular computer system at the same time. Time-sharing or multitasking is a logical extension of 

multiprogramming. Processor's time which is shared among multiple users simultaneously is termed as 

time-sharing. The main difference between Multiprogrammed Batch Systems and Time-Sharing Systems 

is that in case of multiprogrammed  batch systems, objective is to maximize processor use, whereas in 

Time-Sharing Systems  objective is to minimize response time. 

Multiple jobs are executed by the CPU by switching between them, but the switches occur so 

frequently. Thus, the user can receive an immediate response. For example, in a transaction processing, 

processor execute each user program in a short burst or quantum of computation. That is if n users are 



present, each user can get time quantum. When the user submits the command, the response time is in 

few seconds at most. 

Operating system uses CPU scheduling and multiprogramming to provide each user with a small 

portion of a time. Computer systems that were designed primarily as batch systems have been modified 

to time-sharing systems. 

Advantages of Timesharing operating systems are following 

• Provide advantage of quick response. 

• Avoids duplication of software. 

• Reduces CPU idle time. 

Disadvantages of Timesharing operating systems are following. 

• Problem of reliability. 

• Question of security and integrity of user programs and data. 

• Problem of data communication. 

Distributed operating System 

Distributed systems use  multiple central processors to serve multiple real time application and 

multiple users. Data processing jobs are distributed among the processors accordingly to which one can 

perform each job most efficiently.The  processors communicate with one another through various 

communication lines (such as high-speed buses or telephone lines). These are referred as loosely 

coupled systems or distributed systems. Processors in a distributed system may vary in size and 

function. These processors are referred as sites, nodes, and computers and so on. 

The advantages of distributed systems are following. 

• With resource sharing facility user at one site may be able to use the resources available at 

another. 

• Speedup the exchange of data with one another via electronic mail. 

• If one site fails in a distributed system, the remaining sites can potentially continue operating. 

• Better service to the customers. 



• Reduction of the load on the host computer. 

• Reduction of delays in data processing. 

Network operating System 

Network Operating System runs on a server and and provides server the capability to manage data, 

users, groups, security, applications, and other networking functions. The primary purpose of the 

network operating system is to allow shared file and printer access among multiple computers in a 

network, typically a local area network (LAN), a private network or to other networks. Examples of 

network operating systems are Microsoft Windows Server 2003, Microsoft Windows Server 2008, UNIX, 

Linux, Mac OS X, Novell NetWare, and BSD. 

The advantages of network operating systems are following. 

• Centralized servers are highly stable. 

• Security is server managed. 

• Upgrades to new technologies and hardware can be easily integrated into the system. 

• Remote access to servers is possible from different locations and types of systems. 

The disadvantages of network operating systems are following. 

• High cost of buying and running a server. 

• Dependency on a central location for most operations. 

• Regular maintenance and updates are required. 

Real Time operating System  

Real time system is defines as a data processing system in which the time interval required to process 

and respond to inputs is so small that it controls the environment. Real time  processing is always on 

line whereas on line system need not be real time. The time taken by the system to respond to an input 

and display of required updated information is termed as response time. So in this method response 

time is very less as compared to the online processing.Real-time systems are used when there are rigid 

time requirements on the operation of a processor or the flow of data and real-time systems can be 

used as a control device in a dedicated application. Real-time operating system has  well-defined, fixed 



time constraints otherwise system will  fail. For  example Scientific experiments, medical imaging 

systems, industrial control systems, weapon systems, robots, and home -appliance  controllers, Air 

traffic control system etc. 

There are two types of real-time operating systems. 

• Hard real-time systems 

Hard real-time systems guarantee that critical tasks complete on time. In hard real -time systems 

secondary storage is limited or missing with data stored in ROM. In these systems virtual memory is 

almost never found. 

• Soft real-time systems 

Soft real time systems are less restrictive. Critical real-time task gets priority over other tasks and 

retains the priority until it completes. Soft real-time systems have limited utility than hard real -time  

systems. For  example, Multimedia, virtual reality, Advanced Scientific Projects like undersea 

exploration and planetary rovers etc. 

System Components 

Process Management 

A process is only ONE instant of a program in execution.There are many processes can be running the 

same program. The five major activities of an operating system in regard to process management are: 

• Creation and deletion of user and system processes. 

• Suspension and resumption of processes. 

• A mechanism for process synchronization. 

• A mechanism for process communication. 

• A mechanism for deadlock handling. 

Main-Memory Management 



Main-Memory is a large array of words or bytes. Each word or byte has its own address. Main memory 

is a repository of quickly accessible data shared by the CPU and I/O devices. The major activities of an 

operating system in regard to memory-management are: 

• Keep track of which part of memory are currently being used and by whom. 

• Decide which processes are loaded into memory when memory space becomes available. 

• Allocate and deallocate memory space as needed. 

File Management 

A file is a collected of related information defined by its creator . Computer can store files on the disk 

(secondary storage), which provide long term storage. 

• The creation and deletion of files.  

• The creation and deletion of directions.  

• The support of primitives for manipulating files and directions.  

• The mapping of files onto secondary storage.  

• The backup of files on stable storage media.  

I/O System Management 

One of the purposes of an operating system is to hide the peculiarities of specific hardware devices 

from the user . 

Secondary-Storage Management 

Generally speaking, systems have several levels ofstorage, including primary storage, secondary 

storage andcache storage. Instructions and data must be placed in primarystorage or cache to be 

referenced by a running program. 

Networking 

A distributed system is a collection of processors that do not sharememory, peripheral devices, or a 

clock. The processors communicate withone another through communication lines called network. 



Protection System 

Protection refers to mechanism for controlling the access ofprograms, processes, or users to the 

resources defined by a computersystem. 

Command Interpreter System 

A command interpreter is an interface of the operating system withthe user . The user gives commands 

with are executed by operating system(usually by turning them into system calls). 

Operating System Services  

An Operating System provides services to both the users and to the programs. 

• It provides programs, an environment to execute. 

• It provides users, services to execute the programs in a convenient manner. 

Following are few common services provided by operating systems. 

• Program execution 

• I/O operations 

• File System manipulation 

• Communication 

• Error Detection 

• Resource Allocation 

• Protection 

Program execution 

Operating system handles many kinds of activities from user programs to system programs like printer 

spooler, name servers, file server etc. Each of these activities is encapsulated as a process. A process  

includes the complete execution context (code to execute, data to manipulate, registers, OS resources 

in use). Following are the major activities of an operating system with respect to program management. 

• Loads a program into memory. 



• Executes the program. 

• Handles program's execution. 

• Provides a mechanism for process synchronization. 

• Provides a mechanism for process communication. 

• Provides a mechanism for deadlock handling. 

I/O Operation 

I/O subsystem comprised of I/O devices and their corresponding driver  software. Drivers hides the 

peculiarities of specific hardware devices from the user as the device driver knows the peculiarities of 

the specific device.  

Operating System manages the communication  between user and device drivers. Following are the 

major activities of an operating system with respect to I/O Operation. 

• I/O operation means read or write operation with any file or any specific I/O device. 

• Program may require any I/O device while running.  

• Operating system provides the access to the required I/O device when required. 

File system manipulation 

A file represents a collection of related information. Computer can store files on the disk (secondary 

storage), for long term storage purpose. Few examples of storage media are magnetic tape, magnetic 

disk and optical disk drives like CD, DVD. Each of these media has its own properties like speed, 

capacity, data transfer rate and data access methods.A file system is normally organized into directories 

for easy navigation and usage. These directories may contain files and other directions. Following are 

the major activities of an operating system with respect to file management. 

• Program needs to read a file or write a file.  

• The operating system gives the permission to the program for operation on file. 

• Permission varies from read-only, read-write, denied and so on.  

• Operating System provides an interface to the user to create/delete files. 

• Operating System provides an interface to the user to create/delete directories. 



• Operating System provides an interface to create the backup of file system. 

Communication 

In case of distributed  systems which are  a collection of processors that do not share memory, 

peripheral devices, or a clock, operating system manages communications between processes. Multiple 

processes with one another through communication lines in the network.OS handles routing and 

connection strategies, and the problems of contention and security.  

Following are the major activities of an operating system with respect to communication. 

• Two processes often require data to be transferred between them.  

• The both processes can be on the one computer or on different computer but are connected 

through computer network. 

• Communication may be implemented by two methods either by Shared Memory or by Message 

Passing. 

Error handling 

Error can occur anytime and anywhere. Error may occur in CPU, in I/O devices or in the memory 

hardware. Following are the major activities of an operating system with respect to error handling. 

• OS constantly remains aware of possible errors.  

• OS takes the appropriate action to ensure correct and consistent computing. 

Resource Management 

In case of multi-user or multi-tasking environment, resources such as main memory, CPU cyclesand 

files storage are to be allocated to each user or job. Following are the major activities of an operating 

system with respect to resource management. 

• OS manages all kind of resources using schedulers. 

• CPU scheduling algorithms are used for better utilization of CPU. 

Protection 



Considering  computer systems  having multiple users the concurrent execution of multiple processes, 

then the various processes must be protected from each another's activities. Protection refers to 

mechanism or a way to control the access of programs, processes, or users to the resources defined  by 

computer systems. Following are the major activities of an operating system with respect to protection. 

• OS ensures that all access to system resources is controlled.  

• OS ensures that external I/O devices are protected from invalid access attempts.  

• OS provides authentication feature for each user by means of a password. 

System call 

System calls provide an interface to the services made available by an operating system. These calls are 

generally available as routines written in C and C++, although certain low-level tasks (for example, tasks 

where hardware must be accessed directly), may need to be written using assembly-language 

instructions. 

System calls provide the interface between a process and the operating system. These calls are 

generally available as assembly-language instructions, and are usually listed in the manuals used by 

assembly-language programmers. 

System calls can be grouped roughly into six major categories:  

process control, file manipulation, device manipulation, information maintenance, communications 

and protections. 

Process control  

• end, abort  

• load, execute  

• create process, terminate process  

• get process attributes, set process attributes  

• wait for time  

• wait event, signal event  

• allocate and free memory  

File management  



• create file, delete file  

• open, close  

• read, write, reposition  

• get file attributes, set file attributes  

Device management  

• request device, release device  

• read, write, reposition  

• get device attributes, set device attributes  

• logically attach or detach devices  

Information maintenance  

• get time or date, set time or date  

• get system data, set system data  

• get process, file, or device attributes  

• set process, file, or device attributes  

Communications  

• create, delete communication connection  

• send, receive messages  

• transfer status information  

• attach or detach remote devices  

Operating-System Structure 

For efficient performance and implementation an OS should be partitioned into separate subsystems, 
each with carefully defined tasks, inputs, outputs, and performance characteristics. These subsystems 
can then be arranged in various architectural configurations:  

2.7.1 Simple Structure 

When DOS was originally written its developers had no idea how big and important it would eventually 
become. It was written by a few programmers in a relatively short amount of time, without the benefit 
of modern software engineering techniques, and then gradually grew over time to exceed its original 
expectations. It does not break the system into subsystems, and has no distinction between user and 
kernel modes, allowing all programs direct access to the underlying hardware. ( Note that user versus 
kernel mode was not supported by the 8088 chip set anyway, so that really wasn't an option back then. 
)  



 
Figure - MS-DOS layer structure 

The original UNIX OS used a simple layered approach, but almost all the OS was in one big layer, not 
really breaking the OS down into layered subsystems:  

 
Figure  - Traditional UNIX system structure 

2.7.2 Layered Approach 

• Another approach is to break the OS into a number of smaller layers, each of which rests on the layer 
below it, and relies solely on the services provided by the next lower layer. 
• This approach allows each layer to be developed and debugged independently, with the assumption 

that all lower layers have already been debugged and are trusted to deliver proper services. 
• The problem is deciding what order in which to place the layers, as no layer can call upon the services 

of any higher layer, and so many chicken-and-egg situations may arise. 
• Layered approaches can also be less efficient, as a request for service from a higher layer has to filter 

through all lower layers before it reaches the HW, possibly with significant processing at each step. 



 
Figure  - A layered operating system 

2.7.3 Microkernels 

• The basic idea behind micro kernels is to remove all non-essential services from the kernel, and 
implement them as system applications instead, thereby making the kernel as small and efficient as 
possible. 
• Most microkernels provide basic process and memory management, and message passing between 

other services, and not much more.  
• Security and protection can be enhanced, as most services are performed in user mode, not kernel 

mode. 
• System expansion can also be easier, because it only involves adding more system applications, not 

rebuilding a new kernel. 
• Mach was the first and most widely known microkernel, and now forms a major component of Mac 

OSX. 
• Windows NT was originally microkernel, but suffered from performance problems relative to 

Windows 95. NT 4.0 improved performance by moving more services into the kernel, and now XP is 
back to being more monolithic.  

 
Figure - Architecture of a typical microkernel 
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Unit – II 

Process 

A process is a program in execution. The execution of a process must progress in a sequential fashion. 

Definition of process is following. 

    A process is defined as an entity which represents the basic unit of work to be implemented in the 

system. 

Components of a process are following. 

S.N.  Component &Description 

1.Object ProgramCode to be executed. 

2.DataData to be used for executing the program.  

3.ResourcesWhile executing the program, it may require some resources.  

4.StatusVerifies the status of the process execution. A process can run to  

completion only when all requested resources have been allocated to the process. Two or 

moreprocesses could be executing the same program, each using their own data and resources. 

Program 

A program by itself is not a process. It is a static entity made up of program statement while process is 

a dynamic entity. Program contains the instructions to be executed by processor.A program takes a 

space at single place in main memory and continues to stay there. A program does not perform any 

action by itself. 

Process States Transition DiagramAs a process executes, it changes state. The state of a 

process is defined as the current activity of the process. 



Process can have one of the following five states at a time. 

S.N.   State  &  Description 

1.  New  The process is being created. 

2. Ready  The process is waiting to be assigned to a processor. Ready processes are  

waiting tohave the processor allocated to them by the operating system so that they can run. 

3.   Running Process instructions are being executed (i.e. The process that is currently  

being executed). 

4.  Waiting The process is waiting for some event to occur (such as the completion of  

an  I/O operation).  

5.  Terminated The process has finished execution.  

 

Process Control Block, PCB 

Each process is represented in the operating system by a process control block (PCB) also called a task 

control block. PCB is the data structure used by the operating system. Operating system groups all 

information that needs about particular process.  

PCB  contains many pieces of information associated with a specific process which is described below. 



S.N.   Information  & Description 

1.  Pointer  Pointer points to another process control block. Pointer is  

used for maintaining the scheduling list. 

2.  Process State  Process state may be new, ready, running, waiting and so on. 

3.  Program Counter Program Counter indicates the address of the next instruction to  

be executed for this process. 

4.  CPU registers  CPU registers include general purpose register, stack pointers,  

index registers and accumulators etc. number of register and type  

of register totally depends upon the computer architecture.  

5.  Memory management  This information may include the value of base and limit  

registers, the Information page tables, or the segment tables depending on the memory system 

used by the operating system. This information is useful for deallocating the memory when the process 

terminates. 

6.  Accounting informationThis information includes the amount of CPU and real time  

used, time limits, job orprocess numbers, account numbers etc.  

 

 

Process control block includes CPU scheduling, I/O resource management, file management 

information etc. The PCB serves as the repository for any information which can vary from process to 

process.  Loader/linker sets flags and registers when a process is created. If that process gets 

suspended, the contents of the registers are saved on a stack and the pointer to the particular stack 



frame is stored in the PCB. By this technique, the hardware state c an be restored so that the process 

can be scheduled to run again. 

Process Scheduling 

CPU scheduling is the basis of multiprogrammed operating systems. By switching the CPU among 

processes, the operating system can make the computer more productive. 

Basic Concepts 

The idea of multiprogramming is relatively simple. A process is executed until it must wait, typically for 

the 

completion of some I/O request. In a simple computer system, the CPU would then just sit idle. 

Scheduling is a fundamental operating-system function. 

Almost all computer resources are scheduled before use. 

CPU - I/O Burst Cycle 

The success of CPU scheduling depends on the following observed property of processes: Process 

execution consists of a cycle of CPU execution and I/O wait. Processes alternate between these two 

states. Process execution begins with a CPU burst. That is followed by an I/O burst, which is followed by 

another CPU burst, then another I/0 burst, and so on. Eventually, the final CPU burst ends with a system 

request to terminate execution 

Context Switch 

To give each process on a multiprogrammed machine a fair share of the CPU, a hardware clock 

generates interrupts periodically .This allows the operating system to schedule all processesin main 

memory (using scheduling algorithm) to run on theCPU at equal intervals. Each switch of the CPU from 

oneprocess to another is called a context switch. 

Preemptive Scheduling 



CPU scheduling decisions may take place under thefollowing four circumstances: 

1. When a process switches from the running state to the waiting state (for .example, I/O request, or 

invocation of wait for the termination of one ofthe child processes). 

2. When a process switches from the running state to the ready state (forexample, when an interrupt 

occurs). 

3. When a process switches from the waiting state to the ready state (forexample, completion of I/O). 

4. When a process terminates. 

Schedulers 

Schedulers are special system  software  which handles process scheduling in various  ways. Their main 

task is to select the jobs to be submitted into the system and to decide which process to run. Schedulers 

are of three types 

• Long Term Scheduler 

• Short Term Scheduler 

• Medium Term Scheduler 

 

Long Term Scheduler 

It is also called job scheduler. Long term  scheduler determines which programs are admitted to the 

system for processing. Job scheduler selects processes from the queue and loads them into memory for 

execution.  

On some systems, the long term scheduler may not be available or minimal. Time-sharingoperating 

systems have no long term scheduler. When process changes the state from new to ready, then there is 

use of long term scheduler. 

Short Term Scheduler 



Whenever the CPU becomes idle, the operating system must select one of the processes in the ready 

queue to be executed. The selection process is carried  out by the short-term scheduler (or CPU 

scheduler). The scheduler selects a process from the processes in memory that are ready to execute and 

allocates the CPU to that process 

Medium Term Scheduler 

Medium term scheduling is part of the swapping. It removes the processes from the memory. It  

reduces the degree of multiprogramming. The medium term scheduler is in -charge of handling  

the swapped out-processes. 

Dispatcher 

The dispatcher is the module that gives control of the CPU to the process selected by the short-term 

scheduler. This function involves the following:  

• Switching context  

• Switching to user mode  

• Jumping to the proper location in the user program to restart that program  

The dispatcher should be as fast as possible, since it is invoked during every process switch. The time it 

takes for the dispatcher to stop one process and start another running is known as the dispatch latency.  

Scheduling Performance Criteria 

Different CPU scheduling algorithms have different properties and mayfavor one class of processes 

over another . In choosing which algorithm touse in a particular situation, we must consider the 

properties of the 

various algorithms. Many criteria have been suggested for comparing CPUscheduling algorithms. 

Criteria that are used include the following: 

• CPU utilization. 

• Throughput. 



• Turnaround time. 

• Waiting time. 

• Response time. 

CPU utilization. We want to keep the CPU as busy as possible. Conceptually, CPU utilization can range 

from 0 to 100 percent. In a real system, it should range from 40 percent (for a lightly loaded system) to 

90 percent  

(for a heavily used system).  

Throughput. If the CPU is busy executing processes, then work is being done. One measure of work is 

the number of processes that are completed per time unit, called throughput. For long processes, this 

rate may be one process per hour; for short transactions, it may be ten processes per second.  

Turnaround time. From the point of view of a particular process, the important criterion is how long it 

takes to execute that process. The interval from the time of submission of a process to the time of 

completion is the  

turnaround time. Turnaround time is the sum of the periods spent waiting to get into memory, waiting 

in the ready queue, executing on the CPU, and doing I/0.  

Waiting time. The CPU-scheduling algorithm does not affect the amount of time during which a 

process executes or does I/0; it affects only the amount of time that a process spends waiting in the 

ready queue. Waiting time is the sum of the periods spent waiting in the ready queue.  

Response time. another measure is the time from the submission of a request until the first response 

is produced. This measure, called response time, is the tince it takes to start responding, not the time it 

takes  

to output the response. The turnaround time is generally limited by the speed of the output device. 

Scheduling algorithms 

We'll discuss four major scheduling algorithms here which are following 

• First Come First Serve (FCFS) Scheduling 



• Shortest-Job-First (SJF) Scheduling 

• Priority Scheduling  

• Round Robin(RR) Scheduling 

First Come First Serve (FCFS) 

• Jobs are executed on first come, first serve basis. 

• Easy to understand and implement. 

• Poor in performance as average wait time is high. 

 

Wait time of each process is following 

Process   Wait Time := Service Time - Arrival Time 

P0  0 - 0 = 0 

P1  5 - 1 = 4 

P2   8 - 2 = 6 

P3  16 - 3 = 13 

Average Wait Time: (0+4+6+13) / 4 = 5.55 

Shortest Job First (SJF) 

• Best approach to minimize waiting time. 

• Impossible to implement 

• Processer should know in advance how much time process will take. 



 

Wait time of each process is following 

Process   Wait Time := Service Time - Arrival Time 
P0  3 - 0 = 3 
P1   0 - 0 = 0 
P2  16 - 2 = 14 
P3  8 - 3 = 5 
Average Wait Time: (3+0+14+5) / 4 = 5.50 

 

Priority Based Scheduling 

• Each process is assigned a priority. Process with highest priority is to be executed first and so 

on. 

• Processes with same priority are executed on first come first serve basis. 

• Priority can be decided based on memory requirements, time requirements or any other 

resource requirement. 

 

 

Wait time of each process is following 

 



Process   Wait Time : Service Time - Arrival Time 

P0  0 - 0 = 0 

P1  3 - 1 = 2 

P2  8 - 2 = 6 

P3  16 - 3 = 13 

Average Wait Time: (0+2+6+13) / 4 = 5.25 

Round Robin Scheduling 

• Each process is provided a fix time to execute called quantum. 

• Once a process is executed for given time period. Process is preempted  and other process 

executes for given time period. 

• Context switching is used to save states of preempted processes. 

 

Wait time of each process is following 

Process   Wait Time := Service Time - Arrival Time 

P0  (0-0) + (12-3) = 9 

P1    (3-1) = 2 

P2    (6-2) + (15-9) = 10 

P3  (9-3) + (18-12) = 12 

Average Wait Time: (9+2+10+12) / 4 = 8.25 

 



Multiprocessor Scheduling 
  
There are many different types of computers with multiple processors.  The most common system in 

use today is the Symmetric MultiProcessor (SMP).  All of the CPUs in an SMP system are identical and 
can address all of the RAM. 
  
Very little has to be done to schedule a multiprocessor system. 
Whenever a CPU needs a process to run, it takes the next task from the ready list. 
The scheduling queue must be accessed in a critical section.  Busy waiting is usually used. 
  
Some consideration for SMP scheduling 
·        With multiple CPUs, it is not as likely that a short task will get stuck waiting for a long task to 

complete.  Therefore the selection of the next task is not as important. 
·        Any task can run on any CPU thereby allowing load balancing. 
·        Tasks should stay with a single CPU to take advantage of cache loading. 
·        Gang scheduling attempts to schedule all of the threads of a process together. 
  
Load sharing is a key concept in multiprocessor systems.  In an SMP, this isn’t much of a problem since 

any CPU can execute any thread.  In systems with distributed memory (each CPU has its own memory 
and cannot access the RAM of another CPU), load sharing is a major consideration.  This is often more 
of an application concern than an OS concern. 
  

Real-time Scheduling 
  
Real-time computing requires that the result not only be correct, but produced within a specific time 

limit.  Real-time programming is used in process control to ensure that the system reacts to input in 
time.  Examples are chemical plant control or robotic control. 
  
When a R/T task is created or scheduled, a deadline time and an estimated execution time are 

specified.  The task must be scheduled at or before (deadline time - run time). 
  
There are several R/T scheduling approaches: 
·        Static predetermined schedules - A schedule is devised before hand from a list of known tasks, 

execution times and deadline times. 
·        Static predetermined priorities - Using a list of known tasks, execution times and deadline times, 

priorities are assigned to each task.  A regular priority based scheduler is used. 
·        Dynamic planning based - When a task is scheduled, the algorithm determines if it can be feasibly 

executed in time. 
·        Dynamic best effort - The scheduler tries to meet deadlines by raising the priority of tasks as they 

approach their deadline.  Tasks are aborted if they don't or can't meet their deadline. 

Thread 
A thread is a flow of execution through the process code, with its own program counter that keeps track of 

which instruction to execute next, system registers which hold its current working variables, and a stack which 
contains the execution history. 



A thread shares with its peer threads few information like code segment, data segment and open files. 

When one thread alters a code segment memory item, all other threads see that. 

A thread is also called a lightweight process. Threads provide a way to improve application 

performance through parallelism. Threads represent a software approach to improving performance of 

operating system by reducing the overhead thread is equivalent to a classical process. 

Each thread belongs to exactly one process and no thread can exist outside a process. Each thread 

represents a separate flow of control. Threads have been successfully used in implementing network 

servers and web server. They also provide a suitable foundation for parallel execution of applications 

on shared memory multiprocessors. The following figure shows the working of a single-threaded and a 

multithreaded process. 

 

Difference between Process and Thread 

S.N. Process Thread 

1 Process is heavy weight or resource 

intensive. 

Thread is light weight, taking lesser 

resources than a process. 

2 Process switching needs interaction with 

operating system. 

Thread switching does not need to 

interact with operating system. 

3 In multiple processing environments, each 

process executes the same code but has its 

own memory and file resources. 

All threads can share same set of 

open files, child processes. 

4 If one process is blocked, then no other While one thread is blocked and 



process can execute until the first process 

is unblocked. 

waiting, a second thread in the same 

task can run. 

5 Multiple processes without using threads 

use more resources. 

Multiple threaded processes use 

fewer resources. 

6 In multiple processes each process 

operates independently of the others. 

One thread can read, write or change 

another thread's data. 

Advantages of Thread 

• Threads minimize the context switching time. 

• Use of threads provides concurrency within a process. 

• Efficient communication. 

• It is more economical to create and context switch threads. 

• Threads allow utilization of multiprocessor architectures to a greater scale and efficiency. 

Types of Thread 

Threads are implemented in following two ways − 

• User Level Threads − User managed threads. 

• Kernel Level Threads − Operating System managed threads acting on kernel, an operating 

system core. 

User Level Threads 

In this case, the thread management kernel is not aware of the existence of threads. The thread library 

contains code for creating and destroying threads, for passing message and data between threads, for 

scheduling thread execution and for saving and restoring thread contexts. The application starts with a 

single thread. 

 



Advantages 

• Thread switching does not require Kernel mode privileges. 

• User level thread can run on any operating system. 

• Scheduling can be application specific in the user level thread. 

• User level threads are fast to create and manage. 

Disadvantages 

• In a typical operating system, most system calls are blocking. 

• Multithreaded application cannot take advantage of multiprocessing. 

Kernel Level Threads 

In this case, thread management is done by the Kernel. There is no thread management code in the 

application area. Kernel threads are supported directly by the operating system. Any application can be 

programmed to be multithreaded. All of the threads within an application are supported within a single 

process. 

The Kernel maintains context information for the process as a whole and for individuals threads within 

the process. Scheduling by the Kernel is done on a thread basis. The Kernel performs thread creation, 

scheduling and management in Kernel space. Kernel threads are generally slower to create and manage 

than the user threads. 

Advantages 

• Kernel can simultaneously schedule multiple threads from the same process on multiple processes. 

• If one thread in a process is blocked, the Kernel can schedule another thread of the same process. 

• Kernel routines themselves can be multithreaded. 

Disadvantages 

• Kernel threads are generally slower to create and manage than the user threads. 

• Transfer of control from one thread to another within the same process requires a mode switch 

to the Kernel. 

Multithreading Models 

Some operating system provide a combined user level thread and Kernel level thread facility. Solaris is 

a good example of this combined approach. In a combined system, multiple threads within the same 

application can run in parallel on multiple processors and a blocking system call need not block the 

entire process. Multithreading models are three types 

• Many to many relationship. 

• Many to one relationship. 



• One to one relationship. 

Many to Many Model 

The many-to-many model multiplexes any number of user threads onto an equal or smaller number of 

kernel threads. 

The following diagram shows the many-to-many threading model where 6 user level threads are 

multiplexing with 6 kernel level threads. In this model, developers can create as many user threads as 

necessary and the corresponding Kernel threads can run in parallel on a multiprocessor machine. This 

model provides the best accuracy on concurrency and when a thread performs a blocking system call, 

the kernel can schedule another thread for execution. 

 

Many to One Model 

Many-to-one model maps many user level threads to one Kernel-level thread. Thread management is 

done in user space by the thread library. When thread makes a blocking system call, the entire process 

will be blocked. Only one thread can access the Kernel at a time, so multiple threads are unable to run 

in parallel on multiprocessors. 

 



One to One Model 

There is one-to-one relationship of user-level thread to the kernel-level thread. This model provides 

more concurrency than the many-to-one model. It also allows another thread to run when a thread 

makes a blocking system call. It supports multiple threads to execute in parallel on microprocessors. 

Disadvantage of this model is that creating user thread requires the corresponding Kernel thread. 

OS/2, windows NT and windows 2000 use one to one relationship model. 

 

Difference between User-Level & Kernel-Level Thread 

S.N. User-Level Threads Kernel-Level Thread 

1 User-level threads are faster to create and 

manage. 

Kernel-level threads are slower to 

create and manage. 

2 Implementation is by a thread library at the 

user level. 

Operating system supports 

creation of Kernel threads. 

3 User-level thread is generic and can run on 

any operating system. 

Kernel-level thread is specific to 

the operating system. 

4 Multi-threaded applications cannot take 

advantage of multiprocessing. 

Kernel routines themselves can be 

multithreaded. 

 

 

 



UNIT-III (contents) 

Critical section problem, semaphores, classical problem of Synchronization, Deadlock 

characterizations, method of handling, Deadlocks, deadlock prevention, deadlock avoidance, Deadlock 

detection, recovery from deadlocks. 

UNIT-III 

Process Synchronization 

Process Synchronization means sharing system resources by processes in a such a way that, Concurrent 
access to shared data is handled thereby minimizing the chance of inconsistent data. Maintaining data 
consistency demands mechanisms to ensure synchronized execution of cooperating processes. 

Process Synchronization was introduced to handle problems that arose while multiple process executions. 
Some of the problems are discussed below. 

 

Critical Section Problem 

A Critical Section is a code segment that accesses shared variables and has to be executed as an atomic 
action. It means that in a group of cooperating processes, at a given point of time, only one process must be 
executing its critical section. If any other process also wants to execute its critical section, it must wait until 
the first one finishes. 

 

Solution to Critical Section Problem 

A solution to the critical section problem must satisfy the following three conditions : 

1. Mutual Exclusion 

Out of a group of cooperating processes, only one process can be in its critical section at a given point 

of time. 



2. Progress 

If no process is in its critical section, and if one or more threads want to execute their critical section then 

any one of these threads must be allowed to get into its critical section. 

3. Bounded Waiting 

After a process makes a request for getting into its critical section, there is a limit for how many other 

processes can get into their critical section, before this process's request is granted. So after the limit is 

reached, system must grant the process permission to get into its critical section. 

 

Synchronization Hardware 

Many systems provide hardware support for critical section code. The critical section problem could be 
solved easily in a single-processor environment if we could disallow interrupts to occur while a shared 
variable or resource is being modified. 

In this manner, we could be sure that the current sequence of instructions would be allowed to execute in 
order without pre-emption. Unfortunately, this solution is not feasible in a multiprocessor environment. 

Disabling interrupt on a multiprocessor environment can be time consuming as the message is passed to all 
the processors. 

This message transmission lag, delays entry of threads into critical section and the system efficiency 
decreases. 

 

Mutex Locks 

As the synchronization hardware solution is not easy to implement fro everyone, a strict software approach 
called Mutex Locks was introduced. In this approach, in the entry section of code, a LOCK is acquired over 
the critical resources modified and used inside critical section, and in the exit section that LOCK is released. 

As the resource is locked while a process executes its critical section hence no other process can access it. 

 

Semaphores 

In 1965, Dijkstra proposed a new and very significant technique for managing concurrent processes by 
using the value of a simple integer variable to synchronize the progress of interacting processes. This 
integer variable is called semaphore. So it is basically a synchronizing tool and is accessed only through 
two low standard atomic operations, wait and signal designated by P() and V() respectively. 

The classical definition of wait and signal are : 



• Wait : decrement the value of its argument S as soon as it would become non-negative. 

• Signal : increment the value of its argument, S as an individual operation. 

 

 

Properties of Semaphores 

1. Simple 

2. Works with many processes 

3. Can have many different critical sections with different semaphores 

4. Each critical section has unique access semaphores 

5. Can permit multiple processes into the critical section at once, if desirable. 

 

 

Types of Semaphores 

Semaphores are mainly of two types: 

1. Binary Semaphore 

It is a special form of semaphore used for implementing mutual exclusion, hence it is often called Mutex. 

A binary semaphore is initialized to 1 and only takes the value 0 and 1 during execution of a program. 

2. Counting Semaphores 
These are used to implement bounded concurrency. 

Limitations of Semaphores 

1. Priority Inversion is a big limitation os semaphores. 

2. Their use is not enforced, but is by convention only. 

3. With improper use, a process may block indefinitely. Such a situation is called Deadlock. We will be 

studying deadlocks in details in coming lessons. 

Classical probems of synchronization 

• The Bounded Buffer Problem (also called The Producer-Consumer Problem) 
• The Readers-Writers Problem 



• The Dining Philosophers Problem 

These problems are used to test nearly every newly proposed synchronization scheme or 
primitive. 

 
The Bounded Buffer Problem 

 

Consider: 

• a buffer which can store n items 
• a producer process which creates the items (1 at a time) 
• a consumer process which processes them (1 at a time) 

A producer cannot produce unless there is an empty buffer slot to fill. 

A consumer cannot consume unless there is at least one produced item. 

Semaphore empty=N, full=0, mutex=1; 

 

process producer { 

   while (true) { 

      empty.acquire(); 

      mutex.acquire(); 

      // produce 

      mutex.release(); 

      full.release(); 

   } 

} 

 

process consumer { 

   while (true) { 

      full.acquire(); 

      mutex.acquire(); 

      // consume 

      mutex.release(); 

      empty.release(); 

} 

The semaphore mutex provides mutual exclusion for access to the buffer. 

What are the semaphores empty and full used for? 

 
The Readers-Writers Problem 

 

A data item such as a file is shared among several processes. 



Each process is classified as either a reader or writer. 

Multiple readers may access the file simultaneously. 

A writer must have exclusive access (i.e., cannot share with either a reader or another writer). 

A solution gives priority to either readers or writers. 

• readers' priority: no reader is kept waiting unless a writer has already obtained 
permission to access the database 

• writers' priority: if a writer is waiting to access the database, no new readers can start 
reading 

A solution to either version may cause starvation 

• in the readers' priority version, writers may starve 
• in the writers' priority version, readers may starve 

A semaphore solution to the readers' priority version (without addressing starvation): 

Semaphore mutex = 1; 

Semaphore db = 1; 

int readerCount = 0; 

 

process writer { 

 

   db.acquire(); 

   // write 

   db.release(); 

} 

 

process reader { 

 

   // protecting readerCount 

   mutex.acquire(); 

   ++readerCount; 

   if (readerCount == 1) 

      db.acquire(); 

   mutex.release(); 

 

   // read 

 

   // protecting readerCount 

   mutex.acquire(); 

   --readerCount; 

   if (readerCount == 0) 

      db.release(); 

   mutex.release(); 

} 

readerCount is a <cs> over which we must maintain control and we use mutex to do so. 

Self-study: address starvation in this solution, and then develop a writers' priority semaphore 
solution, and then address starvation in it. 



 
The Dining Philosophers Problem 

 

n philosophers sit around a table thinking and eating. When a philosopher thinks she does not 
interact with her colleagues. Periodically, a philosopher gets hungry and tries to pick up the 
chopstick on his left and on his right. A philosopher may only pick up one chopstick at a time 
and, obviously, cannot pick up a chopstick already in the hand of neighbor philosopher. 

The dining philosophers problems is an example of a large class or concurrency control 
problems; it is a simple representation of the need to allocate several resources among several 
processes in a deadlock-free and starvation-free manner. 

A semaphore solution: 

// represent each chopstick with a semaphore 

Semaphore chopstick[] = new Semaphore[5]; // all = 1 initially 

 

process philosopher_i { 

 

   while (true) { 

      // pick up left chopstick 

      chopstick[i].acquire(); 

 

      // pick up right chopstick 

      chopstick[(i+1) % 5].acquire(); 

 

      // eat 

 

      // put down left chopstick 

      chopstick[i].release(); 

 

      // put down right chopstick 

      chopstick[(i+1) % 5].release(); 

 

      // think 

   } 

} 

DEADLOCKS 

System Model 

A process requests resources; if the resources are not available at that time, the process enters a wait 

state. It may happen that waiting processes will never again change state, because the resources they 

have requested are held by other waiting processes. This situation is called a deadlock. 

In a normal operation, a process mayutilise a resourceonlyin the following sequence:  



• Request: if the request cannot be immediatelygranted, then the requesting process must wait 

until it can get the resource.  

• Use:the requesting process can operate on the resource.  

• Release:the process releases the resourceafter using it. 

For example, assume a system with one tape drive and one plotter. Process P1 requests the tape drive 

and process P2 requests the plotter. Both requests are granted. Now PI requests the plotter (without 

giving up the tape drive) and P2 requests the tape drive (without giving up the plotter). Neither request 

can be granted so both processes enter a situation called the deadlock situation. 

Before studying about deadlocks, let us look at the various types of resources. There are two types of 

resources namely:  Pre-emptable and Non-pre-emptable Resources.  

• Pre-emptable resources: This resource can be taken away from the process with no ill effects. 

Memory is an example of a pre-emptable resource.  

• Non-Preemptable resource: This resource cannot be taken away from the process (without 

causing ill effect). For example, CD resources are not preemptable at an arbitrary moment. 

Characterisation Of A Deadlock 

Coffman (1971) identified four necessary conditions that must hold simultaneously for a deadlock to 

occur.  

Mutual Exclusion Condition  

The resources involved are non-shareable. At least one resource must be held in a non-shareable 

mode, that is, only one process at a time claims exclusive control of the resource. If another process 

requests that resource, the requesting process must be delayed until the resource has been released.  

Hold and Wait Condition 

In this condition, a requesting process alreadyholds resources and waiting for the requested resources. 
A process, holding a resource allocated to it waits for an additional resource(s) that is/are currently 
being held byother processes.  

No-Preemptive Condition 



Resources alreadyallocated to a process cannot be preempted. Resources cannot be removed 
forciblyfromthe processes. After completion, theywill be released voluntarily by the process holding it.  

Circular Wait Condition 

A set { P0,  P1, ... , Pn}  of waiting processes must exist such that P0 is waiting for a resource held by P1,  
P1 is waiting for a resource held by P2, ... , Pn-1 is waiting for a resource held by Pn and Pn  is waiting for a 
resource held by P0. 

 Methods for Handling Deadlocks 

• Generally speaking there are three ways of handling deadlocks: 
1. Deadlock prevention or avoidance - Do not allow the system to get into a deadlocked state. 
2. Deadlock detection and recovery - Abort a process or preempt some resources when deadlocks 

are detected. 
3. Ignore the problem all together - If deadlocks only occur once a year or so, it may be better to 

simply let them happen and reboot as necessary than to incur the constant overhead and 
system performance penalties associated with deadlock prevention or detection. This is the 
approach that both Windows and UNIX take. 

• In order to avoid deadlocks, the system must have additional information about all processes. In 
particular, the system must know what resources a process will or may request in the future. ( Ranging 
from a simple worst-case maximum to a complete resource request and release plan for each process, 
depending on the particular algorithm. ) 

• Deadlock detection is fairly straightforward, but deadlock recovery requires either aborting processes or 
preempting resources, neither of which is an attractive alternative. 

• If deadlocks are neither prevented nor detected, then when a deadlock occurs the system will gradually 
slow down, as more and more processes become stuck waiting for resources currently held by the 
deadlock and by other waiting processes. Unfortunately this slowdown can be indistinguishable from a 
general system slowdown when a real-time process has heavy computing needs. 

7.4 Deadlock Prevention 

• Deadlocks can be prevented by preventing at least one of the four required conditions: 

7.4.1 Mutual Exclusion 

Shared resources such as read-only files do not lead to deadlocks. 

• Unfortunately some resources, such as printers and tape drives, require exclusive access by a 
single process. 

7.4.2 Hold and Wait 

• To prevent this condition processes must be prevented from holding one or more resources 
while simultaneously waiting for one or more others. There are several possibilities for this: 

o Require that all processes request all resources at one time. This can be wasteful of 
system resources if a process needs one resource early in its execution and doesn't need 
some other resource until much later. 



o Require that processes holding resources must release them before requesting new 
resources, and then re-acquire the released resources along with the new ones in a 
single new request. This can be a problem if a process has partially completed an 
operation using a resource and then fails to get it re-allocated after releasing it. 

o Either of the methods described above can lead to starvation if a process requires one 
or more popular resources. 

7.4.3 No Preemption 

• Preemption of process resource allocations can prevent this condition of deadlocks, when it is 
possible. 

o One approach is that if a process is forced to wait when requesting a new resource, then 
all other resources previously held by this process are implicitly released, ( preempted ), 
forcing this process to re-acquire the old resources along with the new resources in a 
single request, similar to the previous discussion. 

o Another approach is that when a resource is requested and not available, then the 
system looks to see what other processes currently have those resources and are 
themselves blocked waiting for some other resource. If such a process is found, then 
some of their resources may get preempted and added to the list of resources for which 
the process is waiting. 

o Either of these approaches may be applicable for resources whose states are easily 
saved and restored, such as registers and memory, but are generally not applicable to 
other devices such as printers and tape drives. 

7.4.4 Circular Wait 

• One way to avoid circular wait is to number all resources, and to require that processes request 
resources only in strictly increasing ( or decreasing ) order. 

• In other words, in order to request resource Rj, a process must first release all Ri such that i >= j. 
• One big challenge in this scheme is determining the relative ordering of the different resources 

7.5 Deadlock Avoidance 

• The general idea behind deadlock avoidance is to prevent deadlocks from ever happening, by preventing 
at least one of the aforementioned conditions. 

• This requires more information about each process, AND tends to lead to low device utilization. ( I.e. it is 
a conservative approach. ) 

• In some algorithms the scheduler only needs to know the maximum number of each resource that a 
process might potentially use. In more complex algorithms the scheduler can also take advantage of 
the schedule of exactly what resources may be needed in what order. 

• When a scheduler sees that starting a process or granting resource requests may lead to future 
deadlocks, then that process is just not started or the request is not granted. 

• A resource allocation state is defined by the number of available and allocated resources, and the 
maximum requirements of all processes in the system. 

7.5.1 Safe State 

• A state is safe if the system can allocate all resources requested by all processes ( up to their 
stated maximums ) without entering a deadlock state. 



• More formally, a state is safe if there exists a safe sequence of processes { P0, P1, P2, ..., PN } 
such that all of the resource requests for Pi can be granted using the resources currently 
allocated to Pi and all processes Pj where j < i. ( I.e. if all the processes prior to Pi finish and free 
up their resources, then Pi will be able to finish also, using the resources that they have freed 
up. ) 

• If a safe sequence does not exist, then the system is in an unsafe state, which MAY lead to 
deadlock. ( All safe states are deadlock free, but not all unsafe states lead to deadlocks. ) 

 
Figure 7.6 - Safe, unsafe, and deadlocked state spaces. 

• For example, consider a system with 12 tape drives, allocated as follows. Is this a safe state? 
What is the safe sequence? 

  Maximum Needs Current Allocation 

P0 10 5 

P1 4 2 

P2 9 2 

• What happens to the above table if process P2 requests and is granted one more tape drive? 
• Key to the safe state approach is that when a request is made for resources, the request is 

granted only if the resulting allocation state is a safe one. 

7.5.2 Resource-Allocation Graph Algorithm 

• If resource categories have only single instances of their resources, then deadlock states can be 
detected by cycles in the resource-allocation graphs. 

• In this case, unsafe states can be recognized and avoided by augmenting the resource-allocation 
graph with claim edges, noted by dashed lines, which point from a process to a resource that it 
may request in the future. 

• In order for this technique to work, all claim edges must be added to the graph for any particular 
process before that process is allowed to request any resources. ( Alternatively, processes may 
only make requests for resources for which they have already established claim edges, and claim 
edges cannot be added to any process that is currently holding resources. ) 

• When a process makes a request, the claim edge Pi->Rj is converted to a request edge. Similarly 
when a resource is released, the assignment reverts back to a claim edge. 



• This approach works by denying requests that would produce cycles in the resource-allocation 
graph, taking claim edges into effect. 

• Consider for example what happens when process P2 requests resource R2: 

 
Figure 7.7 - Resource allocation graph for deadlock avoidance 

• The resulting resource-allocation graph would have a cycle in it, and so the request cannot be 
granted. 

 
Figure 7.8 - An unsafe state in a resource allocation graph 

7.5.3 Banker's Algorithm 

• For resource categories that contain more than one instance the resource-allocation graph 
method does not work, and more complex ( and less efficient ) methods must be chosen. 

• The Banker's Algorithm gets its name because it is a method that bankers could use to assure 
that when they lend out resources they will still be able to satisfy all their clients. ( A banker 
won't loan out a little money to start building a house unless they are assured that they will later 
be able to loan out the rest of the money to finish the house. ) 

• When a process starts up, it must state in advance the maximum allocation of resources it may 
request, up to the amount available on the system. 

• When a request is made, the scheduler determines whether granting the request would leave 
the system in a safe state. If not, then the process must wait until the request can be granted 
safely. 

• The banker's algorithm relies on several key data structures: ( where n is the number of 
processes and m is the number of resource categories. ) 

o Available[ m ] indicates how many resources are currently available of each type. 
o Max[ n ][ m ] indicates the maximum demand of each process of each resource. 
o Allocation[ n ][ m ] indicates the number of each resource category allocated to each 

process. 



o Need[ n ][ m ] indicates the remaining resources needed of each type for each process. 
( Note that Need[ i ][ j ] = Max[ i ][ j ] - Allocation[ i ][ j ] for all i, j. ) 

• For simplification of discussions, we make the following notations / observations: 
o One row of the Need vector, Need[ i ], can be treated as a vector corresponding to the 

needs of process i, and similarly for Allocation and Max. 
o A vector X is considered to be <= a vector Y if X[ i ] <= Y[ i ] for all i. 

7.5.3.1 Safety Algorithm 

• In order to apply the Banker's algorithm, we first need an algorithm for determining 
whether or not a particular state is safe. 

• This algorithm determines if the current state of a system is safe, according to the 
following steps: 

1. Let Work and Finish be vectors of length m and n respectively. 
▪ Work is a working copy of the available resources, which will be 

modified during the analysis. 
▪ Finish is a vector of booleans indicating whether a particular process can 

finish. ( or has finished so far in the analysis. ) 
▪ Initialize Work to Available, and Finish to false for all elements. 

2. Find an i such that both (A) Finish[ i ] == false, and (B) Need[ i ] < Work. This 
process has not finished, but could with the given available working set. If no 
such i exists, go to step 4. 

3. Set Work = Work + Allocation[ i ], and set Finish[ i ] to true. This corresponds to 
process i finishing up and releasing its resources back into the work pool. Then 
loop back to step 2. 

4. If finish[ i ] == true for all i, then the state is a safe state, because a safe 
sequence has been found. 

• ( JTB's Modification: 
1. In step 1. instead of making Finish an array of booleans initialized to false, make 

it an array of ints initialized to 0. Also initialize an int s = 0 as a step counter. 
2. In step 2, look for Finish[ i ] == 0. 
3. In step 3, set Finish[ i ] to ++s. S is counting the number of finished processes. 
4. For step 4, the test can be either Finish[ i ] > 0 for all i, or s >= n. The benefit of 

this method is that if a safe state exists, then Finish[ ] indicates one safe 
sequence ( of possibly many. ) ) 

7.5.3.2 Resource-Request Algorithm ( The Bankers Algorithm ) 

• Now that we have a tool for determining if a particular state is safe or not, we are now 
ready to look at the Banker's algorithm itself. 

• This algorithm determines if a new request is safe, and grants it only if it is safe to do so. 
• When a request is made ( that does not exceed currently available resources ), pretend 

it has been granted, and then see if the resulting state is a safe one. If so, grant the 
request, and if not, deny the request, as follows: 

1. Let Request[ n ][ m ] indicate the number of resources of each type currently 
requested by processes. If Request[ i ] > Need[ i ] for any process i, raise an error 
condition. 

2. If Request[ i ] > Available for any process i, then that process must wait for 
resources to become available. Otherwise the process can continue to step 3. 



3. Check to see if the request can be granted safely, by pretending it has been 
granted and then seeing if the resulting state is safe. If so, grant the request, 
and if not, then the process must wait until its request can be granted safely.The 
procedure for granting a request ( or pretending to for testing purposes ) is: 

▪ Available = Available - Request 
▪ Allocation = Allocation + Request 
▪ Need = Need - Request 

7.5.3.3 An Illustrative Example 

• Consider the following situation: 

 

• And now consider what happens if process P1 requests 1 instance of A and 2 instances 
of C. ( Request[ 1 ] = ( 1, 0, 2 ) ) 

 

• What about requests of ( 3, 3,0 ) by P4? or ( 0, 2, 0 ) by P0? Can these be safely granted? 
Why or why not? 

7.6 Deadlock Detection 

• If deadlocks are not avoided, then another approach is to detect when they have occurred and recover 
somehow. 

• In addition to the performance hit of constantly checking for deadlocks, a policy / algorithm must be in 
place for recovering from deadlocks, and there is potential for lost work when processes must be 
aborted or have their resources preempted. 

7.6.1 Single Instance of Each Resource Type 

• If each resource category has a single instance, then we can use a variation of the resource-
allocation graph known as a wait-for graph. 

• A wait-for graph can be constructed from a resource-allocation graph by eliminating the 
resources and collapsing the associated edges, as shown in the figure below. 



• An arc from Pi to Pj in a wait-for graph indicates that process Pi is waiting for a resource that 
process Pj is currently holding. 

 
Figure 7.9 - (a) Resource allocation graph. (b) Corresponding wait-for graph 

• As before, cycles in the wait-for graph indicate deadlocks. 
• This algorithm must maintain the wait-for graph, and periodically search it for cycles. 

7.6.2 Several Instances of a Resource Type 

• The detection algorithm outlined here is essentially the same as the Banker's algorithm, with 
two subtle differences: 

o In step 1, the Banker's Algorithm sets Finish[ i ] to false for all i. The algorithm presented 
here sets Finish[ i ] to false only if Allocation[ i ] is not zero. If the currently allocated 
resources for this process are zero, the algorithm sets Finish[ i ] to true. This is 
essentially assuming that IF all of the other processes can finish, then this process can 
finish also. Furthermore, this algorithm is specifically looking for which processes are 
involved in a deadlock situation, and a process that does not have any resources 
allocated cannot be involved in a deadlock, and so can be removed from any further 
consideration. 

o Steps 2 and 3 are unchanged 
o In step 4, the basic Banker's Algorithm says that if Finish[ i ] == true for all i, that there is 

no deadlock. This algorithm is more specific, by stating that if Finish[ i ] == false for any 
process Pi, then that process is specifically involved in the deadlock which has been 
detected. 

• ( Note: An alternative method was presented above, in which Finish held integers instead of 
booleans. This vector would be initialized to all zeros, and then filled with increasing integers as 
processes are detected which can finish. If any processes are left at zero when the algorithm 
completes, then there is a deadlock, and if not, then the integers in finish describe a safe 
sequence. To modify this algorithm to match this section of the text, processes with allocation = 
zero could be filled in with N, N - 1, N - 2, etc. in step 1, and any processes left with Finish = 0 in 
step 4 are the deadlocked processes. ) 

• Consider, for example, the following state, and determine if it is currently deadlocked: 



 

• Now suppose that process P2 makes a request for an additional instance of type C, yielding the 
state shown below. Is the system now deadlocked? 

 

7.6.3 Detection-Algorithm Usage 

• When should the deadlock detection be done? Frequently, or infrequently? 
• The answer may depend on how frequently deadlocks are expected to occur, as well as the 

possible consequences of not catching them immediately. ( If deadlocks are not removed 
immediately when they occur, then more and more processes can "back up" behind the 
deadlock, making the eventual task of unblocking the system more difficult and possibly 
damaging to more processes. ) 

• There are two obvious approaches, each with trade-offs: 
1. Do deadlock detection after every resource allocation which cannot be immediately granted. This has the 

advantage of detecting the deadlock right away, while the minimum number of processes are involved in 
the deadlock. ( One might consider that the process whose request triggered the deadlock condition is the 
"cause" of the deadlock, but realistically all of the processes in the cycle are equally responsible for the 
resulting deadlock. ) The down side of this approach is the extensive overhead and performance hit caused 
by checking for deadlocks so frequently. 

2. Do deadlock detection only when there is some clue that a deadlock may have occurred, such as when CPU 
utilization reduces to 40% or some other magic number. The advantage is that deadlock detection is done 
much less frequently, but the down side is that it becomes impossible to detect the processes involved in 
the original deadlock, and so deadlock recovery can be more complicated and damaging to more processes. 

3. ( As I write this, a third alternative comes to mind: Keep a historical log of resource allocations, since that 
last known time of no deadlocks. Do deadlock checks periodically ( once an hour or when CPU usage is 
low?), and then use the historical log to trace through and determine when the deadlock occurred and what 
processes caused the initial deadlock. Unfortunately I'm not certain that breaking the original deadlock 
would then free up the resulting log jam. ) 

 Recovery From Deadlock 



• There are three basic approaches to recovery from deadlock: 
1. Inform the system operator, and allow him/her to take manual intervention. 
2. Terminate one or more processes involved in the deadlock 
3. Preempt resources. 

1. Process Termination 

• Two basic approaches, both of which recover resources allocated to terminated processes: 
o Terminate all processes involved in the deadlock. This definitely solves the deadlock, but at the 

expense of terminating more processes than would be absolutely necessary. 
o Terminate processes one by one until the deadlock is broken. This is more conservative, but 

requires doing deadlock detection after each step. 
• In the latter case there are many factors that can go into deciding which processes to terminate next: 

1. Process priorities. 
2. How long the process has been running, and how close it is to finishing. 
3. How many and what type of resources is the process holding. ( Are they easy to 

preempt and restore? ) 
4. How many more resources does the process need to complete. 
5. How many processes will need to be terminated 
6. Whether the process is interactive or batch. 
7. ( Whether or not the process has made non-restorable changes to any resource. ) 

7.7.2 Resource Preemption 

• When preempting resources to relieve deadlock, there are three important issues to be 
addressed: 

1. Selecting a victim - Deciding which resources to preempt from which processes involves 
many of the same decision criteria outlined above. 

2. Rollback - Ideally one would like to roll back a preempted process to a safe state prior to 
the point at which that resource was originally allocated to the process. Unfortunately it 
can be difficult or impossible to determine what such a safe state is, and so the only safe 
rollback is to roll back all the way back to the beginning. ( I.e. abort the process and 
make it start over. ) 

3. Starvation - How do you guarantee that a process won't starve because its resources 
are constantly being preempted? One option would be to use a priority system, and 
increase the priority of a process every time its resources get preempted. Eventually it 
should get a high enough priority that it won't get preempted any more. 

 

 

 

 

 



Unit – IV (Contents) 

Memory Management 

Logical vs physical address space, swapping, contiguous allocation, paging, segmentation, virtual 

memory, demand paging, page replacement algorithms. 

Unit -IV 

Definition of Logical Address 

Address generated by CPU while a program is running is referred as Logical Address. The logical 
address is virtual as it does not exist physically. Hence, it is also called as Virtual Address. This address 
is used as a reference to access the physical memory location. The set of all logical addresses 
generated by a programs perspective is called Logical Address Space. 

The logical address is mapped to its corresponding physical address by a hardware device 
called Memory-Management Unit. The address-binding methods used by MMU 
generates identical logical and physical address during compile time and load time. However, 
while run-time the address-binding methods generate different logical and physical address. 

Definition of Physical Address 

Physical Address identifies a physical location in a memory. MMU (Memory-Management 
Unit) computes the physical address for the corresponding logical address. MMU also uses logical 
address computing physical address. The user never deals with the physical address. Instead, the 
physical address is accessed by its corresponding logical address by the user. The user program 
generates the logical address and thinks that the program is running in this logical address. But the 
program needs physical memory for its execution. Hence, the logical address must be mapped to the 
physical address before they are used. 

The logical address is mapped to the physical address using a hardware called Memory-Management 
Unit. The set of all physical addresses corresponding to the logical addresses in a Logical address space 
is called Physical Address Space. 

Differences Between Logical and Physical Address in OS 

1. The basic difference between Logical and physical address is that Logical address is generated by 
CPU in perspective of a program. On the other hand, the physical address is a location that exists 
in the memory unit. 

2. The set of all logical addresses generated by CPU for a program is called Logical Address Space. 
However, the set of all physical address mapped to corresponding logical addresses is referred as 
Physical Address Space. 



3. The logical address is also called virtual address as the logical address does not exist physically in 
the memory unit.  The physical address is a location in the memory unit that can be accessed 
physically. 

4. Identical logical address and physical address are generated by Compile-time and Load time 
address binding methods. 

5. The logical and physical address generated while run-time address binding method differs from 
each other. 

6. The logical address is generated by the CPU while program is running whereas, the physical 
address is computed by the MMU (Memory Management Unit). 

contiguous memory allocation.  

The main memory must accommodate both the operating system and the various user processes. We 

therefore need to allocate main memory in the most efficient way possible. This section explains one 

common method, contiguous memory allocation.  

The memory is usually divided into two partitions: one for the resident operating system and one for 

the user processes. We can place the operating system in either low memory or high memory. The 

major factor affecting this decision is the location of the interrupt vector. Since the interrupt vector is 

often in low memory, programmers usually place the operating system in low memory as well. Thus, in 

this text, we discuss only the situation in which the operating system resides in low memory. The 

development of the other situation is similar. We usually want several user processes to reside in 

memory at the same time. We therefore need to consider how to allocate available memory to the 

processes that are in the input queue waiting to be brought into memory. In.  contiguous memory 

allocation, each process is  contained in a single contiguous section ofmemory. 

Multiprogramming with fixed partitions  Now we are ready to  turn to  memory 

allocation. One of the  simplest methods for allocating memory is to divide memory into several fixed-

sized partitions. Each partition may contain exactly one process. Thus, the degree of multiprogramming 

is bound by the number of partitions. In this multiple partition methods, when a partition is free, a 

process is selected from the input queue and is loaded into the free partition. When the process 

terminates, the partition becomes available for another process. This method was originally used by the 

IBM OS/360 operating system (called MFT); it is no longer in use. The method described next is a 



generalization of the fixed-partition scheme (called MVT); it is used primarily in batch environments. 

Many of the ideas presented here are also applicable to a time-sharing environment in which pure 

segmentation is used for memory management. 

Multiprogramming with variable partitions  

In the variable partition  scheme, the operating system keeps a table indicating which parts of memory 

are available and which are occupied. Initially, all memory is available for user processes and is  

considered one large block of available memory a  Eventually as you will see, memory contains a set of 

holes of various sizes. As processes enter the system, they are put into an input queue. The operating 

system takes into account the memory requirements of each process and the amount of available 

memory space in determining which processes are allocated memory. When a process is allocated 

space, it is loaded into memory, and it can then compete for CPU time. When a process terminates, it 

releases its memory which the operating system may then fill with another process from the input 

queue.  

At any given time, then, we have a list of available block sizes and an input queue. The operating 

system can order the input queue according to a scheduling algorithm. Memory is allocated to 

processes untit finally, the memory requirements of the next process cannot be satisfied -that is, no 

available block of memory (or hole) is large enough to hold that process. The operating system can then 

wait until a large enough block is available, or it can skip down the input queue to see whether the 

smaller memory requirements of some other process can be met. 

In general as mentioned, the memory blocks available comprise a set of holes of various sizes scattered 

throughout memory. When a process arrives and needs memory, the system searches the set for a hole 

that is large enough for this process. If the hole is too large, it is split into two parts. One part is 

allocated to the arriving process; the other is returned to the set of holes. When a process terminates, it 

releases its block of memory, which is then placed back in the set of holes. If the new hole is adjacent to 

other holes, these adjacent holes are merged to form one larger hole. At this point, the system may 

need to check whether there are processes waiting for memory and whether this newly freed and 

recombined memory could satisfy the demands of any of these waiting processes.  



This procedure is a particular instance of the general which concerns how to satisfy a request of size n 

from a  

There are many solutions to this problem. The and  strategies are the ones most commonly used to 

select a free hole from the set of available holes.  

First fit. Allocate the first hole that is big enough. Searching can start either at the beginning of the set 

of holes or at the location where the previous first-fit search ended. We can stop searching as soon as 

we find a free hole that is large enough.  

Best fit. Allocate the smallest hole that is big enough. We must search the entire list, unless the list is 

ordered by size. This strategy produces the smallest leftover hole.  

Worst fit. Allocate the largest hole. Again, we must search the entire list, unless it is sorted by size. This 

strategy produces the largest leftover hole, which may be more useful than the smaller leftover hole 

from a best-fit approach.  

Simulations have shown that both first fit and best fit are better than worst fit in terms of decreasing 

time and storage utilization. Neither first fit nor best fit is clearly better than the other in terms of 

storage utilization, but first fit is generally faster. 

Fragmentation  

Both the first-fit and best-fit strategies for memory allocation suffer from external  As processes are 

loaded and removed from memory, the free memory space is broken into little pieces. External 

fragmentation exists when there is enough total memory space to satisfy a request but the available 

spaces are not contiguous; storage is fragmented into a large number of small holes. This fragmentation 

problem can be severe. In the worst case, we could have a block of free (or wasted) memory between 

every two processes. If all these small pieces of memory were in one big free block instead, we might be 

able to run several more processes. Whether we are using the first-fit or best-fit strategy can affect the 

amount of fragmentation. (First fit is better for some systems, whereas best fit is better for others.) 

Another factor is which end of a free block is allocated. (Which is the leftover piece-the one on the top 



or the one on the bottom?) No matter which algorithm is used, however, external fragmentation will be 

a problem.  

Depending on the total amount of memory storage and the average process size, external 

fragmentation may be a minor or a major problem. Statistical analysis of first fit, for instance, reveals 

that, even with some optimization, given N allocated blocks, another 0.5 N blocks will be lost to 

fragmentation. That is, one-third of memory may be unusable! This property is known as the 50 percent 

rule 

Memory fragmentation can be internal as well as external. Consider a multiple-partition allocation 

scheme with a hole of 18,464 bytes. Suppose that the next process requests 18,462 bytes. If we allocate 

exactly the requested block, we are left with a hole of 2 bytes. The overhead to keep track of this hole 

will be substantially larger than the hole itself. The general approach to avoiding this problem is to 

break the physical memory into fixed-sized blocks and allocate memory in units based on block size. 

With this approach, the memory allocated to a process may be slightly larger than the requested 

memory. The difference  between these two numbers is internal  memory that is internal to a partition.  

One solution to the problem of external fragmentation is compaction.  The goal is to shuffle the 

memory contents so as to place all free memory together in one large block. Compaction is not always 

possible, however. If relocation is static and is done at assembly or load time, compaction cannot be 

done; compaction is possible only if relocation is dynamic and is done at execution time. If addresses 

are relocated dynamically, relocation requires only moving the program and data and then changing the 

base register to reflect the new base address. When compaction is possible, we must determine its cost. 

The simplest compaction algorithm is to move all processes toward one end of memory; all holes move 

in the other direction, producing one large hole of available memory. This scheme can be expensive.  

Another possible solution to the external-fragmentation problem is  to permit the logical address space 

of the processes to be noncontiguous, thus allowing a process to be allocated physical memory 

wherever such memory is available. Two complementary techniques achieve this solution: paging and  

segmentation. 

 



Paging 

Paging is a memory-management scheme that permits the physical address space  a process to be 

noncontiguous. Paging avoids external fragmentation and the need for compaction. It also solves the 

considerable problem of fitting memory chunks of varying sizes onto the backing store; most memory-

management schemes used before the introduction of paging suffered from this problem. The problem 

arises because, when some code fragments or data residing in main memory need to be swapped out, 

space must be found on the backing store. The backing store has the same fragmentation problems 

discussed in connection with main memory, but access is much slower, so compaction is impossible. 

Because of its advantages over earlier methods, paging in its various forms is used in most operating 

systems. 

 

Paging hardware 

 

Basic Method  

The basic method for implementing paging involves breaking physical memory into fixed-sized blocks 

called frames and breaking logical memory into blocks of the same size pages called  When a process is 

to be executed, its pages are loaded into any available memory frames from their source (a file system 



or the backing store). The backing store is divided into fixed-sized blocks that are of the same size as the 

memory frames.  

 Every address generated  the CPU is divided into two parts: a page “p” and a page offset “d”. The page 

number is used as an index into a page table. The page table contains the base address of each page in 

physical memory. This base address is combined with the page offset to define the physical memory 

address that is sent to the memory unit.  

The page size (like the frame size) is defined by the hardware. The size of a page is typically a power of 

2, varying between 512 bytes and 16 MB per page, depending on the computer architecture. The 

selection of a power of 2 as a page size makes the translation of a logical address into a page number 

and page offset particularly easy. If the size of the logical address space is 2m, and a page size is 2n 

addressing units (bytes or wordst then the high-order m-n bits of a logical address designate the page 

number, and the n low-order bits designate the page offset. Thus, the logical address is as follows: 

 

Paging model of logical and physical memory. 

 

where p is an index into the page table and d is the displacement within the page.  



As a concrete (although minuscule) example, consider the memory in Figure. Here, in the logical 

address, n= 2 and m = 4. Using a page size of 4 bytes and a physical memory of 32 bytes (8 pages), we 

show how the user's view of memory can be mapped into physical memory. Logical address 0 is page 0, 

offset 0. Indexing into the page table, we find that page 0 is in frame 5. Thus, logical address 0 maps to 

physical address 20 [= (5  x 4) + 0]. Logical address 3 (page 0, offset 3) maps to physical address 23 [ = (5 

x 4) + 3]. Logical address 4 is page 1, offset 0; according to the page table, page 1 is mapped to frame 6. 

Thus, logical address 4 maps to physical address 24 [ = ( 6 x 4) + O]. Logical address 13 maps to physical 

address 9. 

When we use a paging scheme, we have no external fragmentation: any free frame can be allocated to 

a process that needs it. However, we may have some internal fragmentation. Notice that frames are 

allocated as units. If the memory requirements of a process do not happen to coincide with page 

boundaries, the last frame allocated may not be completely full. For example, if page size is 2,048 bytes, 

a process of 72,766 bytes will need 35 pages plus 1,086 bytes. It will be allocated 36 frames, resulting in 

internal fragmentation of 2,048 - 1,086 = 962 bytes. In the worst case, a process would need 11  pages 

plus 1 byte. It would be allocated 11 + 1 frames, resulting in internal fragmentation of almost an entire 

frame. 

 

A  special, small, fast-lookup hardware cache, called a  Translation look aside buffer.  The TLB is 

associative, high-speed memory. Each entry in the TLB consists of two parts: a key (or tag) and a value. 

When the associative memory is presented with an item, the item is compared with all keys 



simultaneously. If the item is found, the corresponding value field is returned. The search is fast; the 

hardware, however, is expensive. Typically, the number of entries in a TLB is small, often numbering 

between 64 and 1,024. 

The percentage of times that a particular page number is found in the TLB is called the  An 80-percent 

hit ratio, for example, means that we find the desired page number in the TLB 80 percent of the time. If 

it takes 20 nanoseconds to search the TLB and 100 nanoseconds to access memory, then a mapped-

memory access takes 120 nanoseconds when the page number is in the TLB. If we fail to find the page 

number in the TLB (20 nanoseconds), then we must first access memory for the page table and frame 

number (100 nanoseconds) and then access the desired byte in memory (100 nanoseconds), for a total 

of 220 nanoseconds. To find the effective access time  we weight the case by its probability:  

effective access time = 0.80 x 120 + 0.20 x 220  = 140 nanoseconds.  

In this example, we suffer a 40-percent slowdown in memory-access time (from 100 to 140 

nanoseconds).  

For a 98-percent hit ratio, we have  

effective access time = 0.98 x 120 + 0.02 x 220  =  122 nanoseconds. 

Segmentation 

Segmentation is a memory-management scheme that supports this user view of memory. A logical 

address space is a collection of segments. Each segment has a name and a length. The addresses specify 

both the segment name and the offset within the segment. The user therefore specifies each address by 

two quantities: a segment name and an offset. (Contrast this scheme with the paging scheme, in which 

the user specifies only a single address, which is partitioned by the hardware into a page number and an 

offset, all invisible to the programmer.)  

For simplicity of implementation, segments are numbered and are referred to by a segn"lent number, 

rather than by a segment name. Thus, a logical address consists of a two tuple:  

<segment-number, offset>.  



Normally, the user program is  compiled, and the compiler automatically constructs segments 

reflecting the input program. A C compiler might create separate segments for the following:  

• The code  

• Global variables  

• The heap, from which memory is allocated  

• The stacks used by each thread  

• The standard C library  

Libraries that are linked in during compile time might be assigned separate segments. The loader 

would take all these segments and assign them segment numbers. 

HardwareAlthough the user can now refer to objects in the program by a two-dimensional address, 

the actual physical memory is still, of course, a one-dimensional sequence of bytes. Thus, we must 

define an implementation to map two-dimensional user-defined addresses into one-dimensional 

physical addresses. This mapping is effected by a  Each entry in the segment table has a segment base 

and a segment limit. The segment base contains the starting physical address where the segment 

resides in memory, and the segment limit specifies the length of the segment.  

 A logical address consists of two parts: a segment number, s, and an offset into that segment, d. The 

segment number is used as an index to the segment table. The offset d of the logical address must be 

between 0 and the segment limit. If it is not, we trap to the operating system (logical addressing 

attempt beyond end of segment). When an offset is legal, it is added to the segment base to produce 

the address in physical memory of the desired byte. The segment table is thus essentially  an array of 

base-limit register pairs. 



 

 

 

As an example, We have five segments numbered from 0 through 4. The segments are stored in 

physical memory as shown. The segment table has a separate entry for each segment, giving the 

beginning address of the segment in physical memory (or base) and the length of that segment (or 



limit). For example, segment 2 is 400 bytes long and begins at location 4300. Thus, a reference to byte 

53 of segment 2 is mapped onto location 4300 +53= 4353. A reference to segment 3, byte 852, is 

mapped to 3200 (the base of segment 3) + 852 = 4052. A reference to byte 1222 of segment 0 would 

result in a trap to the operating system, as this segment is only 1000 bytes long. 

Virtual Memory 

Virtual memory is a technique that allows the execution of processes which are not completely 

available in memory. The main visible advantage of this scheme is that programs can be larger than 

physical memory. Virtual memory is the separation of user logical memory from physical memory.  

This separation allows an extremely large virtual memory to be provided for programmers when only a 

smaller physical memory is available. Following are the situations, when entire program is not required 

to be loaded fully in main memory. 

• User written error handling routines are used only when an error occured in the data or computation. 

• Certain options and features of a program may be used rarely. 

• Many tables are assigned a fixed amount of address space even  though only a small amount of the table 

is actually used. 

• The ability to execute a program that is only partially in memory would counter many benefits. 

• Less number of I/O would be needed to load or swap each user program into memory. 

• A program would no longer be constrained by the amount of physical memory that is available. 

• Each user program could take less physical memory, more programs could be run the same time, with a 

corresponding increase in CPU utilization and throughput. 



 

Virtual memory is commonly implemented by demand paging. It can also be implemented in a 

segmentation system. Demand segmentation can also be used to provide virtual memory. 

Demand Paging 

A demand paging system is quite similar to a paging system with swapping. When we want to execute 

a process, we swap it into memory. Rather than swapping the entire process into memory, however, we 

use a lazy swapper called pager. When a process is to be swapped in, the pager guesses which pages 

will be used before the process is swapped out again. Instead of swapping in a whole process, the pager 

brings only those necessary pages into memory. Thus, it avoids reading into memory pages that will not 

be used in anyway, decreasing the swap time and the amount of physical memory needed. 

Hardware support is required to distinguish between those pages that are in memory and those pages 

that are on the disk using the valid-invalid bit scheme. Where valid and invalid pages can be checked by 

checking the bit. Marking a page will have no effect if the process never attempts to access the page. 

While the process executes and accesses pages that are memory resident, execution proceeds normally. 



 

Access to a page marked invalid causes a page-fault trap. This trap is the result of the operating 

system's failure to bring the desired page into memory. But page fault can be handled as following   

Step Description 

Step 1 

 

Check an internal table for this process, to determine whether the reference was 

a valid or it was an invalid memory access.  

Step 2 

 

If the reference was invalid, terminate the process. If it was valid, but page have 

not yet brought in, page in the latter.  

Step 3 

 

Find a free frame. 

 

Step 4 

 

Schedule a disk operation to read the desired page into the newly allocated 

frame.  

Step 5 

 

When the disk read is complete, modify the internal table kept with the process 

and the page table to indicate that the page is now in memory.  

Step 6 

 

Restart the instruction that was interrupted by the illegal address trap. The 

process can now access the page as though it had always been in memory. 



Therefore, the operating system reads the desired page into memory and restarts 

the process as though the page had always been in memory. 

Advantages 

Following are the advantages of Demand Paging 

• Large virtual memory. 

• More efficient use of memory. 

• Unconstrained multiprogramming. There is no limit on degree of multiprogramming. 

Disadvantages 

Following are the disadvantages of Demand Paging 

• Number of tables and amount of processor overhead for handling page interrupts are greater 

than in the case of the simple paged management techniques. 

• Due to the lack of explicit constraints on jobs address space size. 

Page Replacement Algorithms 

Page replacement algorithms are the techniques using which Operating System decides which memory 

pages to swap out, write to disk when a page of memory needs to be allocated. Paging happens 

whenever a page fault occurs and a free page cannot be used for allocation purpose accounting to 

reason that pages are not available or the number of free pages is lower than required pages. When the 

page that was selected for replacement and was paged out, is referenced again then it has to read in 

from disk, and this requires for I/O completion. This process determines the quality of the page 

replacement algorithm: the lesser the time waiting for page-ins, the better is the algorithm. A page 

replacement algorithm looks at the limited information about accessing the pages provided by 

hardware, and tries to select which pages should be replaced to minimize the total number of page 

misses, while balancing it with the costs of primary storage and processor time of the algorithm itself. 

There are many different page replacem ent algorithms. We evaluate an algorithm by running it on a 

particular string of memory reference and computing the number of page faults.  



Reference String 

The string of memory references is called reference string. Reference strings are generated artificially 

or by tracing a given system and recording the address of each memory reference.  

The latter choice produces a large number of data, where we note two things. 

• For a given page size we need to consider only the page number, not the entire address. 

• If we have a reference to a page p, then any immediately following references to page p will 

never cause a page fault. Page p will be in memory after the first reference; the immediately following 

references will not fault. 

• For example, consider the following sequence of addresses - 123,215,600,1234,76,96 

• If page size is 100 then the reference string is 1,2,6,12,0,0 

First In First Out (FIFO) algorithm 

• Oldest page in main memory is the one which will be selected for replacement. 

• Easy to implement, keep  a list, replace pages from the tail and add new pages at the head. 

 

Optimal Page algorithm 

• An optimal page-replacement algorithm has the lowest page-fault rate of all algorithms. An 

optimal page-replacement algorithm exists, and has been called OPT or MIN.  



• Replace the page that will not be used for the longest period of time . Use the time when a 

page is to be used. 

 

Least Recently Used (LRU) algorithm 

• Page which has not been used for the longest time in main memory is the one which will be 

selected for replacement. 

• Easy to implement, keep a list, replace pages by looking back into time. 

 



Page Buffering algorithm 

• To get process start quickly, keep a pool of free frames. 

• On page fault, select a page to be replaced. 

• Write new page in the frame of free pool, mark the page table and restart the process. 

• Now write the dirty page out of disk and place the frame holding replaced page in free pool. 

Least frequently Used  (LFU) algorithm 

• Page with the smallest count is the one which will be selected for replacement. 

• This algorithm suffers from the situation in which a page is used heavily during the initial phase 

of a process, but then is never used again. 

Most frequently Used  (MFU) algorithm 

• This algorithm is based on the argument that the page with the  smallest count was probably 

just brought in and has yet to be used. 

Allocation of Frames  

Our strategies for the allocation of frames are constrained in various ways. We  cannot, for example, 

allocate more than the total number of available frames (unless there is page sharing). We must also 

allocate at least a minimum number of frames. Here, we look more closely at the latter requirement.  

One reason for allocating at least a minimum number of frames involves performance. Obviously, as 

the number of frames allocated to each process decreases, the page-fault rate increases, slowing 

process execution. In addition, remember that when a page fault occurs before an executing instruction 

is complete, the instruction must be restarted. Consequently. we must have enough frames to hold all 

the different pages that any single instruction can reference. 

Another important factor in the way frames are allocated to the various processes is page 

replacement. With multiple processes competing for frames, we can classify page-replacement 

algorithms into two broad categories: Global replacement and Local Replacement . Global replacement 

allows a process to select  a replacement frame from the set of all frames, even if that frame is currently 

allocated to some other process; that is, one process can take a frame from another. Local replacement 

requires that each process select from only its own set of allocated frames. 



Thrashing 

If the number of frames allocated to a low-priority process falls below the minimum number required 

by the computer architecture, we must suspend that process's execution. We should then page out its 

remaining pages, freeing all its allocated frames. This provision introduces a swap-in, swap-out level of 

intermediate CPU scheduling. In fact, look at any process that does not have "enough" frames. If the 

process does not have the num.ber of frames it needs to support pages in active use, it will quickly 

page-fault. At this point, it must replace some page.  

However, since all its pages are in active use, it must replace a page that willbe needed again right 

away. Consequently, it quickly faults again, and again, and again, replacing pages that it must  back in 

immediately. This high paging activity is called  A process is thrashing if it is spending more time paging 

than executing. 

 

This phenomenon is illustrated in Figure , in which CPU utilization is plotted against the degree of 

multiprogramming. As the degree of multi-programming increases, CPU utilization also ilccreases, 

although more slowly, until a maximum is reached. If the degree of multiprogramming is increased even 

further, thrashing sets in, and CPU utilization drops sharply. At this point, to increase CPU utilization and 

stop thrashing, we must decrease the degree of multiprogramming. 

 



Unit – V 

UNIX/LINUX 

Disk Scheduling, Disk management, swap space management, disk reliability, stable storage 

implementation. File concept kernel & Utilities, File & Directories, Single & compound statement, basic 

commands,Bourn shell, korn shell & C shell, shell meta characteristics, shell variables & scripts, 

environment, integer arithmetic & string manipulation, decision making. 

 

Unit – V 

Disk Scheduling Algorithm 
Disk scheduling is is done by operating systems to schedule I/O requests arriving for disk. Disk scheduling is 
also known as I/O scheduling. 
Disk scheduling is important because: 

▪ Multiple I/O requests may arrive by different processes and only one I/O request can be served at a time by 
disk controller. Thus other I/O requests need to wait in waiting queue and need to be scheduled. 

▪ Two or more request may be far from each other so can result in greater disk arm movement. 
▪ Hard drives are one of the slowest parts of computer system and thus need to be accessed in an efficient 

manner. 
There are many Disk Scheduling Algorithms but before discussing them let’s have a quick look at some of the 
important terms: 

▪ Seek Time:Seek time is the time taken to locate the disk arm to a specified track where the data is to be 
read or write. So the disk scheduling algorithm that gives minimum average seek time is better. 

▪ Rotational Latency: Rotational Latency is the time taken by the desired sector of disk to rotate into a 
position so that it can access the read/write heads. So the disk scheduling algorithm that gives minimum 
rotational latency is better. 

▪ Transfer Time: Transfer time is the time to transfer the data. It depends on the rotating speed of the disk 
and number of bytes to be transferred. 

▪ Disk Access Time: Disk Access Time is: 

                   Disk Access Time = Seek Time + Rotational Latency + Transfer Time 

1 FCFS Scheduling 

• First-Come First-Serve is simple and intrinsically fair, but not very efficient. Consider in the following 
sequence the wild swing from cylinder 122 to 14 and then back to 124: 



 
Figure 10.4 - FCFS disk scheduling. 

2 SSTF Scheduling 

• Shortest Seek Time First scheduling is more 
efficient, but may lead to starvation if a 
constant stream of requests arrives for the 
same general area of the disk. 

• SSTF reduces the total head movement to 236 
cylinders, down from 640 required for the 
same set of requests under FCFS. Note, 
however that the distance could be reduced 
still further to 208 by starting with 37 and then 
14 first before processing the rest of the 
requests. 

 
Figure 10.5 - SSTF disk scheduling. 

3 SCAN Scheduling 

• The SCAN algorithm, a.k.a. the elevator algorithm moves back and forth from one end of the disk to the 
other, similarly to an elevator processing requests in a tall building. 



 
Figure 10.6 - SCAN disk scheduling. 

• Under the SCAN algorithm, If a request arrives just ahead of the moving head then it will be processed 
right away, but if it arrives just after the head has passed, then it will have to wait for the head to pass 
going the other way on the return trip. This leads to a fairly wide variation in access times which can be 
improved upon. 

• Consider, for example, when the head reaches the high end of the disk: Requests with high cylinder 
numbers just missed the passing head, which means they are all fairly recent requests, whereas 
requests with low numbers may have been waiting for a much longer time. Making the return scan from 
high to low then ends up accessing recent requests first and making older requests wait that much 
longer. 

4 C-SCAN Scheduling 

• The Circular-SCAN algorithm improves upon SCAN by treating all requests in a circular queue fashion - 
Once the head reaches the end of the disk, it returns to the other end without processing any requests, 
and then starts again from the beginning of the disk: 

 
Figure 10.7 - C-SCAN disk scheduling. 

5 LOOK Scheduling 



• LOOK scheduling improves upon SCAN by looking ahead at the queue of pending requests, and not 
moving the heads any farther towards the end of the disk than is necessary. The following diagram 
illustrates the circular form of LOOK: 

 
Figure 10.8 - C-LOOK disk scheduling. 

Disk Management 

105.1 Disk Formatting 

• Before a disk can be used, it has to be low-level formatted, which means laying down all of the 
headers and trailers marking the beginning and ends of each sector. Included in the header and 
trailer are the linear sector numbers, and error-correcting codes, ECC, which allow damaged 
sectors to not only be detected, but in many cases for the damaged data to be recovered ( 
depending on the extent of the damage. ) Sector sizes are traditionally 512 bytes, but may be 
larger, particularly in larger drives. 

• ECC calculation is performed with every disk read or write, and if damage is detected but the 
data is recoverable, then a soft error has occurred. Soft errors are generally handled by the on-
board disk controller, and never seen by the OS. ( See below. ) 

• Once the disk is low-level formatted, the next step is to partition the drive into one or more 
separate partitions. This step must be completed even if the disk is to be used as a single large 
partition, so that the partition table can be written to the beginning of the disk. 

• After partitioning, then the filesystems must be logically formatted, which involves laying down 
the master directory information ( FAT table or inode structure ), initializing free lists, and 
creating at least the root directory of the filesystem. ( Disk partitions which are to be used as 
raw devices are not logically formatted. This saves the overhead and disk space of the filesystem 
structure, but requires that the application program manage its own disk storage requirements. 
) 

10.5.2 Boot Block 

• Computer ROM contains a bootstrap program ( OS independent ) with just enough code to find 
the first sector on the first hard drive on the first controller, load that sector into memory, and 
transfer control over to it. ( The ROM bootstrap program may look in floppy and/or CD drives 



before accessing the hard drive, and is smart enough to recognize whether it has found valid 
boot code or not. ) 

• The first sector on the hard drive is known as the Master Boot Record, MBR, and contains a very 
small amount of code in addition to the partition table. The partition table documents how the 
disk is partitioned into logical disks, and indicates specifically which partition is 
the active or boot partition. 

• The boot program then looks to the active partition to find an operating system, possibly loading 
up a slightly larger / more advanced boot program along the way. 

• In a dual-boot ( or larger multi-boot ) system, the user may be given a choice of which operating 
system to boot, with a default action to be taken in the event of no response within some time 
frame. 

• Once the kernel is found by the boot program, it is loaded into memory and then control is 
transferred over to the OS. The kernel will normally continue the boot process by initializing all 
important kernel data structures, launching important system services ( e.g. network daemons, 
sched, init, etc. ), and finally providing one or more login prompts. Boot options at this stage 
may include single-user a.k.a. maintenance or safe modes, in which very few system services 
are started - These modes are designed for system administrators to repair problems or 
otherwise maintain the system. 

 
Figure 10.9 - Booting from disk in Windows 2000. 

10.5.3 Bad Blocks 

• No disk can be manufactured to 100% perfection, and all physical objects wear out over time. 
For these reasons all disks are shipped with a few bad blocks, and additional blocks can be 
expected to go bad slowly over time. If a large number of blocks go bad then the entire disk will 
need to be replaced, but a few here and there can be handled through other means. 

• In the old days, bad blocks had to be checked for manually. Formatting of the disk or running 
certain disk-analysis tools would identify bad blocks, and attempt to read the data off of them 
one last time through repeated tries. Then the bad blocks would be mapped out and taken out 
of future service. Sometimes the data could be recovered, and sometimes it was lost forever. ( 
Disk analysis tools could be either destructive or non-destructive. ) 

• Modern disk controllers make much better use of the error-correcting codes, so that bad blocks 
can be detected earlier and the data usually recovered. ( Recall that blocks are tested with every 
write as well as with every read, so often errors can be detected before the write operation is 
complete, and the data simply written to a different sector instead. ) 

• Note that re-mapping of sectors from their normal linear progression can throw off the disk 
scheduling optimization of the OS, especially if the replacement sector is physically far away 



from the sector it is replacing. For this reason most disks normally keep a few spare sectors on 
each cylinder, as well as at least one spare cylinder. Whenever possible a bad sector will be 
mapped to another sector on the same cylinder, or at least a cylinder as close as possible. Sector 
slipping may also be performed, in which all sectors between the bad sector and the 
replacement sector are moved down by one, so that the linear progression of sector numbers 
can be maintained. 

• If the data on a bad block cannot be recovered, then a hard error has occurred., which requires 
replacing the file(s) from backups, or rebuilding them from scratch. 

10.6 Swap-Space Management 

• Modern systems typically swap out pages as needed, rather than swapping out entire processes. Hence 
the swapping system is part of the virtual memory management system. 

• Managing swap space is obviously an important task for modern OSes. 

10.6.1 Swap-Space Use 

• The amount of swap space needed by an OS varies greatly according to how it is used. Some 
systems require an amount equal to physical RAM; some want a multiple of that; some want an 
amount equal to the amount by which virtual memory exceeds physical RAM, and some systems 
use little or none at all! 

• Some systems support multiple swap spaces on separate disks in order to speed up the virtual 
memory system. 

10.6.2 Swap-Space Location 

Swap space can be physically located in one of two locations: 

• As a large file which is part of the regular filesystem. This is easy to implement, but 
inefficient. Not only must the swap space be accessed through the directory system, the 
file is also subject to fragmentation issues. Caching the block location helps in finding 
the physical blocks, but that is not a complete fix. 

• As a raw partition, possibly on a separate or little-used disk. This allows the OS more 
control over swap space management, which is usually faster and more efficient. 
Fragmentation of swap space is generally not a big issue, as the space is re-initialized 
every time the system is rebooted. The downside of keeping swap space on a raw 
partition is that it can only be grown by repartitioning the hard drive. 

12.6.3 Swap-Space Management: An Example 

• Historically OSes swapped out entire processes as needed. Modern systems swap out only 
individual pages, and only as needed. ( For example process code blocks and other blocks that 
have not been changed since they were originally loaded are normally just freed from the virtual 
memory system rather than copying them to swap space, because it is faster to go find them 
again in the filesystem and read them back in from there than to write them out to swap space 
and then read them back. ) 

• In the mapping system shown below for Linux systems, a map of swap space is kept in memory, 
where each entry corresponds to a 4K block in the swap space. Zeros indicate free slots and 



non-zeros refer to how many processes have a mapping to that particular block ( >1 for shared 
pages only. ) 

 
Figure 10.10 - The data structures for swapping on Linux systems. 

Disk reliability refers to an important property of any kind of database system. Reliable operation is very 

important for a system. One aspect of such a reliable operation is that all data captured in a committed 
transaction has to be stored in a nonvolatile area. An assessment help says that this very is safe in terms of 
power loss, operating system failure, and hardware failure. This kind of requirement can be met with 
successfully writing the data to the computer's permanent storage.  In case when a computer is fatally damaged 
and the disk drives continue to exist.  Such requirement can be moved to another computer with similar 
hardware. In this transaction process all committed will remain intact. 

Stable storage implementation 

• Information stored in stable storage must never be lost 
 – Failure during an update does not leave all copies in a damaged state 
 – Recovery from failure brings all copies to a consistent and correct state, even if there is another 
failure during the recovery.  

• To implement stable storage:  
– Replicate information on more than one nonvolatile storage media with independent failure modes. 
 – Update information in a controlled manner to ensure that we can recover the stable data after any 

failure during data transfer or recovery. 

File Concept 

1 File Attributes 

• Different OSes keep track of different file attributes, including: 
o Name - Some systems give special significance to names, and particularly extensions ( 

.exe, .txt, etc. ), and some do not. Some extensions may be of significance to the OS ( 

.exe ), and others only to certain applications ( .jpg ) 
o Identifier ( e.g. inode number ) 
o Type - Text, executable, other binary, etc. 
o Location - on the hard drive. 
o Size 
o Protection 
o Time & Date 
o User ID 



2 File Operations 

• The file ADT supports many common operations: 
o Creating a file 
o Writing a file 
o Reading a file 
o Repositioning within a file 
o Deleting a file 
o Truncating a file. 

• Most OSes require that files be opened before access and closed after all access is complete. 
Normally the programmer must open and close files explicitly, but some rare systems open the 
file automatically at first access. Information about currently open files is stored in an open file 
table, containing for example: 

o File pointer - records the current position in the file, for the next read or write access. 
o File-open count - How many times has the current file been opened ( simultaneously by 

different processes ) and not yet closed? When this counter reaches zero the file can be 
removed from the table. 

o Disk location of the file. 
o Access rights 

• Some systems provide support for file locking. 
o A shared lock is for reading only. 
o A exclusive lock is for writing as well as reading. 
o An advisory lock is informational only, and not enforced. ( A "Keep Out" sign, which may 

be ignored. ) 
o A mandatory lock is enforced. ( A truly locked door. ) 
o UNIX used advisory locks, and Windows uses mandatory locks. 

 
Figure 11.2 - File-locking example in Java. 

3 File Types 

• Windows ( and some other systems ) use special file extensions to indicate the type of 

each file: 



 
Figure 11.3 - Common file types. 

• Macintosh stores a creator attribute for each file, according to the program that first created it 
with the create( ) system call. 

• UNIX stores magic numbers at the beginning of certain files. ( Experiment with the "file" 
command, especially in directories such as /bin and /dev ) 

4 File Structure 

• Some files contain an internal structure, which may or may not be known to the OS. 
• For the OS to support particular file formats increases the size and complexity of the OS. 
• UNIX treats all files as sequences of bytes, with no further consideration of the internal 

structure. ( With the exception of executable binary programs, which it must know how to load 
and find the first executable statement, etc. ) 

• Macintosh files have two forks - a resource fork, and a data fork. The resource fork contains 
information relating to the UI, such as icons and button images, and can be modified 
independently of the data fork, which contains the code or data as appropriate. 

5 Internal File Structure 

• Disk files are accessed in units of physical blocks, typically 512 bytes or some power-of-two 
multiple thereof. ( Larger physical disks use larger block sizes, to keep the range of block 
numbers within the range of a 32-bit integer. ) 

• Internally files are organized in units of logical units, which may be as small as a single byte, or 
may be a larger size corresponding to some data record or structure size. 

• The number of logical units which fit into one physical block determines its packing, and has an 
impact on the amount of internal fragmentation ( wasted space ) that occurs. 



• As a general rule, half a physical block is wasted for each file, and the larger the block sizes the 
more space is lost to internal fragmentation. 

2 Access Methods 

2.1 Sequential Access 

• A sequential access file emulates magnetic tape operation, and generally supports a few 
operations: 

o read next - read a record and advance the tape to the next position. 
o write next - write a record and advance the tape to the next position. 
o rewind 
o skip n records - May or may not be supported. N may be limited to positive numbers, or 

may be limited to +/- 1. 

 
Figure 11.4 - Sequential-access file. 

2.2 Direct Access 

• Jump to any record and read that record. Operations supported include: 
o read n - read record number n. ( Note an argument is now required. ) 
o write n - write record number n. ( Note an argument is now required. ) 
o jump to record n - could be 0 or the end of file. 
o Query current record - used to return back to this record later. 
o Sequential access can be easily emulated using direct access. The inverse is complicated 

and inefficient. 

 
Figure 11.5 - Simulation of sequential access on a direct-access file. 

2.3 Other Access Methods 

• An indexed access scheme can be easily built on top of a direct access system. Very large files 
may require a multi-tiered indexing scheme, i.e. indexes of indexes. 



 
Figure 11.6 - Example of index and relative files. 

11.3 Directory Structure 

3.1 Storage Structure 

• A disk can be used in its entirety for a file system. 
• Alternatively a physical disk can be broken up into multiple partitions, slices, or mini-disks, each 

of which becomes a virtual disk and can have its own filesystem. ( or be used for raw storage, 
swap space, etc. ) 

• Or, multiple physical disks can be combined into one volume, i.e. a larger virtual disk, with its 
own filesystem spanning the physical disks. 

 
Figure 11.7 - A typical file-system organization. 

3.2 Directory Overview 

• Directory operations to be supported include: 
o Search for a file 
o Create a file - add to the directory 
o Delete a file - erase from the directory 
o List a directory - possibly ordered in different ways. 
o Rename a file - may change sorting order 
o Traverse the file system. 

3.3. Single-Level Directory 



• Simple to implement, but each file must have a unique name. 

  
Figure 11.9 - Single-level directory. 

3.4 Two-Level Directory 

• Each user gets their own directory space. 
• File names only need to be unique within a given user's directory. 
• A master file directory is used to keep track of each users directory, and must be maintained 

when users are added to or removed from the system. 
• A separate directory is generally needed for system ( executable ) files. 
• Systems may or may not allow users to access other directories besides their own 

o If access to other directories is allowed, then provision must be made to specify the 
directory being accessed. 

o If access is denied, then special consideration must be made for users to run programs 
located in system directories. A search path is the list of directories in which to search 
for executable programs, and can be set uniquely for each user. 

 
Figure 11.10 - Two-level directory structure. 

3.5 Tree-Structured Directories 

• An obvious extension to the two-tiered directory structure, and the one with which we are all 
most familiar. 

• Each user / process has the concept of a current directory from which all ( relative ) searches 
take place. 

• Files may be accessed using either absolute pathnames ( relative to the root of the tree ) or 
relative pathnames ( relative to the current directory. ) 

• Directories are stored the same as any other file in the system, except there is a bit that 
identifies them as directories, and they have some special structure that the OS understands. 

• One question for consideration is whether or not to allow the removal of directories that are not 
empty - Windows requires that directories be emptied first, and UNIX provides an option for 
deleting entire sub-trees. 



 
Figure 11.11 - Tree-structured directory structure. 

3.6 Acyclic-Graph Directories 

• When the same files need to be accessed in more than one place in the directory structure ( e.g. 
because they are being shared by more than one user / process ), it can be useful to provide an 
acyclic-graph structure. ( Note the directed arcs from parent to child. ) 

• UNIX provides two types of links for implementing the acyclic-graph structure. ( See "man ln" for 
more details. ) 

o A hard link ( usually just called a link ) involves multiple directory entries that both refer 
to the same file. Hard links are only valid for ordinary files in the same filesystem. 

o A symbolic link, that involves a special file, containing information about where to find 
the linked file. Symbolic links may be used to link directories and/or files in other 
filesystems, as well as ordinary files in the current filesystem. 

• Windows only supports symbolic links, termed shortcuts. 
• Hard links require a reference count, or link count for each file, keeping track of how many 

directory entries are currently referring to this file. Whenever one of the references is removed 
the link count is reduced, and when it reaches zero, the disk space can be reclaimed. 

• For symbolic links there is some question as to what to do with the symbolic links when the 
original file is moved or deleted: 

o One option is to find all the symbolic links and adjust them also. 
o Another is to leave the symbolic links dangling, and discover that they are no longer 

valid the next time they are used. 
o What if the original file is removed, and replaced with another file having the same 

name before the symbolic link is next used? 



 
Figure 11.12 - Acyclic-graph directory structure. 

3.7 General Graph Directory 

• If cycles are allowed in the graphs, then several problems can arise: 
o Search algorithms can go into infinite loops. One solution is to not follow links in search 

algorithms. ( Or not to follow symbolic links, and to only allow symbolic links to refer to 
directories. ) 

o Sub-trees can become disconnected from the rest of the tree and still not have their 
reference counts reduced to zero. Periodic garbage collection is required to detect and 
resolve this problem. ( chkdsk in DOS and fsck in UNIX search for these problems, among 
others, even though cycles are not supposed to be allowed in either system. 
Disconnected disk blocks that are not marked as free are added back to the file systems 
with made-up file names, and can usually be safely deleted. ) 

 
Figure 11.13 - General graph directory. 

 



6 Protection 

• Files must be kept safe for reliability ( against accidental damage ), and protection ( against deliberate 
malicious access. ) The former is usually managed with backup copies. This section discusses the latter. 

• One simple protection scheme is to remove all access to a file. However this makes the file unusable, so 
some sort of controlled access must be arranged. 

6.1 Types of Access 

• The following low-level operations are often controlled: 
o Read - View the contents of the file 
o Write - Change the contents of the file. 
o Execute - Load the file onto the CPU and follow the instructions contained therein. 
o Append - Add to the end of an existing file. 
o Delete - Remove a file from the system. 
o List -View the name and other attributes of files on the system. 

• Higher-level operations, such as copy, can generally be performed through combinations of the 
above. 

6.2 Access Control 

• One approach is to have complicated Access Control Lists, ACL, which specify exactly what 
access is allowed or denied for specific users or groups. 

o The AFS uses this system for distributed access. 
o Control is very finely adjustable, but may be complicated, particularly when the specific 

users involved are unknown. ( AFS allows some wild cards, so for example all users on a 
certain remote system may be trusted, or a given username may be trusted when 
accessing from any remote system. ) 

• UNIX uses a set of 9 access control bits, in three groups of three. These correspond to R, W, and 
X permissions for each of the Owner, Group, and Others. ( See "man chmod" for full details. ) 
The RWX bits control the following privileges for ordinary files and directories: 

bit Files Directories 

R 
Read ( view ) 
file contents. 

Read directory contents. Required to get a listing of the 
directory. 

W 
Write 
( change ) file 
contents. 

Change directory contents. Required to create or delete files. 

X 
Execute file 
contents as a 
program. 

Access detailed directory information. Required to get a long 
listing, or to access any specific file in the directory. Note that if 
a user has X but not R permissions on a directory, they can still 
access specific files, but only if they already know the name of 
the file they are trying to access. 

 



Unix File system  

In the original Unix file system, Unix divided physical disks into logical disks called partitions. Each partition is a 

standalone file system. We will use the term ``file system'' when referring to a single partition. 

Each disk device is given its own major device number, and each partition has an associated minor device 

number which the device driver uses to access the raw file system. 

The major/minor device number combination serves as a handle into the device switch table. That is, the major 

number acts as an index, and the minor number is passed as an argument to the driver routines so that they can 

recognize the specific instance of a device. 

Each filesystem contains: 

1. a boot block located in the first few sectors of a file system. The boot block contains the initial 

bootstrap program used to load the operating system. 

Typically, the first sector contains a bootstrap program that reads in a larger bootstrap program from the 

next few sectors, and so forth. 

2. a super block describes the state of the file system: the total size of the partition, the block size, pointers 

to a list of free blocks, the inode number of the root directory, magic number, etc. 

3. a linear array of inodes (short for ``index nodes''). There is a one to one mapping of files to inodes and 

vice versa. An inode is identified by its ``inode number'', which contains the information needed to find the 

inode itself on the disk 

Thus, while users think of files in terms of file names, Unix thinks of files in terms of inodes. 

4. data blocks blocks containing the actual contents of files 

--------------------------------------------------------------- 

|          |           | | | | | | | |        |  |  |  |      | 

| B. B.    | S. B.     | Inodes  | | | ...    |  Data Blocks  | 

|          |           | | | | | | | |        |  |  |  |      | 

--------------------------------------------------------------- 

 

An inode is the ``handle'' to a file and contains the following information: 

• file ownership indication 
• file type (e.g., regular, directory, special device, pipes, etc.) 
• file access permissions. May have setuid (sticky) bit set. 
• time of last access, and modification 
• number of links (aliases) to the file 
• pointers to the data blocks for the file 
• size of the file in bytes (for regular files), major and minor device numbers for special devices. 

An integral number of inodes fits in a single data block. 



Information the inode does not contain: 

• path (short or full) name of file 

Example 

Look at /cs/bin/ 

< wpi /cs/bin 1 >ls -l 

total 192 

drwx------   2 mvoorhis csadmin     4096 Jan 16  2001 archives/ 

-rws--x---   1 root     771        32768 Jan 18  1999 csquotamgr* 

-rwx------   1 csadmin  csadmin      162 Jan 12  1998 genQuota* 

-rwx------   1 csadmin  csadmin       46 Feb 16  1998 generic* 

drwxrwx---   2 mvoorhis csadmin     4096 Oct 29 10:23 gredStuff/ 

-rwx------   1 mvoorhis 1067         672 Jan 20  2000 list1* 

-rwx------   1 mvoorhis 1067         859 Jan 20  2000 list2* 

-rwx------   1 csadmin  646          140 Jan 10  2000 reclaim* 

-rwxrwx---   1 csadmin  csadmin     1635 Sep 26  1995 stp_create_system.pl* 

-rwxrwxr-x   1 csadmin  csadmin      725 Sep 26  1995 stp_default_system.pl* 

-rw-rw-r--   1 csadmin  csadmin      114 Feb 10  1995 stp_setup 

drwx------  14 mvoorhis csadmin     4096 Oct 30 14:57 tDir/ 

-rwsr-xr-x   1 mvoorhis 1067      114688 Nov  8 10:10 turnin* 

drwxr-xr-x   2 root     771         4096 May 26  1999 utility/ 

 


