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Unit 1
Concept of algorithm An algorithm is a set of rules for carrying out calculation that transform the input

to the output. A common man’s belief is that a computer can do anything and everything that he

imagines. It is very difficult to make people realize that it is not really the computer but the man behind

computer who does everything. In the modern internet world man feels that just by entering what he

wants to search into the computers he can get information as desired by him. He believes that, this is

done by computer.

Characteristics of an algorithm

Every algorithm should have the following five characteristic

feature

1. Input

2. Output

3. Definiteness

4. Effectiveness

5. Finiteness

Therefore, an algorithm can be defined as a sequence of definite and effective instructions, which

terminates with the production of correct output from the given input. In other words, viewed little

more formally, an algorithm is a step by step formalization of a mapping function to map input set onto

an output set. The problem of writing down the correct algorithm for the above problem of brushing the

teeth is left to the reader. For the purpose of clarity in understanding, let us consider the following

examples.

Example 1:

Problem : finding the largest value among n>=1 numbers.

Input : the value of n and n numbers Output : the largest value

Steps :

1. Let the value of the first be the largest value denoted by BIG



2. Let R denote the number of remaining numbers. R=n-1

3. If R != 0 then it is implied that the list is still not exhausted. Therefore look the next number called

NEW.

4. Now R becomes R-1

5. If NEW is greater than BIG then replace BIG by the value of NEW

6. Repeat steps 3 to 5 until R becomes zero.

7. Print BIG 8. Stop

GROWTH OF FUNCTIONS
The order of growth of the running time of an algorithm, defined in Chapter 1, gives a
simple characterization of the algorithm's efficiency and also allows us to compare the
relative performance of alternative algorithms. Once the input size n becomes large
enough, merge sort, with its (n lg n) worst-case running time, beats insertion sort,
whose worst-case running time is (n2). Although we can sometimes determine the
exact running time of an algorithm, as we did for insertion sort in Chapter 1, the extra
precision is not usually worth the effort of computing it. For large enough inputs, the
multiplicative constants and lower-order terms of an exact running time are dominated
by the effects of the input size itself.

When we look at input sizes large enough to make only the order of growth of the
running time relevant, we are studying the asymptotic efficiency of algorithms. That
is, we are concerned with how the running time of an algorithm increases with the size
of the input in the limit, as the size of the input increases without bound. Usually, an
algorithm that is asymptotically more efficient will be the best choice for all but very
small inputs.

This chapter gives several standard methods for simplifying the asymptotic analysis of
algorithms. The next section begins by defining several types of "asymptotic
notation," of which we have already seen an example in -notation. Several
notational conventions used throughout this book are then presented, and finally we
review the behavior of functions that commonly arise in the analysis of algorithms.



Asymptotic notation
The notations we use to describe the asymptotic running time of an algorithm are

defined in terms of functions whose domains are the set of natural numbers N = {0,

1, 2, . . .}. Such notations are convenient for describing the worst-case running-time

function T(n), which is usually defined only on integer input sizes. It is sometimes

convenient, however, to abuse asymptotic notation in a variety of ways. For example,

the notation is easily extended to the domain of real numbers or, alternatively,

restricted to a subset of the natural numbers. It is important, however, to understand

the precise meaning of the notation so that when it is abused, it is not misused. This

section defines the basic asymptotic notations and also introduces some common

abuses.

-notation

In Chapter 1, we found that the worst-case running time of insertion sort is T(n) = 
(n2). Let us define what this notation means. For a given function g(n), we denote by 

(g(n)) the set of functions

(g(n)) = {â(n) : there exist positive constants c1, c2, and n0 such that

0  c1g(n)  â(n)  c2g(n) for all n  n0}.

A function â(n) belongs to the set (g(n)) if there exist positive
constants c1 and c2 such that it can be "sandwiched" between c1g(n) and +c2g(n), for
sufficiently large n. Although (g(n)) is a set, we write "â(n) = (g(n))" to indicate
that â(n) is a member of (g(n)), or "â(n)  (g(n))." This abuse of equality to
denote set membership may at first appear confusing, but we shall see later in this
section that it has advantages.

-order term. Let us briefly justify this intuition by using the formal definition to show
that 1/2n2 - 3n = (n2). To do so, we must determine positive constants c1, c2,
and n0 such that



for all n  n0. Dividing by n2 yields

Figure 2.1 Graphic examples of the , O, and  notations. In each part, the
value of n0 shown is the minimum possible value; any greater value would also
work. (a) -notation bounds a function to within constant factors. We write 
(n) = (g(n)) if there exist positive constants n0, c1, and c2 such that to the right of
n0, the value of â(n) always lies between c1g(n) and c2g(n) inclusive. (b)
O-notation gives an upper bound for a function to within a constant factor. We
write â(n) = O(g(n)) if there are positive constants n0 and c such that to the right
of n0, the value of â(n) always lies on or below cg(n). (c) -notation gives a lower
bound for a function to within a constant factor. We write â(n) = (g(n)) if there
are positive constants n0 and c such that to the right of n0, the value of â(n)
always lies on or above cg(n).

The right-hand inequality can be made to hold for any value of n  1 by choosing c2 
 1/2. Likewise, the left-hand inequality can be made to hold for any value of n  7

by choosing c1  1/14. Thus, by choosing c1 = 1/14, c2 = 1/2, and n0 = 7, we can verify

that . Certainly, other choices for the constants exist, but the
important thing is that some choice exists. Note that these constants depend on the

function  a different function belonging to (n2) would usually require
different constants.



We can also use the formal definition to verify that 6n3  (n2). Suppose for the
purpose of contradiction that c2 and n0 exist such that 6n3  c2n2 for all n  n0. But
then n  c2/6, which cannot possibly hold for arbitrarily large n, since c2 is constant.

Intuitively, the lower-order terms of an asymptotically positive function can be
ignored in determining asymptotically tight bounds because they are insignificant for
large n. A tiny fraction of the highest-order term is enough to dominate the
lower-order terms. Thus, setting c1 to a value that is slightly smaller than the
coefficient of the highest-order term and setting c2 to a value that is slightly larger
permits the inequalities in the definition of -notation to be satisfied. The coefficient
of the highest-order term can likewise be ignored, since it only changes c1 and c2 by a
constant factor equal to the coefficient.

As an example, consider any quadratic function â(n) = an2 + bn + c, where a, b,
and c are constants and a > 0. Throwing away the lower-order terms and ignoring the
constant yields â(n) = (n2). Formally, to show the same thing, we take the

constants c1 = a/4, c2 = 7a/4, and n0 = 2 . max . The reader may
verify that 0  c1n2  an2 + bn + c  c2n2 for all n  n0. In general, for any

polynomial p(n) =  where the ai are constants and ad > 0, we have p(n) = 
(nd) (see Problem 2-1).

Since any constant is a degree-0 polynomial, we can express any constant function as 
(n0), or (1). This latter notation is a minor abuse, however, because it is not clear

what variable is tending to infinity.1 We shall often use the notation (1) to mean
either a constant or a constant function with respect to some variable.

1The real problem is that our ordinary notation for functions does not distinguish functions from values. In 
-calculus, the parameters to a function are clearly specified: the function n2 could be written as  n.n2, or even 
r.r2. Adopting a more rigorous notation, however, would complicate algebraic manipulations, and so we choose to
tolerate the abuse.

O-notation

The -notation asymptotically bounds a function from above and below. When we
have only an asymptotic upper bound, we use O-notation. For a given function g(n),
we denote by O(g(n)) the set of functions



O(g(n)) = {â(n) : there exist positive constants c and n0 such that

0  â(n)  cg(n) for all n  n0}.

-notation

Just as O-notation provides an asymptotic upper bound on a function, -notation
provides an asymptotic lower bound. For a given function g(n), we denote by (g(n))
the set of functions

(g(n)) = {f(n): there exist positive constants c and n0 such that

0  cg(n)  f (n) for all n  n0} .

Asymptotic notation in equations

We have already seen how asymptotic notation can be used within mathematical
formulas. For example, in introducing O-notation, we wrote "n = O(n2)." We might
also write 2n2 + 3n + 1 =2n2 + (n). How do we interpret such formulas?

When the asymptotic notation stands alone on the right-hand side of an equation, as
in n = O(n2), we have already defined the equal sign to mean set membership: n 
 O(n2). In general, however, when asymptotic notation appears in a formula, we
interpret it as standing for some anonymous function that we do not care to name. For
example, the formula 2n2 + 3n + 1 = 2n2 + (n) means that 2n2 + 3n + 1 = 2n2 +
f(n), where (n) is some function in the set (n). In this case, (n) = 3n
+ 1, which indeed is in (n).

Using asymptotic notation in this manner can help eliminate inessential detail and
clutter in an equation. For example, in Chapter I we expressed the worst-case running
time of merge sort as the recurrence

T(n) = 2T(n/2) + (n).

If we are interested only in the asymptotic behavior of T(n), there is no point in
specifying all the lower-order terms exactly; they are all understood to be included in
the anonymous function denoted by the term (n).

The number of anonymous functions in an expression is understood to be equal to the
number of times the asymptotic notation appears. For example, in the expression



there is only a single anonymous function (a function of i). This expression is
thus not the same as O(1) + O(2) +    + O(n), which doesn't really have a clean
interpretation.

In some cases, asymptotic notation appears on the left-hand side of an equation, as in

2n2 + (n) = (n2).

We interpret such equations using the following rule: No matter how the anonymous
functions are chosen on the left of the equal sign, there is a way to choose the
anonymous functions on the right of the equal sign to make the equation valid. Thus,
the meaning of our example is that for any function (n)  (n), there is some
function g(n)  (n2) such that 2n2 + (n) = g(n) for alln. In other words, the
right-hand side of an equation provides coarser level of detail than the left-hand side.

A number of such relationships can be chained together, as in

2n2 + 3n + 1 = 2n2 + (n)
= (n2).

We can interpret each equation separately by the rule above. The first equation says
that there is some function (n)  (n) such that 2n2 + 3n + 1 = 2n2 + (n) for
all n. The second equation says that for any function g(n)  (n) (such as the (n)
just mentioned), there is some function h(n)  (n2) such that 2n2 + g(n) = h(n) for
all n. Note that this interpretation implies that 2n2 + 3n + 1 = (n2), which is what the
chaining of equations intuitively gives us.

o-notation

The asymptotic upper bound provided by O-notation may or may not be
asymptotically tight. The bound 2n2 = O(n2) is asymptotically tight, but the bound 2n
= O(n2) is not. We use o-notation to denote an upper bound that is not asymptotically
tight. We formally define o(g(n)) ("little-oh of g of n") as the set

o(g(n)) = { (n): for any positive constant c > 0, there exists a constant

n0 > 0 such that 0  f(n) < cg(n) for all n  n0}.



For example, 2n = o(n2), but 2n2  o(n2).

The definitions of O-notation and o-notation are similar. The main difference is that
in (n) = O(g(n)), the bound 0  (n)  cg(n) holds for some constant c > 0, but in 

(n) = o(g(n)), the bound 0  (n) < cg(n) holds for all constants c > 0. Intuitively,
in the o-notation, the function f(n) becomes insignificant relative to g(n)
as n approaches infinity; that is,

(2.1)

Some authors use this limit as a definition of the o-notation; the definition in this book
also restricts the anonymous functions to be asymptotically nonnegative.

-notation

By analogy, -notation is to -notation as o-notation is to O-notation. We use 
-notation to denote a lower bound that is not asymptotically tight. One way to define it
is by

(n) (g(n)) if and only if g(n) o( (n)).

Formally, however, we define  (g(n)) ("little-omega of g of n") as the set

(g(n)) = { (n): for any positive constant c > 0, there exists a constant

n0 > 0 such that 0  cg(n) < (n) for all n  n0}.

For example, n2/2 = (n), but n2/2  (n2). The relation (n) = (g(n)) implies that

if the limit exists. That is, (n) becomes arbitrarily large relative to g(n)
as n approaches infinity

One property of real numbers, however, does not carry over to asymptotic notation:

.



Exercises

2.1-1

Let f(n) and g(n) be asymptotically nonnegative functions. Using the basic definition
of -notation, prove that max( (n),g(n)) = (f(n) + g(n)).

2.1-2

Show that for any real constants a and b, where b > 0,

(n + a)b = (nb) .

(2.2)

2.1-3

Explain why the statement, "The running time of algorithm A is at least O(n2)," is
content-free.

2.1-4

Is 2n+1 = O(2n)? Is 22n = O(2n)?

2.1-5

Prove Theorem 2.1.

2.1-6

Prove that the running time of an algorithm is (g(n)) if and only if its worst-case
running time is O(g(n)) and its best-case running time is (g(n)).

2.1-7

Prove that o(g(n))  (g(n)) is the empty set.

2.1-8



We can extend our notation to the case of two parameters n and m that can go to
infinity independently at different rates. For a given function g(n, m), we denote
by O(g(n, m)) the set of functions

O(g(n, m)) = { (n,m): there exist positive constants c, n0, and m0

such that 0   (n, m)  cg(n, m)

for all n n0 and m  m0}.

Give corresponding definitions for (g(n, m)) and (g(n, m)).

2.2 Standard notations and common
functions
This section reviews some standard mathematical functions and notations and
explores the relationships among them. It also illustrates the use of the asymptotic
notations.

Monotonicity

A function  (n) is monotonically increasing if m  n implies  (m)   (n).
Similarly, it is monotonically decreasing if m  n implies  (m)   (n). A
function (n) is strictly increasingif m < n implies (m) < (n) and strictly
decreasing if m < n implies  (m) >  (n).

Floors and ceilings

For any real number x, we denote the greatest integer less than or equal to x by x
 (read "the floor of x") and the least integer greater than or equal to x by x  (read "the
ceiling of x"). For all real x,

x - 1 < x x x < x +1.

For any integer n,

n/2 + n/2 = n,



and for any integer n and integers a  0 and b  0,

n/a /b = n/ab

(2.3)

and

n/a /b = n/ab .

(2.4)

The floor and ceiling functions are monotonically increasing.

Polynomials

Given a positive integer d, a polynomial in n of degree d is a function p(n) of the
form

where the constants a0, a1, . . ., ad are the coefficients of the polynomial and ad  0. A
polynomial is asymptotically positive if and only if ad > 0. For an asymptotically
positive polynomial p(n) of degree d, we have p(n) = (nd). For any real constant a 
 0, the function na is monotonically increasing, and for any real constant a  0, the
function na is monotonically decreasing. We say that a function (n) is polynomially
bounded if (n) = n0(1), which is equivalent to saying that (n) = O(nk) for some
constant k (see Exercise 2.2-2).

Exponentials

For all real a  0, m, and n, we have the following identities:

a0 =  1,
a1 = a,
a-1 =   1/a,
(am)n = amn,
(am)n =   (an)m,
aman =   am+n.



For all n and a  1, the function an is monotonically increasing in n. When
convenient, we shall assume 00 = 1.

The rates of growth of polynomials and exponentials can be related by the following
fact. For all real constants a and b such that a > 1,

(2.5)

from which we can conclude that

nb = 0(an).

Thus, any positive exponential function grows faster than any polynomial.

Using e to denote 2.71828 . . ., the base of the natural logarithm function, we have for
all real x,

(2.6)

where "!" denotes the factorial function defined later in this section. For all real x, we
have the inequality

ex 1 + x,

(2.7)

where equality holds only when x = 0. When |x|  1, we have the approximation

1 + x ex l + x +x2 .

(2.8)

When x  0, the approximation of ex by 1 + x is quite good:



ex = 1 + x + (x2).

(In this equation, the asymptotic notation is used to describe the limiting behavior
as x  0 rather than as x  .) We have for all x,

Logarithms

We shall use the following notations:

lg n =   log2 n (binary logarithm),
ln n =   loge n (natural logarithm),
lgk n =   (lg n)k (exponentiation),
lg lg n =  lg(lg n)    (composition).

An important notational convention we shall adopt is that logarithm functions will
apply only to the next term in the formula, so that lg n + k will mean (lg n) + k and not
lg(n + k). For n > 0 and b> 1, the function logb n is strictly increasing.

For all real a > 0, b > 0, c > 0, and n,

(2.9)

Since changing the base of a logarithm from one constant to another only changes the
value of the logarithm by a constant factor, we shall often use the notation "lg n" when
we don't care about constant factors, such as in O-notation. Computer scientists find 2
to be the most natural base for logarithms because so many algorithms and data
structures involve splitting a problem into two parts.



There is a simple series expansion for ln(1 + x) when x  < 1:

We also have the following inequalities for x > -1:

(2.10)

where equality holds only for x = 0.

We say that a function f(n) is polylogarithmically bounded if f(n) = lgO(1) n. We can
relate the growth of polynomials and polylogarithms by substituting lg n for n and
2a for a in equation (2.5), yielding

From this limit, we can conclude that

lgb n = o(na)

for any constant a > 0. Thus, any positive polynomial function grows faster than any
polylogarithmic function.

Factorials

The notation n! (read "n factorial") is defined for integers n  0 as

Thus, n! = 1.2.3...n.

A weak upper bound on the factorial function is n!  nn, since each of the n terms in
the factorial product is at most n. Stirling's approximation,



(2.11)

where e is the base of the natural logarithm, gives us a tighter upper bound, and a
lower bound as well. Using Stirling's approximation, one can prove

n!  = o(nn),
n!  = (2n),
lg(n!)  = (n lg n).

The following bounds also hold for all n:

(2.12)

The iterated logarithm function

We use the notation lg* n (read "log star of n") to denote the iterated logarithm, which
is defined as follows. Let the function lg(i) n be defined recursively for nonnegative
integers i as

Be sure to distinguish lg(i) n (the logarithm function applied i times in succession,
starting with argument n) from lgi n (the logarithm of n raised to the ith power). The
iterated logarithm function is defined as

The iterated logarithm is a very slowly growing function:

lg* 2  =  1,
lg* 4  =  2,
lg* 16   =  3,
lg* 65536     =  4,



lg*(265536)     =  5.

Since the number of atoms in the observable universe is estimated to be about 1080,
which is much less than 265536, we rarely encounter a value of n such that lg* n > 5.

Fibonacci numbers

The Fibonacci numbers are defined by the following recurrence:

F0 =  0,
F1 =  1,
Fi = Fi-1+Fi-2  for i 2.

(2.13)

Thus, each Fibonacci number is the sum of the two previous ones, yielding the
sequence

0, 1, 1, 2, 3, 5, 8, 13, 21, 34, 55, ... .

Fibonacci numbers are related to the golden ratio  and to its conjugate , which are
given by the following formulas:

(2.14)

Specifically, we have

(2.15)



which can be proved by induction (Exercise 2.2-7). Since  < 1, we have 
, so that the ith Fibonacci number Fi is equal to  rounded

to the nearest integer. Thus, Fibonacci numbers grow exponentially.

Exercises

2.2-1

Show that if f(n) and g(n) are monotonically increasing functions, then so are the
functions f(n) + g(n) and f(g(n)), and if f(n) and g(n) are in addition nonnegative,
then f(n) . g(n)is monotonically increasing.

2.2-2

Use the definition of O-notation to show that T(n) = no(1) if and only if there exists a
constant k > 0 such that T(n) = O(nk).

2.2-3

Prove equation (2.9).

2.2-4

Prove that lg(n!) = (n lg n) and that n! = o(nn).

2.2-5

Is the function [lg n]! polynomially bounded? Is the function [lg lg n]! polynomially
bounded?

2.2-6 *

Which is asymptotically larger: lg(lg* n) or lg*(lg n)?

2.2-7

Prove by induction that the ith Fibonacci number satisfies the equality 

 where  is the golden ratio and  is its conjugate.

2.2-8



Prove that for i  0, the (i + 2)nd Fibonacci number satisfies Fi+2  i.

Problems
2-1 Asymptotic behavior of polynomials

Let

where ad > 0, be a degree-d polynomial in n, and let k be a constant. Use the
definitions of the asymptotic notations to prove the following properties.

a. If k  d, then p(n) = O(nk).

b. If k  d, then p(n) = (nk).

c. If k = d, then p(n) = (nk).

d. If k > d, then p(n) = o(nk).

e. If k < d, then p(n) = (nk).

2-2 Relative asymptotic growths

Indicate, for each pair of expressions (A, B) in the table below, whether A is O, o, , 
, or  of B. Assume that k  1,  > 0, and c > 1 are constants. Your answer should

be in the form of the table with "yes" or "no" written in each box.



2-3 Ordering by asymptotic growth rates

a. Rank the following functions by order of growth; that is, find an arrangement g1, g2,
. . . ,g30 of the functions satisfying g1 = (g2), g2 = (g3), ..., g29 = (g30). Partition
your list into equivalence classes such that f(n) and g(n) are in the same class if and
only if f(n) = (g(n)).

b. Give an example of a single nonnegative function f(n) such that for all
functions gi(n) in part (a), f(n)is neither O(gi(n)) nor (gi(n)).

2-4 Asymptotic notation properties

Let f(n) and g(n) be asymptotically positive functions. Prove or disprove each of the
following conjectures.

a. f(n) = O(g(n)) implies g(n) = O(f(n)).

b. f(n) + g(n) = (min(â(n), g(n))).

c. f(n) = O(g(n)) implies lg(f(n)) = O(lg(g(n))), where lg(g(n)) > 0 and f(n)  1 for all
sufficiently large n.

d. f(n) = O(g(n)) implies 2f(n) = O(2g(n)).

e. f(n) = O ((f(n))2).

f. f(n) = O(g(n)) implies g(n) = (f(n)).

g. f(n) = (f(n/2)).

h. f(n) + o(f(n)) = (f (n)).

2-5 Variations on O and 



Some authors define  in a slightly different way than we do; let's use  (read

"omega infinity") for this alternative definition. We say that  if there
exists a positive constant csuch that f(n)  cg(n)  0 for infinitely many integers n.

a. Show that for any two functions f(n) and g(n) that are asymptotically nonnegative,

either f(n) = O(g(n)) or f(n) =  (g(n)) or both, whereas
this is not true if we use  in place of 

b. Describe the potential advantages and disadvantages of using  instead of  to
characterize the running times of programs.

Some authors also define O in a slightly different manner; let's use O' for the
alternative definition. We say that f(n) = O'(g(n)) if and only if f(n)  = O'(g(n)).

c. What happens to each direction of the "if and only if" in Theorem 2.1 under this
new definition?

Some authors define  (read "soft-oh") to mean O with logarithmic factors ignored:

(g(n)) = {f(n): there exist positive constants c, k, and n0 such that

0  f(n)  cg(n)1gk(n) for all n  n0}.

d. Define  in a similar manner. Prove the corresponding analog to Theorem
2.1.

2-6 Iterated functions

The iteration operator "*" used in the 1g* function can be applied to monotonically
increasing functions over the reals. For a function â satisfying f(n) < n, we define the
function f(i) recursively for nonnegative integers i by

For a given constant c  R, we define the iterated function  by



which need not be well-defined in all cases. In other words, the quantity (n) is
the number of iterated applications of the function â required to reduce its argument
down to c or less.

For each of the following functions f (n) and constants c, give as tight a bound as
possible on (n).

SUMMATIONS
When an algorithm contains an iterative control construct such as a while or for loop,
its running time can be expressed as the sum of the times spent on each execution of
the body of the loop. For example, we found in Section 1.2 that the jth iteration of
insertion sort took time proportional to j in the worst case. By adding up the time
spent on each iteration, we obtained the summation (or series)

Evaluating this summation yielded a bound of (n2) on the worst-case running time
of the algorithm. This example indicates the general importance of understanding how
to manipulate and bound summations. (As we shall see in Chapter 4, summations also
arise when we use certain methods to solve recurrences.)

3.1 Summation formulas and properties
Given a sequence a1, a2, . . . of numbers, the finite sum a1 + a2 + . . . +an can be
written

If n = 0, the value of the summation is defined to be 0. If n is not an integer, we
assume that the upper limit is n . Similarly, if the sum begins with k = x, where x is
not an integer, we assume that the initial value for the summation is x . (Generally,



we shall put in floors and ceilings explicitly.) The value of a finite series is always
well defined, and its terms can be added in any order.

Given a sequence a1, a2, . . . of numbers, the infinite sum a1 + a2 +    can be written

which is interpreted to mean

If the limit does not exist, the series diverges; otherwise, it converges. The terms of a
convergent series cannot always be added in any order. We can, however, rearrange
the terms of anabsolutely convergent series, that is, a series  for which the
series  also converges.

Linearity

For any real number c and any finite sequences a1, a2, . . . , an and b1, b2, . . . , bn,

The linearity property is also obeyed by infinite convergent series.

The linearity property can be exploited to manipulate summations incorporating
asymptotic notation. For example,

In this equation, the -notation on the left-hand side applies to the variable k, but on
the right-hand side, it applies to n. Such manipulations can also be applied to infinite
convergent series.



Arithmetic series

The summation

which came up when we analyzed insertion sort, is an arithmetic series and has the
value

(3.1)

(3.2)

Geometric series

For real x  1, the summation

is a geometric or exponential series and has the value

(3.3)

When the summation is infinite and |x| < 1, we have the infinite decreasing geometric
series



(3.4)

Harmonic series

For positive integers n, the nth harmonic number is

(3.5)

Problems
3-1 Bounding summations

Give asymptotically tight bounds on the following summations. Assume that r  0
and s  0 are constants.

RECURRENCES
As noted in Chapter 1, when an algorithm contains a recursive call to itself, its
running time can often be described by a recurrence. A recurrence is an equation or
inequality that describes a function in terms of its value on smaller inputs. For



example, we saw in Chapter 1 that the worst-case running time T(n) of
the MERGE-SORT procedure could be described by the recurrence

(4.1)

whose solution was claimed to be T(n) = (n lg n).

This chapter offers three methods for solving recurrences--that is, for obtaining
asymptotic " " or "O" bounds on the solution. In the substitution method, we guess a
bound and then use mathematical induction to prove our guess correct. The iteration
method converts the recurrence into a summation and then relies on techniques for
bounding summations to solve the recurrence. The master method provides bounds
for recurrences of the form

T(n) = aT(n/b) + (n),

where a  1, b > 1, and (n) is a given function; it requires memorization of three
cases, but once you do that, determining asymptotic bounds for many simple
recurrences is easy.

(4.2)

Boundary conditions represent another class of details that we typically ignore. Since
the running time of an algorithm on a constant-sized input is a constant, the
recurrences that arise from the running times of algorithms generally have T(n) = 
(1) for sufficiently small n. Consequently, for convenience, we shall generally omit
statements of the boundary conditions of recurrences and assume that T(n) is constant
for small n. For example, we normally state recurrence (4.1) as

T(n) = 2T(n/2) + (n),

(4.3)



without explicitly giving values for small n. The reason is that although changing the
value of T(1) changes the solution to the recurrence, the solution typically doesn't
change by more than a constant factor, so the order of growth is unchanged.

4.1 The substitution method
The substitution method for solving recurrences involves guessing the form of the
solution and then using mathematical induction to find the constants and show that the
solution works. The name comes from the substitution of the guessed answer for the
function when the inductive hypothesis is applied to smaller values. This method is
powerful, but it obviously can be applied only in cases when it is easy to guess the
form of the answer.

The substitution method can be used to establish either upper or lower bounds on a
recurrence. As an example, let us determine an upper bound on the recurrence

T(n) = 2T( n/2 ) + n,

(4.4)

which is similar to recurrences (4.2) and (4.3). We guess that the solution is T(n)
= O(n lg n). Our method is to prove that T(n)  cn lg n for an appropriate choice of the
constant c > 0. We start by assuming that this bound holds for n/2 , that is, that T(
n/2 )  c n/2  1g ( n/2 ). Substituting into the recurrence yields

T(n) 2(c n/2 1g ( n/2 )) + n
cn lg(n/2) + n

= cn lg n - cn lg 2 + n
= cn lg n - cn + n

cn lg n,

where the last step holds as long as c  1.

Mathematical induction now requires us to show that our solution holds for the
boundary conditions. That is, we must show that we can choose the constant c large
enough so that the bound T(n)  cn lg n works for the boundary conditions as well.
This requirement can sometimes lead to problems. Let us assume, for the sake of
argument, that T(1) = 1 is the sole boundary condition of the recurrence. Then,
unfortunately, we can't choose c large enough, since T(1)  c1 lg 1 = 0.



This difficulty in proving an inductive hypothesis for a specific boundary condition
can be easily overcome. We take advantage of the fact that asymptotic notation only
requires us to prove T(n)  cn lg n for n  n0, where n0 is a constant. The idea is to
remove the difficult boundary condition T(1) = 1 from consideration in the inductive
proof and to include n = 2 and n = 3 as part of the boundary conditions for the proof.
We can impose T(2) and T(3) as boundary conditions for the inductive proof because
for n > 3, the recurrence does not depend directly on T(1). From the recurrence, we
derive T(2) = 4 and T(3) = 5. The inductive proof that T(n)  cn lg n for some
constant c  2 can now be completed by choosing c large enough so that T(2)  c2 lg
2 and T(3)  c3 lg 3. As it turns out, any choice of c  2 suffices. For most of the
recurrences we shall examine, it is straightforward to extend boundary conditions to
make the inductive assumption work for small n.

Exercises

4.1-1

Show that the solution of T(n) = T( n/2 ) + 1 is O(lg n).

4.1-2

Show that the solution of T(n) = 2T( n/2 ) + n is (n lg n). Conclude that the solution
is (n lg n).

4.1-3

Show that by making a different inductive hypothesis, we can overcome the difficulty
with the boundary condition T(1) = 1 for the recurrence (4.4) without adjusting the
boundary conditions for the inductive proof.

4.1-4

Show that (n lg n) is the solution to the "exact" recurrence (4.2) for merge sort.

4.1-5

Show that the solution to T(n) = 2T( n/2  + 17) + n is O(n lg n).

4.1-6



Solve the recurrence  by making a change of variables. Do not
worry about whether values are integral.

4.2 The iteration method
The method of iterating a recurrence doesn't require us to guess the answer, but it may
require more algebra than the substitution method. The idea is to expand (iterate) the
recurrence and express it as a summation of terms dependent only on n and the initial
conditions. Techniques for evaluating summations can then be used to provide bounds
on the solution.

As an example, consider the recurrence

T(n) = 3T( n/4 ) + n.

We iterate it as follows:

T(n) = n + 3T( n/4 )

= n + 3 ( n/4 + 3T( n/16 ))

= n + 3( n/4 + 3( n/16 + 3T( n/64 )))

= n + 3 n/4 + 9 n/16 + 27T( n/64 ),

where n/4 /4  = n/16  and n/16 /4  = n/64  follow from the identity (2.4).

How far must we iterate the recurrence before we reach a boundary condition? The ith
term in the series is 3i n/4i . The iteration hits n = 1 when n/4i  = 1 or, equivalently,
when i exceeds log4 n. By continuing the iteration until this point and using the bound 
n/4i   n/4i, we discover that the summation contains a decreasing geometric series:

Here, we have used the identity (2.9) to conclude that 3log
4 n = nlog

4
3, and we have used

the fact that log4 3 < 1 to conclude that (nlog
4
3) = o(n).

The iteration method usually leads to lots of algebra, and keeping everything straight
can be a challenge. The key is to focus on two parameters: the number of times the



recurrence needs to be iterated to reach the boundary condition, and the sum of the
terms arising from each level of the iteration process. Sometimes, in the process of
iterating a recurrence, you can guess the solution without working out all the math.
Then, the iteration can be abandoned in favor of the substitution method, which
usually requires less algebra.

When a recurrence contains floor and ceiling functions, the math can become
especially complicated. Often, it helps to assume that the recurrence is defined only
on exact powers of a number. In our example, if we had assumed that n = 4k for some
integer k, the floor functions could have been conveniently omitted. Unfortunately,
proving the bound T(n) = O(n) solely for exact powers of 4 is technically an abuse of
the O-notation. The definitions of asymptotic notation require that bounds be proved
for all sufficiently large integers, not just those that are powers of 4. We shall see in
Section 4.3 that for a large class of recurrences, this technicality can be overcome.
Problem 4-5 also gives conditions under which an analysis for exact powers of an
integer can be extended to all integers.

Recursion trees

Exercises

4.3 The master method
The master method provides a "cookbook" method for solving recurrences of the form

T(n) = aT(n/b)+â(n),

(4.5)

where a  1 and b > 1 are constants and â(n) is an asymptotically positive function.
The master method requires memorization of three cases, but then the solution of
many recurrences can be determined quite easily, often without pencil and paper.

The recurrence (4.5) describes the running time of an algorithm that divides a problem
of size n into a subproblems, each of size n/b, where a and b are positive constants.
The a subproblems are solved recursively, each in time T(n/b). The cost of dividing
the problem and combining the results of the subproblems is described by the function
â(n). (That is, using the notation from Section 1.3.2, â(n) = D(n) + C(n).) For example,



the recurrence arising from the MERGE-SORT procedure has a = 2, b = 2, and â(n) = 
(n).

As a matter of technical correctness, the recurrence isn't actually well defined
because n/b might not be an integer. Replacing each of the a terms T(n/b) with
either T( n/b ) or T( n/b ) doesn't affect the asymptotic behavior of the recurrence,
however. (We'll prove this in the next section.) We normally find it convenient,
therefore, to omit the floor and ceiling functions when writing divide-and-conquer
recurrences of this form.

The master theorem

The master method depends on the following theorem.

Theorem 4.1

Let a  1 and b > 1 be constants, let â(n) be a function, and let T(n) be defined on the
nonnegative integers by the recurrence

T(n) = aT(n/b) + â(n),

where we interpret n/b to mean either n/b  or n/b . Then T(n) can be bounded
asymptotically as follows.

1. If â(n) = O(nlog
b
a- ) for some constant  > 0, then T(n) = (nlogba

).

2. If â(n) = (nlog
b
a), then T(n) = (nlog

b
alg n).

3. If â(n) = (nlogba+ ) for some constant  > 0, and if aâ(n/b)  câ(n) for some
constant c < 1 and all sufficiently large n, then T(n) = (â(n)).

Before applying the master theorem to some examples, let's spend a moment trying to
understand what it says. In each of the three cases, we are comparing the function â(n)
with the functionnlog

b
a. Intuitively, the solution to the recurrence is determined by the

larger of the two functions. If, as in case 1, the function nlog
b
a is the larger, then the

solution is T(n) = (â(nlog
b
a). If, as in case 3, the function â(n) is the larger, then the

solution is T(n) = (â(n)). If, as in case 2, the two functions are the same size, we
multiply by a logarithmic factor, and the solution is T(n) = (nlog

b
a lg n) = 

(â(n)lg n).



Beyond this intuition, there are some technicalities that must be understood. In the
first case, not only must â(n) be smaller than nlog

b
a, it must be polynomially smaller.

That is, â(n) must be asymptotically smaller than nlog
b
a by a factor of n  for some

constant  > 0. In the third case, not only must â(n) be larger than nlog
b
a, it must be

polynomially larger and in addition satisfy the "regularity" condition that aâ(n/b) 
 câ(n). This condition is satisfied by most of the polynomially bounded functions that
we shall encounter.

It is important to realize that the three cases do not cover all the possibilities for â(n).
There is a gap between cases 1 and 2 when â(n) is smaller than nlog

b
a but not

polynomially smaller. Similarly, there is a gap between cases 2 and 3 when â(n) is
larger than nlog

b
a but not polynomially larger. If the function â(n) falls into one of these

gaps, or if the regularity condition in case 3 fails to hold, the master method cannot be
used to solve the recurrence.

Using the master method

To use the master method, we simply determine which case (if any) of the master
theorem applies and write down the answer.

As a first example, consider

T(n) = 9T(n/3) + n.

For this recurrence, we have a = 9, b = 3, â(n) = n, and thus nlog
b
a = nlog

3
9 = (n2).

Since â(n) = 0(nlog
3
9- ), where  = 1, we can apply case 1 of the master theorem and

conclude that the solution is T(n) = (n2).

Now consider

T(n) = T(2n/3) + 1,

in which a = 1, b = 3/2, â(n) = 1, and nlog
b
a = nlog

3/2
1 = n0 = 1. Case 2 applies, since â(n)

= (nlog
b
a) = (1), and thus the solution to the recurrence is T(n) = (lg n).

For the recurrence

T(n) = 3T(n/4) + n lg n,

we have a = 3, b = 4, â(n) = n lg n, and nlog
b
a = nlog

4
3 = 0(n0.793). Since â(n) = (nlog

4
3+

), where   0.2, case 3 applies if we show that the regularity condition holds for



â(n). For sufficiently large n, aâ(n/b) = 3(n/4) lg(n/4)  (3/4)n lg n = câ(n) for c = 3/4.
Consequently, by case 3, the solution to the recurrence is T(n) = (n lg n).

The master method does not apply to the recurrence

T(n) = 2T(n/2) = + n 1g n,

even though it has the proper form: a = 2, b = 2, â(n) = n1g n, and nlog
b
a = n. It seems

that case 3 should apply, since â(n) = n1g n is asymptotically larger than nlog
b
a = n but

not polynomially larger. The ratio â(n)/nlog
b
a = (n 1g n)/n = 1g n is asymptotically less

than n  for any positive constant . Consequently, the recurrence falls into the gap
between case 2 and case 3. (See Exercise 4.4-2 for a solution.)

Exercises

4.3-1

Use the master method to give tight asymptotic bounds for the following recurrences.

a. T(n) = 4T(n/2) + n.

b. T(n) = 4T(n/2) + n2.

c. T(n) = 4T(n/2) + n3.

4.3-2

The running time of an algorithm A is described by the recurrence T(n) = 7T(n/2) + n2.
A competing algorithm A' has a running time of T'(n) = aT'(n/4) + n2. What is the
largest integer value fora such that A' is asymptotically faster than A?

4.3-3

Use the master method to show that the solution to the recurrence T(n) = T(n/2) + 
(1) of binary search (see Exercise 1.3-5) is T(n) = (1g n).

4.3-4

Consider the regularity condition aâ(n/b)  câ(n) for some constant c < 1, which is
part of case 3 of the master theorem. Give an example of a simple function â(n) that



satisfies all the conditions in case 3 of the master theorem except the regularity
condition.

* 4.4 Proof of the master theorem
This section contains a proof of the master theorem (Theorem 4.1) for more advanced
readers. The proof need not be understood in order to apply the theorem.

The proof is in two parts. The first part analyzes the "master" recurrence (4.5), under
the simplifying assumption that T(n) is defined only on exact powers of b > 1, that is,
for n = 1, b, b2, . . .. This part gives all the intuition needed to understand why the
master theorem is true. The second part shows how the analysis can be extended to all
positive integers n and is merely mathematical technique applied to the problem of
handling floors and ceilings.

In this section, we shall sometimes abuse our asymptotic notation slightly by using it
to describe the behavior of functions that are only defined over exact powers of b.
Recall that the definitions of asymptotic notations require that bounds be proved for
all sufficiently large numbers, not just those that are powers of b. Since we could
make new asymptotic notations that apply to the set {bi : i = 0,1, . . .}, instead of the
nonnegative integers, this abuse is minor.

Nevertheless, we must always be on guard when we are using asymptotic notation
over a limited domain so that we do not draw improper conclusions. For example,
proving that T(n) = O(n) when n is an exact power of 2 does not guarantee that T(n)
= O(n). The function T(n) could be defined as

in which case the best upper bound that can be proved is T(n) = O(n2). Because of this
sort of drastic consequence, we shall never use asymptotic notation over a limited
domain without making it absolutely clear from the context that we are doing so.

4.4.1 The proof for exact powers

The first part of the proof of the master theorem analyzes the master recurrence (4.5),

T(n) = aT(n/b) + â(n),



under the assumption that n is an exact power of b > 1, where b need not be an integer.
The analysis is broken into three lemmas. The first reduces the problem of solving the
master recurrence to the problem of evaluating an expression that contains a
summation. The second determines bounds on this summation. The third lemma puts
the first two together to prove a version of the master theorem for the case in
which n is an exact power of b.

Lemma 4.2

Let a  1 and b > 1 be constants, and let â(n) be a nonnegative function defined on
exact powers of b. Define T(n) on exact powers of b by the recurrence

where i is a positive integer. Then

(4.6)

Proof Iterating the recurrence yields

T(n) = â(n) + aT(n/b)
= â(n) + aâ(n/b) + a2T(n/b2)
= â(n) + aâ(n/b) + a2â(n/b2) + . . .
+ alogb

n-1 f(n/blogb
n-1) + alogb

nT(1) .

Since alog
b 

n = nlog
b
a, the last term of this expression becomes

alogb
n T(1) = (nlogb

a);

using the boundary condition T(1) = (1). The remaining terms can be expressed as
the sum



thus,

which completes the proof.

The recursion tree

Before proceeding, let's try to develop some intuition by using a recursion tree. Figure
4.3 shows the tree corresponding to the iteration of the recurrence in Lemma 4.2. The
root of the tree has cost â(n), and it has a children, each with cost â(n/b). (It is
convenient to think of a as being an integer, especially when visualizing the recursion
tree, but the mathematics does not require it.) Each of these children has a children
with cost â(n/b2), and thus there are a2 nodes that are distance 2 from the root. In
general, there are a2 nodes that are distance j from the root, and each has cost â(n/bj).
The cost of each leaf is T(1) = (1), and each leaf is distance logbn from the root,
since n/blog

b
n = 1. There are alog

b
n = nlog

b
a leaves in the tree.

We can obtain equation (4.6) by summing the costs of each level of the tree, as shown
in the figure. The cost for a level j of internal nodes is ajâ(n/bj), and so the total of all
internal node levels is

In the underlying divide-and-conquer algorithm, this sum represents the costs of
dividing problems into subproblems and then recombining the subproblems. The cost
of all the leaves, which is the cost of doing all nlog

b
a subproblems of size 1, is (nlog

b
a).

In terms of the recursion tree, the three cases of the master theorem correspond to
cases in which the total cost of the tree is (1) dominated by the costs in the leaves, (2)
evenly distributed across the levels of the tree, or (3) dominated by the cost of the
root.

The summation in equation (4.6) describes the cost of the dividing and combining
steps in the underlying divide-and-conquer algorithm. The next lemma provides
asymptotic bounds on the summation's growth.



Figure 4.3 The recursion tree generated by T(n) = aT(n/b)+ f(n). The tree is a
complete a-ary tree with nlog

b
a leaves and height logb a. The cost of each level is shown at the right,

and their sum is given in equation (4.6).

Lemma 4.3

Let a  1 and b > 1 be constants, and let â(n) be a nonnegative function defined on
exact powers of b. A function g(n) defined over exact powers of b by

(4.7)

can then be bounded asymptotically for exact powers of b as follows.

1. If â(n) = O(nlog
b
a- ) for some constant  > 0, then g(n) = O(nlog

b
a).

2. If â(n) = (nlog
b
a
), then g(n) = (nlog

b
a
 1g n).

3. If aâ(n/b)  câ(n) for some constant c < 1 and all n  b, then g(n) = (â(n)).



Proof For case 1, we have â(n) = O(nlogba- ), implying that â(n/bj) = O((n/bj)logba- ).
Substituting into equation (4.7) yields

(4.8)

We bound the summation within the O-notation by factoring out terms and
simplifying, which leaves an increasing geometric series:

Since b and  are constants, the last expression reduces to nlog
b
a

- O(n ) = O(nlog
b
a).

Substituting this expression for the summation in equation (4.8) yields

g(n) = O(nlogb
a),

and case 1 is proved.

Under the assumption that â(n) = (nlog
b
a) for case 2, we have that â(n/bj) = 

((n/bj)log
b
a). Substituting into equation (4.7) yields

(4.9)



We bound the summation within the  as in case 1, but this time we do not obtain a
geometric series. Instead, we discover that every term of the summation is the same:

Substituting this expression for the summation in equation (4.9) yields

g(n) = (nlogb
alogbn)

= (nlogb
a 1g n),

and case 2 is proved.

Case 3 is proved similarly. Since (n) appears in the definition (4.7) of g(n) and all
terms of g(n) are nonnegative, we can conclude that g(n) = ( (n)) for exact powers
of b. Under the assumption that af (n/b)  cf(n) for some constant c < 1 and all n  b,
we have aj (n/bj)  cj (n). Substituting into equation (4.7) and simplifying yields a
geometric series, but unlike the series in case 1, this one has decreasing terms:

since c is constant. Thus, we can conclude that g(n) = ( (n)) for exact powers
of b. Case 3 is proved, which completes the proof of the lemma.

We can now prove a version of the master theorem for the case in which n is an exact
power of b.



Lemma 4.4

Let a  1 and b > 1 be constants, and let (n) be a nonnegative function defined on
exact powers of b. Define T(n) on exact powers of b by the recurrence

where i is a positive integer. Then T(n) can be bounded asymptotically for exact
powers of b as follows.

1. If (n) = O(nlog
b
a- ) for some constant  > 0, then T(n) = (nlog

b
a).

2. If (n) = (nlog
b
a), then T(n) = (nlog

b
a lg n).

3. If (n) = (nlog
b
a+ ) for some constant  > 0, and if a (n/b)  c (n) for some

constant c < 1 and all sufficiently large n, then T(n) = ( (n)).

Proof We use the bounds in Lemma 4.3 to evaluate the summation (4.6) from Lemma
4.2. For case 1, we have

T(n) = (nlogb
a) + O(nlogb

a)
= (nlogb

a),

and for case 2,

T(n) = (nlogb
a) + (nlogb

a 1g n)
= (nlogb

a lg n).

For case 3, the condition a (n/b)  c (n) implies (n) = (nlog
b
a+ ) (see Exercise

4.4-3). Consequently,

T(n) = (nlogb
a) + ( (n))

= ( (n)).

Problems
4-1 Recurrence examples



Give asymptotic upper and lower bounds for T(n) in each of the following
recurrences. Assume that T(n) is constant for n  2. Make your bounds as tight as
possible, and justify your answers.

a. T(n) = 2T  (n/2) + n3.

b. T(n) = T(9n/10) + n.

c. T(n) = 16T(n/4) + n2.

d. T(n) = 7T(n/3) + n2.

e. T(n) = 7T(n/2) + n2.

g. T(n) = T(n - 1) + n.

4-4 More recurrence examples

Give asymptotic upper and lower bounds for T(n) in each of the following
recurrences. Assume that T(n) is constant for n  2. Make your bounds as tight as
possible, and justify your answers.

a. T(n) = 3T(n/2) + n 1g n.

b. T(n) = 3T(n/3 + 5) + n / 2.

c. T(n) = 2T(n/2) + n / lg n.

d. T(n) = T(n - 1) + 1 / n.

e. T(n) = T(n - 1) + 1g n.

COUNTING AND PROBABILITY



6.1 Counting
Counting theory tries to answer the question "How many?" without actually
enumerating how many. For example, we might ask, "How many different n-bit
numbers are there?" or "How many orderings of n distinct elements are there?" In this
section, we review the elements of counting theory. Since some of the material
assumes a basic understanding of sets, the reader is advised to start by reviewing the
material in Section 5.1.

Rules of sum and product

A set of items that we wish to count can sometimes be expressed as a union of disjoint
sets or as a Cartesian product of sets.

The rule of sum says that the number of ways to choose an element from one of
two disjoint sets is the sum of the cardinalities of the sets.That is, if A and B are two
finite sets with no members in common, then |A  B| = |A| + |B|, which follows from
equation (5.3). For example, each position on a car's license plate is a letter or a digit.
The number of possibilities for each position is therefore 26 + 10 = 36, since there are
26 choices if it is a letter and 10 choices if it is a digit.

The rule of product says that the number of ways to choose an ordered pair is the
number of ways to choose the first element times the number of ways to choose the
second element. That is, if Aand B are two finite sets, then |A  B| = |A|  |B|, which is
simply equation (5.4). For example, if an ice-cream parlor offers 28 flavors of ice
cream and 4 toppings, the number of possible sundaes with one scoop of ice cream
and one topping is 28  4 = 112.

Strings

A string over a finite set S is a sequence of elements of S. For example, there are 8
binary strings of length 3:

000, 001, 010, 011, 100, 101, 110, 111 .

We sometimes call a string of length k a k-string. A substring s' of a string s is an
ordered sequence of consecutive elements of s. A k-substring of a string is a substring



of length k. For example, 010 is a 3-substring of 01101001 (the 3-substring that begins
in position 4), but 111 is not a substring of 01101001.

A k-string over a set S can be viewed as an element of the Cartesian
product Sk of k-tuples; thus, there are |S|k strings of length k. For example, the number
of binary k-strings is 2k. Intuitively, to construct a k-string over an n-set, we
have n ways to pick the first element; for each of these choices, we have n ways to
pick the second element; and so forth k times. This construction leads to the k-fold
product n  n  n = nk as the number of k-strings.

Permutations

A permutation of a finite set S is an ordered sequence of all the elements of S, with
each element appearing exactly once. For example, if S = {a, b, c}, there are 6
permutations of S:

abc, acb, bac, bca, cab, cba .

There are n! permutations of a set of n elements, since the first element of the
sequence can be chosen in n ways, the second in n - 1 ways, the third in n - 2 ways,
and so on.

A k-permutation of S is an ordered sequence of k elements of S, with no element
appearing more than once in the sequence. (Thus, an ordinary permutation is just
an n-permutation of an n-set.) The twelve 2-permutations of the set {a, b, c, d} are

ab, ac, ad, ba, bc, bd, ca, cb, cd, da, db, dc.

The number of k-permutations of an n-set is

(6.1)

since there are n ways of choosing the first element, n - 1 ways of choosing the second
element, and so on until k elements are selected, the last being a selection from n - k +
1 elements.

Combinations



A k-combination of an n-set S is simply a k-subset of S. There are six 2-combinations
of the 4-set {a, b, c, d}:

ab, ac, ad, bc, bd, cd .

(Here we use the shorthand of denoting the 2-set {a,b} by ab, and so on.) We can
construct a k-combination of an n-set by choosing k distinct (different) elements from
the n-set.

The number of k-combinations of an n-set can be expressed in terms of the number
of k-permutations of an n-set. For every k-combination, there are exactly k!
permutations of its elements, each of which is a distinct k-permutation of the n-set.
Thus, the number of k-combinations of an n-set is the number of k-permutations
divided by k!; from equation (6.1), this quantity is

(6.2)

For k = 0, this formula tells us that the number of ways to choose 0 elements from
an n-set is 1 (not 0), since 0! = 1.

Binomial coefficients

We use the notation  (read "n choose k") to denote the number of k-combinations of
an n-set. From equation (6.2), we have

(6.3)

This formula is symmetric in k and n - k:

(6.4)



These numbers are also known as binomial coefficients, due to their appearance in
the binomial expansion:

(6.5)

A special case of the binomial expansion occurs when x = y = 1:

(6.6)

This formula corresponds to counting the 2n binary n-strings by the number of 1's they

contain: there are  binary n-strings containing exactly k 1's, since there are 
 ways to choose k out of the n positions in which to place the 1's.

There are many identities involving binomial coefficients. The exercises at the end of
this section give you the opportunity to prove a few.

Binomial bounds

We sometimes need to bound the size of a binomial coefficient. For 1  k  n, we have
the lower bound

(6.7)

Taking advantage of the inequality k!  (k/e)k derived from Stirling's formula (2.12),
we obtain the upper bounds



(6.8)

(6.9)

For all 0  k  n, we can use induction (see Exercise 6.1-12) to prove the bound

(6.10)

where for convenience we assume that 00 = 1. For k = n, where 0    1, this
bound can be rewritten as

(6.11)

(6.12)

where

H( ) = - lg - (1 - ) lg (1 - )

(6.13)

is the (binary) entropy function and where, for convenience, we assume that 0 lg 0 =
0, so that H (0) = H (1) = 0.



Exercises

6.1-1

How many k-substrings does an n-string have? (Consider identical k-substrings at
different positions as different.) How many substrings does an n-string have in total?

6.1-2

An n-input, m-output boolean function is a function from {TRUE, FALSE}n to {TRUE,
FALSE}m. How many n-input, 1-output boolean functions are there? How
many n-input, m-output boolean functions are there?

6.1-3

In how many ways can n professors sit around a circular conference table? Consider
two seatings to be the same if one can be rotated to form the other.

6.1-4

In how many ways can three distinct numbers be chosen from the set {1, 2, . . . , 100}
so that their sum is even?

6.1-5

Prove the identity

(6.14)

for 0 < k  n.

6.1-6

Prove the identity



for 0  k < n.

6.1-7

To choose k objects from n, you can make one of the objects distinguished and
consider whether the distinguished object is chosen. Use this approach to prove that

6.1-8

Using the result of Exercise 6.1-7, make a table for n = 0, 1, . . . , 6 and 0  k  n of the

binomial coefficients  with  at the top,  and 

 on the next line, and so forth. Such a table of binomial coefficients is
called Pascal's triangle.

6.1-9

Prove that

6.1-10

Show that for any n  0 and 0  k  n, the maximum value of 

 is achieved
when k = n/2  or k = n/2 .

6.1-11

Argue that for any n  0, j  0, k  0, and j + k  n,

**image 104_g.gif not available**

(6.15)



Provide both an algebraic proof and an argument based on a method for
choosing j + k items out of n. Give an example in which equality does not hold.

6.1-12

Use induction on k  n/2 to prove inequality (6.10), and use equation (6.4) to extend it
to all k  n.

6.1-13

Use Stirling's approximation to prove that

**image 104_h.gif not available**

(6.16)

6.1-14

By differentiating the entropy function H ( ), show that it achieves its maximum
value at = 1/2. What is H (1/2)?

6.2 Probability
Probability is an essential tool for the design and analysis of probabilistic and
randomized algorithms. This section reviews basic probability theory.

We define probability in terms of a sample space S, which is a set whose elements are
called elementary events. Each elementary event can be viewed as a possible outcome
of an experiment. For the experiment of flipping two distinguishable coins, we can
view the sample space as consisting of the set of all possible 2-strings over {H, T}:

S = {HH, HT, TH, TT} .

An event is a subset1 of the sample space S. For example, in the experiment of flipping
two coins, the event of obtaining one head and one tail is {HT, TH}. The event S is
called the certain event, and the event  is called the null event. We say that two
events A and B are mutually exclusive if . We sometimes treat an elementary
event s  S as the event {s}. By definition, all elementary events are mutually
exclusive.



1 For a general probability distribution, there may be some subsets of the sample
space S that are not considered to be events. This situation usually arises when the
sample space is uncountably infinite. The main requirement is that the set of events of
a sample space be closed under the operations of taking the complement of an event,
forming the union of a finite or countable number of events, and taking the
intersection of a finite or countable number of events. Most of the probability
distributions we shall see are over finite or countable sample spaces, and we shall
generally consider all subsets of a sample space to be events. A notable exception is
the continuous uniform probability distribution, which will be presented shortly.

Axioms of probability

A probability distribution Pr{} on a sample space S is a mapping from events of S to
real numbers such that the following probability axioms are satisfied:

1. Pr {A}  0 for any event A.

2. Pr {S} = 1.

3. Pr {A  B} = Pr {A} + Pr {B} for any two mutually exclusive events A and B.
More generally, for any (finite or countably infinite) sequence of events A1, A2, . . .
that are pairwise mutually exclusive,

We call Pr {A} the probability of the event A. We note here that axiom 2 is a
normalization requirement: there is really nothing fundamental about choosing 1 as
the probability of the certain event, except that it is natural and convenient.

Several results follow immediately from these axioms and basic set theory (see
Section 5.1). The null event  has probability . If A  B, then Pr{A} 
 Pr{B}. Using  to denote the event S - A (the complement of A), we have 

. For any two events A and B,

PR{A B} = Pr{A} + Pr{B} - Pr{A B}

(6.17)

Pr{A} + Pr{B} .



(6.18)

In our coin-flipping example, suppose that each of the four elementary events has
probability 1/4. Then the probability of getting at least one head is

Pr{HH, HT, TH} = Pr{HH} + Pr{HT} + Pr{TH}
= 3/4.

Alternatively, since the probability of getting strictly less than one head is Pr{TT} =
1/4, the probability of getting at least one head is 1 - 1/4 = 3/4.

Discrete probability distributions

A probability distribution is discrete if it is defined over a finite or countably infinite
sample space. Let S be the sample space. Then for any event A,

since elementary events, specifically those in A, are mutually exclusive. If S is finite
and every elementary event s  S has probability

Pr{s} = 1/ S ,

then we have the uniform probability distribution on S. In such a case the experiment
is often described as "picking an element of S at random."

As an example, consider the process of flipping a fair coin, one for which the
probability of obtaining a head is the same as the probability of obtaining a tail, that
is, 1/2. If we flip the coin n times,we have the uniform probability distribution defined
on the sample space S = {H, T}n, a set of size 2n. Each elementary event in S can be
represented as a string of length n over {H, T}, and each occurs with probability 1/2n.
The event

A = {exactly k heads and exactly n - k tails occur}

is a subset of S of size , since there are  strings of length n over {H, T}
that contain exactly k H'S. The probability of event A is thus .



Continuous uniform probability distribution

The continuous uniform probability distribution is an example of a probability
distribution in which all subsets of the sample space are not considered to be events.
The continuous uniform probability distribution is defined over a closed interval [a, b]
of the reals, where a < b. Intuitively, we want each point in the interval [a, b] to be
"equally likely." There is an uncountable number of points, however, so if we give all
points the same finite, positive probability, we cannot simultaneously satisfy axioms 2
and 3. For this reason, we would like to associate a probability only with some of the
subsets of S in such a way that the axioms are satisfied for these events.

For any closed interval [c,d], where a  c  d  b, the continuous uniform
probability distribution defines the probability of the event [c, d] to be

Note that for any point x = [x, x], the probability of x is 0. If we remove the endpoints
of an interval [c, d], we obtain the open interval (c, d). Since [c, d] = [c, c]  (c, d) 
 [d, d], axiom 3 gives us Pr{[c, d]} = Pr{(c, d)}. Generally, the set of events for the
continuous uniform probability distribution is any subset of [a, b] that can be obtained
by a finite or countable union of open and closed intervals.

Conditional probability and independence

Sometimes we have some prior partial knowledge about the outcome of an
experiment. For example, suppose that a friend has flipped two fair coins and has told
you that at least one of the coins showed a head. What is the probability that both
coins are heads? The information given eliminates the possibility of two tails. The
three remaining elementary events are equally likely, so we infer that each occurs with
probability 1/3. Since only one of these elementary events shows two heads, the
answer to our question is 1/3.

Conditional probability formalizes the notion of having prior partial knowledge of the
outcome of an experiment. The conditional probability of an event A given that
another event B occurs is defined to be



(6.19)

whenever Pr{B}  0. (We read "Pr{A  B}" as "the probability of A given B.")
Intuitively, since we are given that event B occurs, the event that A also occurs is A 
 B. That is, A  B is the set of outcomes in which both A and B occur. Since the
outcome is one of the elementary events in B, we normalize the probabilities of all the
elementary events in B by dividing them by Pr{B}, so that they sum to 1. The
conditional probability of A given B is, therefore, the ratio of the probability of
event A  B to the probability of event B. In the example above, A is the event that
both coins are heads, and B is the event that at least one coin is a head. Thus, Pr{A 
 B} = (1/4)/(3/4) = 1/3.

Two events are independent if

Pr{A B} = Pr{A}Pr{B},

which is equivalent, if Pr{B}  0, to the condition

Pr{A B} = Pr{A}.

For example, suppose that two fair coins are flipped and that the outcomes are
independent. Then the probability of two heads is (1/2)(1/2) = 1/4. Now suppose that
one event is that the first coin comes up heads and the other event is that the coins
come up differently. Each of these events occurs with probability 1/2, and the
probability that both events occur is 1/4; thus, according to the definition of
independence, the events are independent--even though one might think that both
events depend on the first coin. Finally, suppose that the coins are welded together so
that they both fall heads or both fall tails and that the two possibilities are equally
likely. Then the probability that each coin comes up heads is 1/2, but the probability
that they both come up heads is 1/2 (1/2)(1/2). Consequently, the event that one
comes up heads and the event that the other comes up heads are not independent.

A collection A1, A2, . . . , An of events is said to be pairwise independent if

Pr{Ai Aj} = Pr{Ai} Pr{Aj}



for all 1  i < j  n. We say that they are (mutually) independent if
every k-subset Ai1,Ai2,...,Aik of the collection, where 2  k  n and 1  i1 < i2 <   
 < ik n, satisfies

Pr{Ai1 Ai2 Aik} =  Pr{Ai1}Pr{Ai2} Pr{Aik}.

For example, suppose we flip two fair coins. Let A1 be the event that the first coin is
heads, let A2 be the event that the second coin is heads, and let A3 be the event that the
two coins are different. We have

Pr{A1}  =  1/2 ,
Pr{A2}  =  1/2 ,
Pr{A3}  =  1/2 ,

Pr{A1 A2}  =  1/4 ,
Pr{A1 A3}  =  1/4 ,
Pr{A2 A3}  =  1/4 ,

Pr{A1 A2 A3}  =  0.

Since for 1  i < j  3, we have Pr{Ai  Aj} = Pr{Ai}Pr{Aj} = 1/4, the events A1, A2,
and A3 are pairwise independent. The events are not mutually independent, however,
because Pr{A1  A2 A3} = 0 and Pr{A1} Pr{A2} Pr{A3} = 1/8  0.

HEAPSORT
In this chapter, we introduce another sorting algorithm. Like merge sort, but unlike
insertion sort, heapsort's running time is O(n lg n). Like insertion sort, but unlike
merge sort, heapsort sorts in place: only a constant number of array elements are
stored outside the input array at any time. Thus, heapsort combines the better
attributes of the two sorting algorithms we have already discussed.

Heapsort also introduces another algorithm design technique: the use of a data
structure, in this case one we call a "heap," to manage information during the
execution of the algorithm. Not only is the heap data structure useful for heapsort, it
also makes an efficient priority queue. The heap data structure will reappear in
algorithms in later chapters.

We note that the term "heap" was originally coined in the context of heapsort, but it
has since come to refer to "garbage-collected storage," such as the programming
language Lisp provides. Our heap data structure is not garbage-collected storage, and



whenever we refer to heaps in this book, we shall mean the structure defined in this
chapter.

7.1 Heaps
The (binary) heap data structure is an array object that can be viewed as a complete
binary tree (see Section 5.5.3), as shown in Figure 7.1. Each node of the tree
corresponds to an element of the array that stores the value in the node. The tree is
completely filled on all levels except possibly the lowest, which is filled from the left
up to a point. An array A that represents a heap is an object with two
attributes: length[A], which is the number of elements in the array, and heap-size[A],
the number of elements in the heap stored within array A. That is, although A[1 .
. length[A]] may contain valid numbers, no element past A[heap-size[A]],
where heap-size[A]  [length[A], is an element of the heap. The root of the tree
is A[1], and given the index i of a node, the indices of its parent PARENT(i), left
child LEFT(i), and right child RIGHT(i) can be computed simply:

Figure 7.1 A heap viewed as (a) a binary tree and (b) an array. The number
within the circle at each node in the tree is the value stored at that node. The
number next to a node is the corresponding index in the array.

PARENT(i)

return i/2
LEFT(i)
return 2i
RIGHT(i)
return 2i + 1

On most computers, the LEFT procedure can compute 2i in one instruction by simply
shifting the binary representation of i left one bit position. Similarly,
the RIGHT procedure can quickly compute 2i + 1 by shifting the binary representation



of i left one bit position and shifting in a 1 as the low-order bit. The PARENT procedure
can compute i/2  by shifting i right one bit position. In a good implementation of
heapsort, these three procedures are often implemented as "macros" or "in-line"
procedures.

Heaps also satisfy the heap property: for every node i other than the root,

A[PARENT(i)] A[i],

(7.1)

that is, the value of a node is at most the value of its parent. Thus, the largest element
in a heap is stored at the root, and the subtrees rooted at a node contain smaller values
than does the node itself.

We define the height of a node in a tree to be the number of edges on the longest
simple downward path from the node to a leaf, and we define the height of the tree to
be the height of its root. Since a heap of n elements is based on a complete binary tree,
its height is (lg n) (see Exercise 7.1-2). We shall see that the basic operations on
heaps run in time at most proportional to the height of the tree and thus take O(lg n)
time. The remainder of this chapter presents five basic procedures and shows how
they are used in a sorting algorithm and a priority-queue data structure.

 The HEAPIFY procedure, which runs in O(lg n) time, is the key to maintaining the
heap property (7.1).

 The BUILD-HEAP procedure, which runs in linear time, produces a heap from an
unordered input array.

 The HEAPSORT procedure, which runs in O(n lg n) time, sorts an array in place.

 The EXTRACT-MAX and INSERT procedures, which run in O(1g n) time, allow the heap
data structure to be used as a priority queue.

Exercises

7.1-1

What are the minimum and maximum numbers of elements in a heap of height h?



7.1-2

Show that an n-element heap has height lg n .

7.1-3

Show that the largest element in a subtree of a heap is at the root of the subtree.

7.1-4

Where in a heap might the smallest element reside?

7.1-5

Is an array that is in reverse sorted order a heap?

7.1-6

Is the sequence 23, 17, 14, 6, 13, 10, 1, 5, 7, 12  a heap?

7.2 Maintaining the heap property
HEAPIFY is an important subroutine for manipulating heaps. Its inputs are an
array A and an index i into the array. When HEAPIFY is called, it is assumed that the
binary trees rooted at LEFT(i) andRIGHT(i) are heaps, but that A[i] may be smaller than
its children, thus violating the heap property (7.1). The function of HEAPIFY is to let the
value at A[i] "float down" in the heap so that the subtree rooted at index i becomes a
heap.



Figure 7.2 The action of HEAPIFY(A, 2), where heap-size[A] = 10. (a) The initial
configuration of the heap, with A[2] at node i = 2 violating the heap property
since it is not larger than both children. The heap property is restored for node 2
in (b) by exchanging A[2] with A[4], which destroys the heap property for node
4. The recursive call HEAPIFY(A, 4) now sets i = 4. After swapping A[4] with A[9],
as shown in (c), node 4 is fixed up, and the recursive call HEAPIFY(A, 9) yields no
further change to the data structure.

HEAPIFY(A, i)
1 l LEFT(i)
2 r RIGHT(i)
3 if l heap-size[A] and A[l] > A[i]
4 then largest l
5 else largest i
6 if r heap-size[A] and A[r] > A[largest]
7 then largest r
8 if largest i
9 then exchange A[i] A[largest]
10          HEAPIFY(A,largest)

Figure 7.2 illustrates the action of HEAPIFY. At each step, the largest of the
elements A[i], A[LEFT(i)], and A[RIGHT(i)] is determined, and its index is stored
in largest. If A[i] is largest, then the subtree rooted at node i is a heap and the
procedure terminates. Otherwise, one of the two children has the largest element,



and A[i] is swapped with A[largest], which causes node i and its children to satisfy the
heap property. The node largest, however, now has the original value A[i], and thus
the subtree rooted at largest may violate the heap property.
Consequently, HEAPIFY must be called recursively on that subtree.

The running time of HEAPIFY on a subtree of size n rooted at given node i is the  (1)
time to fix up the relationships among the elements A[i], A[LEFT (i)],
and A[RIGHT (i)], plus the time to run HEAPIFY on a subtree rooted at one of the
children of node i. The children's subtrees each have size at most 2n/3--the
worst case occurs when the last row of the tree is exactly half full--and the
running time of HEAPIFY can therefore be described by the recurrence

T(n) T(2n/3) + (1).

The solution to this recurrence, by case 2 of the master theorem (Theorem 4.1),
is T(n) = O(lg n). Alternatively, we can characterize the running time of HEAPIFY on a
node of height h as O(h).

Exercises

7.2-1

Using Figure 7.2 as a model, illustrate the operation of HEAPIFY (A, 3) on the
array A = 27, 17, 3, 16, 13, 10, 1, 5, 7, 12, 4, 8, 9, 0 .

7.2-2

What is the effect of calling HEAPIFY(A, i) when the element A[i] is larger than its
children?

7.2-3

What is the effect of calling HEAPIFY (A, i) for i > heap-size [A]/2?

7.2-4

The code for HEAPIFY is quite efficient in terms of constant factors, except possibly for
the recursive call in line 10, which might cause some compilers to produce inefficient
code. Write an efficient HEAPIFY that uses an iterative control construct (a loop) instead
of recursion.



7.2-5

Show that the worst-case running time of HEAPIFY on a heap of size n is (lg n). (Hint:
For a heap with n nodes, give node values that cause HEAPIFY to be called recursively
at every node on a path from the root down to a leaf.)

7.3 Building a heap
We can use the procedure HEAPIFY in a bottom-up manner to convert an array A[1 .
. n], where n = length[A], into a heap. Since the elements in the subarray A[( n/2  + l)
. . n] are all leaves of the tree, each is a 1-element heap to begin with. The
procedure BUILD-HEAP goes through the remaining nodes of the tree and
runs HEAPIFY on each one. The order in which the nodes are processed guarantees that
the subtrees rooted at children of a node i are heaps before HEAPIFY is run at that node.

BUILD-HEAP(A)
1 heap-size[A] length[A]

2 for i length[A]/2 downto 1
3 do HEAPIFY(A, i)

Figure 7.3 shows an example of the action of BUILD-HEAP.

We can compute a simple upper bound on the running time of BUILD-HEAP as follows.
Each call to HEAPIFY costs O(lg n) time, and there are O(n) such calls. Thus, the
running time is at mostO(n lg n). This upper bound, though correct, is not
asymptotically tight.

We can derive a tighter bound by observing that the time for HEAPIFY to run at a node
varies with the height of the node in the tree, and the heights of most nodes are small.
Our tighter analysis relies on the property that in an n-element heap there are at most 
n/2h+1  nodes of height h (see Exercise 7.3-3).

The time required by HEAPIFY when called on a node of height h is O(h), so we can
express the total cost of BUILD-HEAP as

(7.2)



The last summation can be evaluated by substituting x = 1/2 in the formula (3.6),
which yields

Thus, the running time of BUILD-HEAP can be bounded as

Hence, we can build a heap from an unordered array in linear time.



Figure 7.3 The operation of BUILD-HEAP, showing the data structure before the call
to HEAPIFY in line 3 of BUILD-HEAP. (a) A 10-element input array A and the binary
tree it represents. The figure shows that the loop index i points to node 5 before
the call HEAPIFY(A, i). (b) The data structure that results. The loop index i for the
next iteration points to node 4. (c)-(e) Subsequent iterations of the for loop
in BUILD-HEAP. Observe that whenever HEAPIFY is called on a node, the two subtrees
of that node are both heaps. (f) The heap after BUILD-HEAPfinishes.

Exercises



7.3-1

Using Figure 7.3 as a model, illustrate the operation of BUILD-HEAP on the array A = 
5, 3, 17, 10, 84, 19, 6, 22, 9 .

7.3-2

Why do we want the loop index i in line 2 of BUILD-HEAP to decrease from 
length[A]/2  to 1 rather than increase from 1 to length[A]/2 ?

7.3-3

Show that there are at most n/2h+1  nodes of height h in any n-element heap.

7.4 The heapsort algorithm
The heapsort algorithm starts by using BUILD-HEAP to build a heap on the input
array A[1 . . n], where n = length[A]. Since the maximum element of the array is
stored at the root A[1], it can be put into its correct final position by exchanging it
with A[n]. If we now "discard" node n from the heap (by decrementing heap-size[A]),
we observe that A[1 . . (n - 1)] can easily be made into a heap. The children of the root
remain heaps, but the new root element may violate the heap property (7.1). All that is
needed to restore the heap property, however, is one call to HEAPIFY(A, 1), which
leaves a heap in A[1 . . (n - 1)]. The heapsort algorithm then repeats this process for
the heap of size n - 1 down to a heap of size 2.

HEAPSORT(A)
1  BUILD-HEAP(A)
2 for i length[A] downto 2
3 do exchange A[1] A[i]
4 heap-size[A] heap-size[A] -1
5           HEAPIFY(A, 1)

Figure 7.4 shows an example of the operation of heapsort after the heap is initially
built. Each heap is shown at the beginning of an iteration of the for loop in line 2.

The HEAPSORT procedure takes time O(n lg n), since the call to BUILD-HEAP takes
time O(n) and each of the n - 1 calls to HEAPIFY takes time O(lg n).



Figure 7.4 The operation of HEAPSORT. (a) The heap data structure just after it has
been built by BUILD-HEAP. (b)-(j) The heap just after each call of HEAPIFY in line 5.
The value of i at that time is shown. Only lightly shaded nodes remain in the
heap. (k) The resulting sorted array A.

Exercises

7.4-1

Using Figure 7.4 as a model, illustrate the operation of HEAPSORT on the array A = 5,
13, 2, 25, 7, 17, 20, 8, 4 .

7.4-2



What is the running time of heapsort on an array A of length n that is already sorted in
increasing order? What about decreasing order?

7.4-3

Show that the running time of heapsort is (n lg n).

QUICKSORT
Quicksort is a sorting algorithm whose worst-case running time is (n2) on an input
array of n numbers. In spite of this slow worst-case running time, quicksort is often
the best practical choice for sorting because it is remarkably efficient on the average:
its expected running time is (n lg n), and the constant factors hidden in the 
(n lg n) notation are quite small. It also has the advantage of sorting in place (see page
3), and it works well even in virtual memory environments.

Section 8.1 describes the algorithm and an important subroutine used by quicksort for
partitioning. Because the behavior of quicksort is complex, we start with an intuitive
discussion of its performance in Section 8.2 and postpone its precise analysis to the
end of the chapter. Section 8.3 presents two versions of quicksort that use a
random-number generator. These "randomized" algorithms have many desirable
properties. Their average-case running time is good, and no particular input elicits
their worst-case behavior. One of the randomized versions of quicksort is analyzed in
Section 8.4, where it is shown to run in O(n2) time in the worst case and in O(n lg n)
time on average.

8.1 Description of quicksort
Quicksort, like merge sort, is based on the divide-and-conquer paradigm introduced in
Section 1.3.1. Here is the three-step divide-and-conquer process for sorting a typical
subarray A[p . . r].

Divide: The array A[p . . r] is partitioned (rearranged) into two nonempty
subarrays A[p . . q] and A[q + 1 . . r] such that each element of A[p . . q] is less than or
equal to each element of A[q + 1 . . r]. The index q is computed as part of this
partitioning procedure.



Conquer: The two subarrays A[p . . q] and A[q + 1 . . r] are sorted by recursive calls
to quicksort.

Combine: Since the subarrays are sorted in place, no work is needed to combine
them: the entire array A[p . . r] is now sorted.

The following procedure implements quicksort.

QUICKSORT(A,p,r)
1 if p < r
2 then q PARTITION(A,p,r)
3           QUICKSORT(A,p,q)
4           QUICKSORT(A,q + 1,r)

To sort an entire array A, the initial call is QUICKSORT(A, 1, length[A]).

Partitioning the array

The key to the algorithm is the PARTITION procedure, which rearranges the
subarray A[p . . r] in place.

PARTITION(A,p,r)
1 x A[p]
2 i p - 1
3 j r + 1
4 while TRUE
5 do repeat j j - 1
6 until A[j] x
7 repeat i i + 1
8 until A[i] x
9 if i < j
10 then exchange A[i] A[j]
11 else return j

Figure 8.1 shows how PARTITION works. It first selects an element x = A[p] from A[p . .
r] as a "pivot" element around which to partition A[p . . r]. It then grows two
regions A[p . . i] and A[j . . r] from the top and bottom of A[p . . r], respectively, such
that every element in A[p . . i] is less than or equal to x and every element in A[j . . r]
is greater than or equal to x. Initially, i = p - 1 and j= r + 1, so the two regions are
empty.

Within the body of the while loop, the index j is decremented and the index i is
incremented, in lines 5-8, until A[i]  x  A[j]. Assuming that these inequalities are
strict, A[i] is too large to belong to the bottom region and A[j] is too small to belong to
the top region. Thus, by exchanging A[i] and A[j] as is done in line 10, we can extend



the two regions. (If the inequalities are not strict, the exchange can be performed
anyway.)

The body of the while loop repeats until i  j, at which point the entire array A[p . . r]
has been partitioned into two subarrays A[p . . q] and A[q + 1 . . r], where p  q < r,
such that no element ofA[p . . q] is larger than any element of A[q + 1. . r]. The
value q = j is returned at the end of the procedure.

Conceptually, the partitioning procedure performs a simple function: it puts elements
smaller than x into the bottom region of the array and elements larger than x into the
top region. There are technicalities that make the pseudocode of PARTITION a little
tricky, however. For example, the indices i and j never index the subarray A[p . . r] out
of bounds, but this isn't entirely apparent from the code. As another example, it is
important that A[p] be used as the pivot element x. If A[r] is used instead and it
happens that A[r] is also the largest element in the subarray A[p . . r],
thenPARTITION returns to QUICKSORT the value q = r, and QUICKSORT loops forever.
Problem 8-1 asks you to prove PARTITION correct.

Figure 8.1 The operation of PARTITION on a sample array. Lightly shaded array
elements have been placed into the correct partitions, and heavily shaded
elements are not yet in their partitions. (a) The input array, with the initial values
of i and j just off the left and right ends of the array. We partition around x =
A[p] = 5. (b) The positions of i and j at line 9 of the first iteration of the while
loop. (c) The result of exchanging the elements pointed to by i and j in line 10. (d)
The positions of i and j at line 9 of the second iteration of the while loop. (e) The
positions of i and j at line 9 of the third and last iteration of the while loop. The
procedure terminates because i  j, and the value q = j is returned. Array



elements up to and including A[j] are less than or equal to x = 5, and array
elements after A[j] are greater than or equal to x = 5.

The running time of PARTITION on an array A[p . . r] is (n), where n = r - p + 1 (see
Exercise 8.1-3).

Exercises

8.1-1

Using Figure 8.1 as a model, illustrate the operation of PARTITION on the array A = 
13, 19, 9, 5, 12, 8, 7, 4, 11, 2, 6, 21 .

8.1-2

What value of q does PARTITION return when all elements in the array A[p . . r] have
the same value?

8.1-3

Give a brief argument that the running time of PARTITION on a subarray of size n is 
(n).

8.1-4

How would you modify QUICKSORT to sort in nonincreasing order?

8.2 Performance of quicksort
The running time of quicksort depends on whether the partitioning is balanced or
unbalanced, and this in turn depends on which elements are used for partitioning. If
the partitioning is balanced, the algorithm runs asymptotically as fast as merge sort. If
the partitioning is unbalanced, however, it can run asymptotically as slow as insertion
sort. In this section, we shall informally investigate how quicksort performs under the
assumptions of balanced versus unbalanced partitioning.

Worst-case partitioning

The worst-case behavior for quicksort occurs when the partitioning routine produces
one region with n - 1 elements and one with only l element. (This claim is proved in



Section 8.4.1.) Let us assume that this unbalanced partitioning arises at every step of
the algorithm. Since partitioning costs (n) time and T(1) = (1), the recurrence for
the running time is

T(n) = T(n - 1) + (n).

To evaluate this recurrence, we observe that T(1) = (1) and then iterate:

We obtain the last line by observing that  is the arithmetic series (3.2). Figure
8.2 shows a recursion tree for this worst-case execution of quicksort. (See Section 4.2
for a discussion of recursion trees.)

Thus, if the partitioning is maximally unbalanced at every recursive step of the
algorithm, the running time is (n2). Therefore the worstcase running time of
quicksort is no better than that of insertion sort. Moreover, the (n2) running time
occurs when the input array is already completely sorted--a common situation in
which insertion sort runs in O(n) time.



Figure 8.2 A recursion tree for QUICKSORT in which the PARTITION procedure
always puts only a single element on one side of the partition (the worst case).
The resulting running time is (n2).

Best-case partitioning

If the partitioning procedure produces two regions of size n/2, quicksort runs much
faster. The recurrence is then

T(n) = 2T(n/2) + (n),

which by case 2 of the master theorem (Theorem 4.1) has solution T(n) = (n lg n).
Thus, this best-case partitioning produces a much faster algorithm. Figure 8.3 shows
the recursion tree for this best-case execution of quicksort.

Balanced partitioning

The average-case running time of quicksort is much closer to the best case than to the
worst case, as the analyses in Section 8.4 will show. The key to understanding why
this might be true is to understand how the balance of the partitioning is reflected in
the recurrence that describes the running time.

Suppose, for example, that the partitioning algorithm always produces a 9-to-1
proportional split, which at first blush seems quite unbalanced. We then obtain the
recurrence

T(n) = T(9n/10) + T(n/10) + n

on the running time of quicksort, where we have replaced (n) by n for convenience.
Figure 8.4 shows the recursion tree for this recurrence. Notice that every level of the
tree has cost n, until a boundary condition is reached at depth log10 n = (lg n), and
then the levels have cost at most n. The recursion terminates at depth log10/9 n = 
(lg n). The total cost of quicksort is therefore (n lg n). Thus, with a 9-to-1
proportional split at every level of recursion, which intuitively seems quite
unbalanced, quicksort runs in (n lg n) time--asymptotically the same as if the split
were right down the middle. In fact, even a 99-to-1 split yields an O(n lg n) running
time. The reason is that any split of constant proportionality yields a recursion tree of
depth (lg n), where the cost at each level is O(n). The running time is therefore 
(n lg n) whenever the split has constant proportionality.



Figure 8.3 A recursion tree for QUICKSORT in which PARTITION always balances the
two sides of the partition equally (the best case). The resulting running time is 
(n lg n).

Figure 8.4 A recursion tree for QUICKSORT in which PARTITION always produces a
9-to-1 split, yielding a running time of (n lg n).

Intuition for the average case

To develop a clear notion of the average case for quicksort, we must make an
assumption about how frequently we expect to encounter the various inputs. A
common assumption is that all permutations of the input numbers are equally likely.



We shall discuss this assumption in the next section, but first let's explore its
ramifications.

When we run quicksort on a random input array, it is unlikely that the partitioning
always happens in the same way at every level, as our informal analysis has assumed.
We expect that some of the splits will be reasonably well balanced and that some will
be fairly unbalanced. For example, Exercise 8.2-5 asks to you show that about 80
percent of the time PARTITION produces a split that is more balanced than 9 to 1, and
about 20 percent of the time it produces a split that is less balanced than 9 to 1.

In the average case, PARTITION produces a mix of "good" and "bad" splits. In a
recursion tree for an average-case execution of PARTITION, the good and bad splits are
distributed randomly throughout the tree. Suppose for the sake of intuition, however,
that the good and bad splits alternate levels in the tree, and that the good splits are
best-case splits and the bad splits are worst-case splits. Figure 8.5(a) shows the splits
at two consecutive levels in the recursion tree. At the root of the tree, the cost is n for
partitioning and the subarrays produced have sizes n - 1 and 1: the worst case. At the
next level, the subarray of size n - 1 is best-case partitioned into two subarrays of size
(n - 1)/2. Let's assume that the boundary-condition cost is 1 for the subarray of size 1.

The combination of the bad split followed by the good split produces three subarrays
of sizes 1, (n -1)/2, and (n - 1)/2 at a combined cost of 2n - 1 = (n). Certainly, this
situation is no worse than that in Figure 8. 5 (b), namely a single level of partitioning
that produces two subarrays of sizes (n - 1)/2 + 1 and (n - 1)/2 at a cost of n = (n).
Yet this latter situation is very nearly balanced, certainly better than 9 to 1. Intuitively,
the (n) cost of the bad split can be absorbed into the (n) cost of the good split, and
the resulting split is good. Thus, the running time of quicksort, when levels alternate
between good and bad splits, is like the running time for good splits alone:
still O(n lg n), but with a slightly larger constant hidden by the O-notation. We shall
give a rigorous analysis of the average case in Section 8.4.2.



Figure 8.5 (a) Two levels of a recursion tree for quicksort. The partitioning at the
root costs n and produces a "bad" split: two subarrays of sizes 1 and n - 1. The
partitioning of the subarray of size n - 1 costs n - 1 and produces a "good" split:
two subarrays of size (n - 1)/2. (b) A single level of a recursion tree that is worse
than the combined levels in (a), yet very well balanced.

Exercises

8.2-1

Show that the running time of QUICKSORT is (n lg n) when all elements of
array A have the same value.

8.2-2

Show that the running time of QUICKSORT is (n2) when the array A is sorted in
nonincreasing order.

8.2-3

Banks often record transactions on an account in order of the times of the transactions,
but many people like to receive their bank statements with checks listed in order by
check number. People usually write checks in order by check number, and merchants
usually cash them with reasonable dispatch. The problem of converting
time-of-transaction ordering to check-number ordering is therefore the problem of
sorting almost-sorted input. Argue that the procedure INSERTION-SORT would tend to
beat the procedure QUICKSORT on this problem.

8.2-4

Suppose that the splits at every level of quicksort are in the proportion 1 -  to ,
where 0 <   1/2 is a constant. Show that the minimum depth of a leaf in the
recursion tree is approximately ep1gn/lg  and the maximum depth is approximately -
lg n/lg(1 - ). (Don't worry about integer round-off.)

8.2-5

Argue that for any constant 0 <   1/2, the probability is approximately 1 - 2  that
on a random input array, PARTITION produces a split more balanced than 1 -  to . For
what value of  are the odds even that the split is more balanced than less balanced?



8.3 Randomized versions of quicksort
In exploring the average-case behavior of quicksort, we have made an assumption that
all permutations of the input numbers are equally likely. When this assumption on the
distribution of the inputs is valid, many people regard quicksort as the algorithm of
choice for large enough inputs. In an engineering situation, however, we cannot
always expect it to hold. (See Exercise 8.2-3.) This section introduces the notion of a
randomized algorithm and presents two randomized versions of quicksort that
overcome the assumption that all permutations of the input numbers are equally likely.

An alternative to assuming a distribution of inputs is to impose a distribution. For
example, suppose that before sorting the input array, quicksort randomly permutes the
elements to enforce the property that every permutation is equally likely. (Exercise
8.3-4 asks for an algorithm that randomly permutes the elements of an array of
size n in time O(n).) This modification does not improve the worst-case running time
of the algorithm, but it does make the running time independent of the input ordering.

We call an algorithm randomized if its behavior is determined not only by the input
but also by values produced by a random-number generator. We shall assume that
we have at our disposal a random-number generator RANDOM. A call to RANDOM(a,b)
returns an integer between a and b, inclusive, with each such integer being equally
likely. For example, RANDOM(0, 1) produces a 0 with probability 1/2 and a 1 with
probability 1/2. Each integer returned by RANDOM is independent of the integers
returned on previous calls. You may imagine RANDOM as rolling a (b - a + 1 )-sided die
to obtain its output. (In practice, most programming environments offer
a pseudorandom-number generator: a deterministic algorithm that returns numbers
that "look" statistically random.)

This randomized version of quicksort has an interesting property that is also possessed
by many other randomized algorithms: no particular input elicits its worst-case
behavior. Instead, its worst case depends on the random-number generator. Even
intentionally, you cannot produce a bad input array for quicksort, since the random
permutation makes the input order irrelevant. The randomized algorithm performs
badly only if the random-number generator produces an unlucky permutation to be
sorted. Exercise 13.4-4 shows that almost all permutations cause quicksort to perform
nearly as well as the average case: there are very few permutations that cause
near-worst-case behavior.



A randomized strategy is typically useful when there are many ways in which an
algorithm can proceed but it is difficult to determine a way that is guaranteed to be
good. If many of the alternatives are good, simply choosing one randomly can yield a
good strategy. Often, an algorithm must make many choices during its execution. If
the benefits of good choices outweigh the costs of bad choices, a random selection of
good and bad choices can yield an efficient algorithm. We noted in Section 8.2 that a
mixture of good and bad splits yields a good running time for quicksort, and thus it
makes sense that randomized versions of the algorithm should perform well.

By modifying the PARTITION procedure, we can design another randomized version of
quicksort that uses this random-choice strategy. At each step of the quicksort
algorithm, before the array is partitioned, we exchange element A[p] with an element
chosen at random from A[p . . r]. This modification ensures that the pivot
element x = A[p] is equally likely to be any of the r - p + 1 elements in the subarray.
Thus, we expect the split of the input array to be reasonably well balanced on average.
The randomized algorithm based on randomly permuting the input array also works
well on average, but it is somewhat more difficult to analyze than this version.

The changes to PARTITION and QUICKSORT are small. In the new partition procedure, we
simply implement the swap before actually partitioning:

RANDOMIZED-PARTITION(A,p,r)
1 i RANDOM(p,r)
2  exchange A[p] A[i]
3 return PARTITION(A,p,r)

We now make the new quicksort call RANDOMIZED-PARTITION in place of PARTITION:

RANDOMIZED-QUICKSORT(A,p,r)
1 if p < r
2 then q RANDOMIZED-PARTITION(A,p,r)
3           RANDOMIZED-QUICKSORT(A,p,q)
4           RANDOMIZED-QUICKSORT(A,q + 1,r)

We analyze this algorithm in the next section.

Exercises

8.3-1

Why do we analyze the average-case performance of a randomized algorithm and not
its worst-case performance?



8.3-2

During the running of the procedure RANDOMIZED-QUICKSORT, how many calls are made
to the random-number generator RANDOM in the worst case? How does the answer
change in the best case?

8.3-3

Describe an implementation of the procedure RANDOM(a, b) that uses only fair coin
flips. What is the expected running time of your procedure?

8.3-4

Give a (n)-time, randomized procedure that takes as input an array A[1 . . n] and
performs a random permutation on the array elements.

8.4 Analysis of quicksort
Section 8.2 gave some intuition for the worst-case behavior of quicksort and for why
we expect it to run quickly. In this section, we analyze the behavior of quicksort more
rigorously. We begin with a worst-case analysis, which applies to
either QUICKSORT or RANDOMIZED-QUICKSORT, and conclude with an average-case analysis
of RANDOMIZED-QUICKSORT.

8.4.1 Worst-case analysis

We saw in Section 8.2 that a worst-case split at every level of recursion in quicksort
produces a (n2) running time, which, intuitively, is the worst-case running time of
the algorithm. We now prove this assertion.

Using the substitution method (see Section 4.1), we can show that the running time of
quicksort is O(n2). Let T(n) be the worst-case time for the procedure QUICKSORT on an
input of size n. We have the recurrence

(8.1)



where the parameter q ranges from 1 to n - 1 because the
procedure PARTITION produces two regions, each having size at least 1. We guess
that T(n)  cn2 for some constant c. Substituting this guess into (8.1), we obtain

The expression q2 + (n - q)2 achieves a maximum over the range 1  q  n - 1 at one
of the endpoints, as can be seen since the second derivative of the expression with
respect to q is positive (see Exercise 8.4-2). This gives us the bound max1 q n -

1(q2 + (n - q)2)  12 + (n - 1)2 = n2 - 2(n - 1).

Continuing with our bounding of T(n), we obtain

T(n) cn2 - 2c(n - 1) + (n)
cn2 ,

since we can pick the constant c large enough so that the 2c(n - 1) term dominates the 
(n) term. Thus, the (worst-case) running time of quicksort is (n2).

8.4.2 Average-case analysis

We have already given an intuitive argument why the average-case running time
of RANDOMIZED-QUICKSORT is (n 1g n): if the split induced
by RANDOMIZED-PARTITION puts any constant fraction of the elements on one side of the
partition, then the recursion tree has depth (1g n) and (n) work is performed at 
(1g n) of these levels. We can analyze the expected running time
ofRANDOMIZED-QUICKSORT precisely by first understanding how the partitioning
procedure operates. We can then develop a recurrence for the average time required to
sort an n-element array and solve this recurrence to determine bounds on the expected
running time. As part of the process of solving the recurrence, we shall develop tight
bounds on an interesting summation.

SORTING IN LINEAR TIME
We have now introduced several algorithms that can sort n numbers in O(n lg n) time.
Merge sort and heapsort achieve this upper bound in the worst case; quicksort



achieves it on average. Moreover, for each of these algorithms, we can produce a
sequence of n input numbers that causes the algorithm to run in (n lg n) time.

These algorithms share an interesting property: the sorted order they determine is
based only on comparisons between the input elements. We call such sorting
algorithms comparison sorts. All the sorting algorithms introduced thus far are
comparison sorts.

In Section 9.1, we shall prove that any comparison sort must make (n lg n)
comparisons in the worst case to sort a sequence of n elements. Thus, merge sort and
heapsort are asymptotically optimal, and no comparison sort exists that is faster by
more than a constant factor.

Sections 9.2 and 9.3 examine three sorting algorithms--counting sort, radix sort, and
bucket sort--that run in linear time. Needless to say, these algorithms use operations
other than comparisons to determine the sorted order. Consequently, the (n lg n)
lower bound does not apply to them.

9.1 Lower bounds for sorting
In a comparison sort, we use only comparisons between elements to gain order
information about an input sequence a1, a2, . . . ,an) That is, given two
elements ai and aj, we perform one of the tests ai < aj, ai  aj, ai = aj, ai  aj, or ai >
aj to determine their relative order. We may not inspect the values of the elements or
gain order information about them in any other way.

In this section, we assume without loss of generality that all of the input elements are
distinct. Given this assumption, comparisons of the form ai = aj are useless, so we can
assume that no comparisons of this form are made. We also note that the
comparisons ai  aj, ai  aj, ai > aj, and ai < aj are all equivalent in that they yield
identical information about the relative order of ai andaj. We therefore assume that all
comparisons have the form ai  aj.



Figure 9.1 The decision tree for insertion sort operating on three elements. There
are 3! = 6 possible permutations of the input elements, so the decision tree must
have at least 6 leaves.

The decision-tree model

Comparison sorts can be viewed abstractly in terms of decision trees. A decision tree
represents the comparisons performed by a sorting algorithm when it operates on an
input of a given size. Control, data movement, and all other aspects of the algorithm
are ignored. Figure 9.1 shows the decision tree corresponding to the insertion sort
algorithm from Section 1.1 operating on an input sequence of three elements.

In a decision tree, each internal node is annotated by ai : aj for some i and j in the
range 1  i, j  n, where n is the number of elements in the input sequence. Each leaf
is annotated by a permutation (1), (2), . . . , (n) . (See Section 6.1 for
background on permutations.) The execution of the sorting algorithm corresponds to
tracing a path from the root of the decision tree to a leaf. At each internal node, a
comparison ai  aj is made. The left subtree then dictates subsequent comparisons
for ai  aj, and the right subtree dictates subsequent comparisons for ai > aj. When we
come to a leaf, the sorting algorithm has established the ordering a (1)  a (2)  . . . 

 a (n). Each of the n! permutations on n elements must appear as one of the leaves
of the decision tree for the sorting algorithm to sort properly.

A lower bound for the worst case

The length of the longest path from the root of a decision tree to any of its leaves
represents the worst-case number of comparisons the sorting algorithm performs.
Consequently, the worst-case number of comparisons for a comparison sort
corresponds to the height of its decision tree. A lower bound on the heights of
decision trees is therefore a lower bound on the running time of any comparison sort
algorithm. The following theorem establishes such a lower bound.



Theorem 9.1

Any decision tree that sorts n elements has height (n lg n).

Proof Consider a decision tree of height h that sorts n elements. Since there are n!
permutations of n elements, each permutation representing a distinct sorted order, the
tree must have at least n! leaves. Since a binary tree of height h has no more than
2h leaves, we have

n! 2h ,

which, by taking logarithms, implies

h lg(n!) ,

since the lg function is monotonically increasing. From Stirling's approximation
(2.11), we have

where e = 2.71828 . . . is the base of natural logarithms; thus

Corollary 9.2

Heapsort and merge sort are asymptotically optimal comparison sorts.

Proof The O(n lg n) upper bounds on the running times for heapsort and merge sort
match the (n lg n) worst-case lower bound from Theorem 9.1.

Exercises

9.1-1

What is the smallest possible depth of a leaf in a decision tree for a sorting algorithm?



9.1-2

Obtain asymptotically tight bounds on lg(n!) without using Stirling's approximation.
Instead, evaluate the summation  using techniques from Section 3.2.

9.1-3

Show that there is no comparison sort whose running time is linear for at least half of
the n! inputs of length n. What about a fraction of 1/n of the inputs of length n? What
about a fraction 1/2n?

9.1-4

Professor Solomon claims that the (n lg n) lower bound for sorting n numbers does
not apply to his computer environment, in which the control flow of a program can
split three ways after a single comparison ai : aj, according to whether ai < aj, ai = aj,
or ai > aj. Show that the professor is wrong by proving that the number of three-way
comparisons required to sort n elements is still (n lg n).

9.1-5

Prove that 2n - 1 comparisons are necessary in the worst case to merge two sorted lists
containing n elements each.

9.1-6

You are given a sequence of n elements to sort. The input sequence consists
of n/k subsequences, each containing k elements. The elements in a given subsequence
are all smaller than the elements in the succeeding subsequence and larger than the
elements in the preceding subsequence. Thus, all that is needed to sort the whole
sequence of length n is to sort the k elements in each of the n/k subsequences. Show
an (n lg k) lower bound on the number of comparisons needed to solve this variant
of the sorting problem. (Hint: It is not rigorous to simply combine the lower bounds
for the individual subsequences.)

9.2 Counting sort
Counting sort assumes that each of the n input elements is an integer in the range 1
to k, for some integer k. When k = O(n), the sort runs in O(n) time.



The basic idea of counting sort is to determine, for each input element x, the number
of elements less than x. This information can be used to place element x directly into
its position in the output array. For example, if there are 17 elements less than x,
then x belongs in output position 18. This scheme must be modified slightly to handle
the situation in which several elements have the same value, since we don't want to
put them all in the same position.

In the code for counting sort, we assume that the input is an array A[1 . . n], and
thus length[A] = n. We require two other arrays: the array B[1 . . n] holds the sorted
output, and the array C[1 . . k] provides temporary working storage.

Figure 9.2 The operation of COUNTING-SORT on an input array A[1 . . 8], where each
element ofA is a positive integer no larger than k = 6. (a) The array A and the
auxiliary array C after line 4. (b) The array C after line 7. (c)-(e) The output
array B and the auxiliary array C after one, two, and three iterations of the loop
in lines 9-11, respectively. Only the lightly shaded elements of array B have been
filled in. (f) The final sorted output array B.



Counting sort is illustrated in Figure 9.2. After the initialization in lines 1-2, we
inspect each input element in lines 3-4. If the value of an input element is i, we
increment C[i]. Thus, after lines 3-4, C[i] holds the number of input elements equal
to i for each integer i = 1, 2, . . . , k. In lines 6-7, we determine for each i = 1, 2, . . . , k,
how many input elements are less than or equal to i; this is done by keeping a running
sum of the array C.

Finally, in lines 9-11, we place each element A[j] in its correct sorted position in the
output array B. If all n elements are distinct, then when we first enter line 9, for
each A[j], the value C[A[j]] is the correct final position of A[j] in the output array,
since there are C[A[j]] elements less than or equal to A[j]. Because the elements might
not be distinct, we decrement C[A[j]] each time we place a value A[j] into the B array;
this causes the next input element with a value equal to A[j], if one exists, to go to the
position immediately before A[j] in the output array.

How much time does counting sort require? The for loop of lines 1-2 takes time O(k),
the for loop of lines 3-4 takes time O(n), the for loop of lines 6-7 takes time O(k), and
the for loop of lines 9-11 takes time O(n). Thus, the overall time is O(k + n). In
practice, we usually use counting sort when we have k = O(n), in which case the
running time is O(n).

Counting sort beats the lower bound of (n 1g n) proved in Section 9.1 because it is
not a comparison sort. In fact, no comparisons between input elements occur
anywhere in the code. Instead, counting sort uses the actual values of the elements to
index into an array. The (n lg n) lower bound for sorting does not apply when we
depart from the comparison-sort model.



An important property of counting sort is that it is stable: numbers with the same
value appear in the output array in the same order as they do in the input array. That
is, ties between two numbers are broken by the rule that whichever number appears
first in the input array appears first in the output array. Of course, the property of
stability is important only when satellite data are carried around with the element
being sorted. We shall see why stability is important in the next section.

Exercises

9.2-1

Using Figure 9.2 as a model, illustrate the operation of COUNTING-SORT on the array A
= 7, 1, 3, 1, 2, 4, 5, 7, 2, 4, 3 .

9.2-2

Prove that COUNTING-SORT is stable.

9.2-3

Suppose that the for loop in line 9 of the COUNTING-SORT procedure is rewritten:

9 for j 1 to length[A]

Show that the algorithm still works properly. Is the modified algorithm stable?

9.2-4

Suppose that the output of the sorting algorithm is a data stream such as a graphics
display. Modify COUNTING-SORT to produce the output in sorted order without using any
substantial additional storage besides that in A and C. (Hint: Link elements of A that
have the same key into lists. Where is a "free" place to keep the pointers for the linked
list?)

9.2-5

Describe an algorithm that, given n integers in the range 1 to k, preprocesses its input
and then answers any query about how many of the n integers fall into a range [a . . b]
in O(1) time. Your algorithm should use O(n + k) preprocessing time.



9.3 Radix sort
Radix sort is the algorithm used by the card-sorting machines you now find only in
computer museums. The cards are organized into 80 columns, and in each column a
hole can be punched in one of 12 places. The sorter can be mechanically
"programmed" to examine a given column of each card in a deck and distribute the
card into one of 12 bins depending on which place has been punched. An operator can
then gather the cards bin by bin, so that cards with the first place punched are on top
of cards with the second place punched, and so on.

For decimal digits, only 10 places are used in each column. (The other two places are
used for encoding nonnumeric characters.) A d-digit number would then occupy a
field of d columns. Since the card sorter can look at only one column at a time, the
problem of sorting n cards on a d-digit number requires a sorting algorithm.

Intuitively, one might want to sort numbers on their most significant digit, sort each of
the resulting bins recursively, and then combine the decks in order. Unfortunately,
since the cards in 9 of the 10 bins must be put aside to sort each of the bins, this
procedure generates many intermediate piles of cards that must be kept track of. (See
Exercise 9.3-5.)

Radix sort solves the problem of card sorting counterintuitively by sorting on the least
significant digit first. The cards are then combined into a single deck, with the cards in
the 0 bin preceding the cards in the 1 bin preceding the cards in the 2 bin, and so on.
Then the entire deck is sorted again on the second least-significant digit and
recombined in a like manner. The process continues until the cards have been sorted
on all d digits. Remarkably, at that point the cards are fully sorted on the d-digit
number. Thus, only d passes through the deck are required to sort. Figure 9.3 shows
how radix sort operates on a "deck" of seven 3-digit numbers.

It is essential that the digit sorts in this algorithm be stable. The sort performed by a
card sorter is stable, but the operator has to be wary about not changing the order of
the cards as they come out of a bin, even though all the cards in a bin have the same
digit in the chosen column.

In a typical computer, which is a sequential random-access machine, radix sort is
sometimes used to sort records of information that are keyed by multiple fields. For
example, we might wish to sort dates by three keys: year, month, and day. We could
run a sorting algorithm with a comparison function that, given two dates, compares



years, and if there is a tie, compares months, and if another tie occurs, compares days.
Alternatively, we could sort the information three times with a stable sort: first on day,
next on month, and finally on year.

329      720     720      329
457      355     329      355
657      436     436      436
839 457 839 457
436      657     355      657
720      329     457      720
355      839     657      839

Figure 9.3 The operation of radix sort on a list of seven 3-digit numbers. The first
column is the input. The remaining columns show the list after successive sorts
on increasingly significant digit positions. The vertical arrows indicate the digit
position sorted on to produce each list from the previous one.

The code for radix sort is straightforward. The following procedure assumes that each
element in the n-element array A has d digits, where digit 1 is the lowest-order digit
and digit d is the highest-order digit.

RADIX-SORT(A, d)
1 for i 1 to d
2 do use a stable sort to sort array A on digit i

The correctness of radix sort follows by induction on the column being sorted (see
Exercise 9.3-3). The analysis of the running time depends on the stable sort used as
the intermediate sorting algorithm. When each digit is in the range 1 to k, and k is not
too large, counting sort is the obvious choice. Each pass over n d-digit numbers then
takes time (n + k). There are d passes, so the total time for radix sort is (dn +
kd). When d is constant and k = O(n), radix sort runs in linear time.

Some computer scientists like to think of the number of bits in a computer word as
being (lg n). For concreteness, let's say that d lg n is the number of bits, where d is a
positive constant. Then, if each number to be sorted fits in one computer word, we can
treat it as a d-digit number in radix-n notation. As a concrete example, consider
sorting 1 million 64-bit numbers. By treating these numbers as four-digit,
radix-2l6 numbers, we can sort them in just four passes using radix sort. This compares
favorably with a typical (n 1g n) comparison sort, which requires approximately
1g n = 20 operations per number to be sorted. Unfortunately, the version of radix sort
that uses counting sort as the intermediate stable sort does not sort in place, which



many of the (n lg n) comparison sorts do. Thus, when primary memory storage is at
a premium, an algorithm such as quicksort may be preferable.

Exercises

9.3-1

Using Figure 9.3 as a model, illustrate the operation of RADIX-SORT on the following
list of English words: COW, DOG, SEA, RUG, ROW, MOB, BOX, TAB, BAR, EAR,
TAR, DIG, BIG, TEA, NOW, FOX.

9.3-2

Which of the following sorting algorithms are stable: insertion sort, merge sort,
heapsort, and quicksort? Give a simple scheme that makes any sorting algorithm
stable. How much additional time and space does your scheme entail?

9.3-3

Use induction to prove that radix sort works. Where does your proof need the
assumption that the intermediate sort is stable?

9.3-4

Show how to sort n integers in the range 1 to n2 in O(n) time.

9.3-5

In the first card-sorting algorithm in this section, exactly how many sorting passes are
needed to sort d-digit decimal numbers in the worst case? How many piles of cards
would an operator need to keep track of in the worst case?

9.4 Bucket sort
Bucket sort runs in linear time on the average. Like counting sort, bucket sort is fast
because it assumes something about the input. Whereas counting sort assumes that the
input consists of integers in a small range, bucket sort assumes that the input is
generated by a random process that distributes elements uniformly over the interval
[0,1). (See Section 6.2 for a definition of uniform distribution.)



The idea of bucket sort is to divide the interval [0, 1) into n equal-sized subintervals,
or buckets, and then distribute the n input numbers into the buckets. Since the inputs
are uniformly distributed over [0, 1), we don't expect many numbers to fall into each
bucket. To produce the output, we simply sort the numbers in each bucket and then go
through the buckets in order, listing the elements in each.

Our code for bucket sort assumes that the input is an n-element array A and that each
element A[i] in the array satisfies 0  A[i] < 1. The code requires an auxiliary
array B[0..n - 1] of linked lists (buckets) and assumes that there is a mechanism for
maintaining such lists. (Section 11.2 describes how to implement basic operations on
linked lists.)

Figure 9.4 The operation of BUCKET-SORT. (a) The input array A[1 . .10]. (b) The
array B[0 . . 9] of sorted lists (buckets) after line 5 of the algorithm. Bucket i
holds values in the interval [i/10,(i + 1)/10). The sorted output consists of a
concatenation in order of the lists B[0], B[1], . . . , B[9].

BUCKET-SORT(A)
1 n length [A]
2 for i 1 to n

3 do insert A[ i] into list B [ nA[i] ]
4 for i 0 to n -1
5 do sort list B[i] with insertion sort
6  concatenate the lists B[0], B[1], . . . , B[n - 1] together in order

Figure 9.4 shows the operation of bucket sort on an input array of 10 numbers.

To see that this algorithm works, consider two elements A[i] and A[j]. If these
elements fall in the same bucket, they appear in the proper relative order in the output
sequence because their bucket is sorted by insertion sort. Suppose they fall into



different buckets, however. Let these buckets be B[i'] and B[j'], respectively, and
assume without loss of generality that i' < j'. When the lists of Bare concatenated in
line 6, elements of bucket B[i'] come before elements of B[j'], and thus A[i]
precedes A[j] in the output sequence. Hence, we must show that A[i]  A[j]. Assuming
the contrary, we have

i'  = nA[i]

nA[j]
= j',

which is a contradiction, since i' < j'. Thus, bucket sort works.

To analyze the running time, observe that all lines except line 5 take O(n) time in the
worst case. The total time to examine all buckets in line 5 is O(n), and so the only
interesting part of the analysis is the time taken by the insertion sorts in line 5.

To analyze the cost of the insertion sorts, let ni be the random variable denoting the
number of elements placed in bucket B[i]. Since insertion sort runs in quadratic time
(see Section 1.2), the expected time to sort the elements in bucket 

. The total expected time to sort all the elements in all the
buckets is therefore

(9.1)

In order to evaluate this summation, we must determine the distribution of each
random variable ni. We have n elements and n buckets. The probability that a given
element falls into bucket B[i] is 1/n, since each bucket is responsible for 1/n of the
interval [0,1). Thus, the situation is analogous to the ball-tossing example of Section
6.6.2: we have n balls (elements) and n bins (buckets), and each ball is thrown
independently with probability p = 1 /n of falling into any particular bucket. Thus, the
probability that ni = k follows the binomial distribution b(k; n, p), which has mean
E[ni] = np = 1 and variance Var[ni] = np(1 - p) = 1- 1/n. For any random variable X,
equation (6.30) gives



Using this bound in equation (9.1), we conclude that the expected time for insertion
sorting is O(n). Thus, the entire bucket sort algorithm runs in linear expected time.

Exercises

9.4-1

Using Figure 9.4 as a model, illustrate the operation of BUCKET-SORT on the array A = 
.79, .13, .16, .64, .39, .20, .89, .53, .71, .42 .

9.4-2

What is the worst-case running time for the bucket-sort algorithm? What simple
change to the algorithm preserves its linear expected running time and makes its
worst-case running time O(n lgn)?

9.4-3

We are given n points in the unit circle, pi = (xi, yi), such that 

. Suppose that the points are uniformly distributed;
that is, the probability of finding a point in any region of the circle is proportional to
the area of that region. Design a (n) expected-time algorithm to sort the n points by

their distances  from the origin. (Hint: Design the bucket sizes
in BUCKET-SORT to reflect the uniform distribution of the points in the unit circle.)

9.4-4

A probability distribution function P(x) for a random variable X is defined by P(x) =
Pr{X  x}. Suppose a list of n numbers has a continuous probability distribution
function P that is computable in O(1) time. Show how to sort the numbers in linear
expected time.



Problems
9-1 Average-case lower bounds on comparison sorting

In this problem, we prove an  (n lg n) lower bound on the expected running time of
any deterministic or randomized comparison sort on n inputs. We begin by examining
a deterministic comparison sort A with decision tree TA. We assume that every
permutation of A's inputs is equally likely.

a. Suppose that each leaf of TA is labeled with the probability that it is reached given a
random input. Prove that exactly n! leaves are labeled 1/n! and that the rest are labeled
0.

b. Let D(T) denote the external path length of a tree T; that is, D(T) is the sum of the
depths of all the leaves of T. Let T be a tree with k > 1 leaves, and let RT and LT be
the right and left subtrées of T. Show that D(T) = D(RT) + D(LT) + k.

c. Let d(m) be the minimum value of D(T) over all trees T with m leaves. Show
that d(k) = min1 i k {d (i)+d(k - i)+k}. (Hint: Consider a tree T with k leaves that
achieves the minimum. Let i be the number of leaves in RT and k - i the number of
leaves in LT.)

d. Prove that for a given value of k, the function i lg i + (k - i) lg(k - i) is minimized
at i = k/2. Conclude that d(k) = (k lg k).

e. Prove that D(TA) = (n! lg(n!)) for TA, and conclude that the expected time to
sort n elements is (n lg n).

Now, consider a randomized comparison sort B. We can extend the decision-tree
model to handle randomization by incorporating two kinds of nodes: ordinary
comparison nodes and "randomization" nodes. A randomization node models a
random choice of the form RANDOM( 1, r) made by algorithm B; the node has r children,
each of which is equally likely to be chosen during an execution of the algorithm.

f. Show that for any randomized comparison sort B, there exists a deterministic
comparison sort A that makes no more comparisons on the average than B does.

9-2 Sorting in place in linear time



a. Suppose that we have an array of n data records to sort and that the key of each
record has the value 0 or 1. Give a simple, linear-time algorithm for sorting the n data
records in place. Use no storage of more than constant size in addition to the storage
provided by the array.

b. Can your sort from part (a) be used to radix sort n records with b-bit keys in O(bn)
time? Explain how or why not.

c. Suppose that the n records have keys in the range from 1 to k. Show how to modify
counting sort so that the records can be sorted in place in O(n + k) time. You may
use O(k) storage outside the input array. (Hint: How would you do it for k = 3?)

MEDIANS AND ORDER STATISTICS
The ith order statistic of a set of n elements is the ith smallest element. For example,
the minimum of a set of elements is the first order statistic (i = 1), and
the maximum is the nth order statistic (i = n). A median, informally, is the "halfway
point" of the set. When n is odd, the median is unique, occurring at i = (n + 1)/2.
When n is even, there are two medians, occurring at i = n/2 and i =n/2 + 1. Thus,
regardless of the parity of n, medians occur at i = (n + 1)/2  and i = (n + 1)/2 .

This chapter addresses the problem of selecting the ith order statistic from a set
of n distinct numbers. We assume for convenience that the set contains distinct
numbers, although virtually everything that we do extends to the situation in which a
set contains repeated values. The selection problem can be specified formally as
follows:

Input: A set A of n (distinct) numbers and a number i, with 1  i  n.

Output: The element x  A that is larger than exactly i -1 other elements of A.

The selection problem can be solved in O(n lg n) time, since we can sort the numbers
using heapsort or merge sort and then simply index the ith element in the output array.
There are faster algorithms, however.

In Section 10.1, we examine the problem of selecting the minimum and maximum of
a set of elements. More interesting is the general selection problem, which is
investigated in the subsequent two sections. Section 10.2 analyzes a practical
algorithm that achieves an O(n) bound on the running time in the average case.



Section 10.3 contains an algorithm of more theoretical interest that achieves the O(n)
running time in the worst case.

10.1 Minimum and maximum
How many comparisons are necessary to determine the minimum of a set
of n elements? We can easily obtain an upper bound of n - 1 comparisons: examine
each element of the set in turn and keep track of the smallest element seen so far. In
the following procedure, we assume that the set resides in array A, where length[A]
= n.

MINIMUM (A)
1 min A[1]
2 for i 2 to length[A]
3 do if min > A[i]
4 then min A[i]
5 return min

Finding the maximum can, of course, be accomplished with n - 1 comparisons as well.

Is this the best we can do? Yes, since we can obtain a lower bound of n - 1
comparisons for the problem of determining the minimum. Think of any algorithm
that determines the minimum as a tournament among the elements. Each comparison
is a match in the tournament in which the smaller of the two elements wins. The key
observation is that every element except the winner must lose at least one match.
Hence, n - 1 comparisons are necessary to determine the minimum, and the
algorithm MINIMUM is optimal with respect to the number of comparisons performed.

An interesting fine point of the analysis is the determination of the expected number
of times that line 4 is executed. Problem 6-2 asks you to show that this expectation is 

(lg n).

Simultaneous minimum and maximum

In some applications, we must find both the minimum and the maximum of a set
of n elements. For example, a graphics program may need to scale a set of (x, y) data
to fit onto a rectangular display screen or other graphical output device. To do so, the
program must first determine the minimum and maximum of each coordinate.

It is not too difficult to devise an algorithm that can find both the minimum and the
maximum of n elements using the asymptotically optimal (n) number of



comparisons. Simply find the minimum and maximum independently, using n - 1
comparisons for each, for a total of 2n - 2 comparisons.

In fact, only 3 n/2  comparisons are necessary to find both the minimum and the
maximum. To do this, we maintain the minimum and maximum elements seen thus
far. Rather than processing each element of the input by comparing it against the
current minimum and maximum, however, at a cost of two comparisons per element,
we process elements in pairs. We compare pairs of elements from the input first
with each other, and then compare the smaller to the current minimum and the larger
to the current maximum, at a cost of three comparisons for every two elements.

Exercises

10.1-1

Show that the second smallest of n elements can be found with n+ lg n  - 2
comparisons in the worst case. (Hint: Also find the smallest element.)

10.1-2

Show that 3n/2  - 2 comparisons are necessary in the worst case to find both the
maximum and minimum of n numbers. (Hint: Consider how many numbers are
potentially either the maximum or minimum, and investigate how a comparison
affects these counts.)

BINARY SEARCH TREES
Search trees are data structures that support many dynamic-set operations,
including SEARCH, MINIMUM, MAXIMUM, PREDECESSOR, SUCCESSOR, INSERT, and DELETE. Thus,
a search tree can be used both as a dictionary and as a priority queue.

Basic operations on a binary search tree take time proportional to the height of the
tree. For a complete binary tree with n nodes, such operations run in (lg n)
worst-case time. If the tree is a linear chain of n nodes, however, the same operations
take (n) worst-case time. We shall see in Section 13.4 that the height of a randomly
built binary search tree is O(lg n), so that basic dynamic-set operations take (lg n)
time.

In practice, we can't always guarantee that binary search trees are built randomly, but
there are variations of binary search trees whose worst-case performance on basic



operations can be guaranteed to be good. Chapter 14 presents one such variation,
red-black trees, which have height O(lg n). Chapter 19 introduces B-trees, which are
particularly good for maintaining data bases on random-access, secondary (disk)
storage.

After presenting the basic properties of binary search trees, the following sections
show how to walk a binary search tree to print its values in sorted order, how to search
for a value in a binary search tree, how to find the minimum or maximum element,
how to find the predecessor or successor of an element, and how to insert into or
delete from a binary search tree. The basic mathematical properties of trees were
introduced in Chapter 5.

13.1 What is a binary search tree?
A binary search tree is organized, as the name suggests, in a binary tree, as shown in
Figure 13.1. Such a tree can be represented by a linked data structure in which each
node is an object. In addition to a key field, each node contains fields left,
right, and p that point to the nodes corresponding to its left child, its right child, and
its parent, respectively. If a child or the parent is missing, the appropriate field
contains the value NIL. The root node is the only node in the tree whose parent field
is NIL.

Figure 13.1 Binary search trees. For any node x, the keys in the left subtree of x
are at most key[x], and the keys in the right subtree of x are at least key[x].
Different binary search trees can represent the same set of values. The worst-case
running time for most search-tree operations is proportional to the height of the



tree. (a) A binary search tree on 6 nodes with height 2. (b) A less efficient binary
search tree with height 4 that contains the same keys.

The keys in a binary search tree are always stored in such a way as to satisfy
the binary-search-tree property:

Let x be a node in a binary search tree. If y is a node in the left subtree
of x, then key[y]  key[x]. If y is a node in the right subtree of x, then key[x]  key[y].

Thus, in Figure 13.1(a), the key of the root is 5, the keys 2, 3, and 5 in its left subtree
are no larger than 5, and the keys 7 and 8 in its right subtree are no smaller than 5. The
same property holds for every node in the tree. For example, the key 3 in Figure
13.1(a) is no smaller than the key 2 in its left subtree and no larger than the key 5 in
its right subtree.

The binary-search-tree property allows us to print out all the keys in a binary search
tree in sorted order by a simple recursive algorithm, called an inorder tree walk. This
algorithm derives its name from the fact that the key of the root of a subtree is printed
between the values in its left subtree and those in its right subtree. (Similarly,
a preorder tree walk prints the root before the values in either subtree, and a postorder
tree walk prints the root after the values in its subtrees.) To use the following
procedure to print all the elements in a binary search tree T, we
callINORDER-TREE-WALK( root[T]).

INORDER-TREE-WALK(x)
1 if x NIL
2 then INORDER-TREE-WALK (left[x])
3           print key[x]
4           INORDER-TREE-WALK (right[x])

As an example, the inorder tree walk prints the keys in each of the two binary search
trees from Figure 13.1 in the order 2, 3, 5, 5, 7, 8. The correctness of the algorithm
follows by induction directly from the binary-search-tree property. It takes (n) time
to walk an n-node binary search tree, since after the initial call, the procedure is called
recursively exactly twice for each node in the tree--once for its left child and once for
its right child.

Exercises

13.1-1



Draw binary search trees of height 2, 3, 4, 5, and 6 on the set of keys {1, 4, 5, 10, 16,
17, 21}.

13.1-2

What is the difference between the binary-search-tree property and the heap property
(7.1)? Can the heap property be used to print out the keys of an n-node tree in sorted
order in O(n) time? Explain how or why not.

13.1-3

Give a nonrecursive algorithm that performs an inorder tree walk. (Hint: There is an
easy solution that uses a stack as an auxiliary data structure and a more complicated
but elegant solution that uses no stack but assumes that two pointers can be tested for
equality.)

13.1-4

Give recursive algorithms that perform preorder and postorder tree walks in (n)
time on a tree of n nodes.

13.1-5

Argue that since sorting n elements takes  (n lg n) time in the worst case in the
comparison model, any comparison-based algorithm for constructing a binary search
tree from an arbitrary list ofn elements takes  (n lg n) time in the worst case.

13.2 Querying a binary search tree
The most common operation performed on a binary search tree is searching for a key
stored in the tree. Besides the SEARCH operation, binary search trees can support such
queries as MINIMUM,MAXIMUM, SUCCESSOR, and PREDECESSOR. In this section, we shall
examine these operations and show that each can be supported in time O(h) on a
binary search tree of height h.



Figure 13.2 Queries on a binary search tree. To search for the key 13 in the tree,
the path 15  6  7  13 is followed from the root. The minimum key in the tree
is 2, which can be found by following left pointers from the root. The maximum
key 20 is found by following right pointers from the root. The successor of the
node with key 15 is the node with key 17, since it is the minimum key in the right
subtree of 15. The node with key 13 has no right subtree, and thus its successor is
its lowest ancestor whose left child is also an ancestor. In this case, the node with
key 15 is its successor.

Searching

We use the following procedure to search for a node with a given key in a binary
search tree. Given a pointer to the root of the tree and a key k, TREE-SEARCH returns a
pointer to a node with keyk if one exists; otherwise, it returns NIL.

TREE-SEARCH (x, k)
1 if x = NIL or k = key[x]
2 then return x
3 if k < key[x]
4 then return TREE-SEARCH (left[x], k)
5 else return TREE-SEARCH (right[x], k)

The procedure begins its search at the root and traces a path downward in the tree, as
shown in Figure 13.2. For each node x it encounters, it compares the
key k with key[x]. If the two keys are equal, the search terminates. If k is smaller
than key[x], the search continues in the left subtree of x, since the binary-search-tree
property implies that k could not be stored in the right subtree. Symmetrically, if k is
larger than key[k], the search continues in the right subtree. The nodes encountered
during the recursion form a path downward from the root of the tree, and thus the
running time of TREE-SEARCH is O(h), where h is the height of the tree.



The same procedure can be written iteratively by "unrolling" the recursion into
a while loop. On most computers, this version is more efficient.

ITERATIVE-TREE-SEARCH (x,k)
1 while x NIL and k key[x]
2 do if k < key[x]
3 then x left[x]
4 else x right[x]
5 return x

Minimum and maximum

An element in a binary search tree whose key is a minimum can always be found by
following left child pointers from the root until a NIL is encountered, as shown in
Figure 13.2. The following procedure returns a pointer to the minimum element in the
subtree rooted at a given node x.

TREE-MINIMUM (x)
1 while left[x] NIL
2 do x left[x]
3 return x

The binary-search-tree property guarantees that TREE-MINIMUM is correct. If a node x has
no left subtree, then since every key in the right subtree of x is at least as large
as key[x], the minimum key in the subtree rooted at x is key[x]. If node x has a left
subtree, then since no key in the right subtree is smaller than key[x] and every key in
the left subtree is not larger than key[x], the minimum key in the subtree rooted
at x can be found in the subtree rooted at left[x].

The pseudocode for TREE-MAXIMUM is symmetric.

TREE-MAXIMUM (x)
1 while right[x] NIL
2 do x right[x]
3 return x

Both of these procedures run in O(h) time on a tree of height h, since they trace paths
downward in the tree.

Successor and predecessor

Given a node in a binary search tree, it is sometimes important to be able to find its
successor in the sorted order determined by an inorder tree walk. If all keys are
distinct, the successor of a node x is the node with the smallest key greater



than key[x]. The structure of a binary search tree allows us to determine the successor
of a node without ever comparing keys. The following procedure returns the successor
of a node x in a binary search tree if it exists, and NIL if x has the largest key in the
tree.

TREE SUCCESSOR(x)
1 if right[x] NIL
2 then return TREE-MINIMUM(right[x])
3 y p[x]
4 while y NIL and x = right[y]
5 do x y
6 y p[y]
7 return y

The code for TREE-SUCCESSOR is broken into two cases. If the right subtree of node x is
nonempty, then the successor of x is just the left-most node in the right subtree, which
is found in line 2 by calling TREE-MINIMUM(right[x]). For example, the successor of the
node with key 15 in Figure 13.2 is the node with key 17.

On the other hand, if the right subtree of node x is empty and x has a successor y,
then y is the lowest ancestor of x whose left child is also an ancestor of x. In Figure
13.2, the successor of the node with key 13 is the node with key 15. To find y, we
simply go up the tree from x until we encounter a node that is the left child of its
parent; this is accomplished by lines 3-7 of TREE-SUCCESSOR.

The running time of TREE-SUCCESSOR on a tree of height his O(h), since we either
follow a path up the tree or follow a path down the tree. The
procedure TREE-PREDECESSOR, which is symmetric to TREE-SUCCESSOR, also runs in
time O(h).

In summary, we have proved the following theorem.

Theorem 13.1

The dynamic-set operations SEARCH, MINIMUM, MAXIMUM, SUCCESSOR, and PREDECESSOR can
be made to run in O(h) time on a binary search tree of height h.

Exercises

13.2-1



Suppose that we have numbers between 1 and 1000 in a binary search tree and want to
search for the number 363. Which of the following sequences could not be the
sequence of nodes examined?

a. 2, 252, 401, 398, 330, 344, 397, 363.

b. 924, 220, 911, 244, 898, 258, 362, 363.

c. 925, 202, 911, 240, 912, 245, 363.

d. 2, 399, 387, 219, 266, 382, 381, 278, 363.

e. 935, 278, 347, 621, 299, 392, 358, 363.

13.2-2

Professor Bunyan thinks he has discovered a remarkable property of binary search
trees. Suppose that the search for key k in a binary search tree ends up in a leaf.
Consider three sets: A, the keys to the left of the search path; B, the keys on the search
path; and C, the keys to the right of the search path. Professor Bunyan claims that any
three keys a  A, b  B, and c  C must satisfy a  b c. Give a smallest possible
counterexample to the professor's claim.

13.2-3

Use the binary-search-tree property to prove rigorously that the code
for TREE-SUCCESSOR is correct.

13.2-4

An inorder tree walk of an n-node binary search tree can be implemented by finding
the minimum element in the tree with TREE-MINIMUM and then making n - 1 calls
to TREE-SUCCESSOR. Prove that this algorithm runs in (n) time.

13.2-5

Prove that no matter what node we start at in a height-h binary search
tree, k successive calls to TREE-SUCCESSOR take O(k + h) time.

13.2-6



Let T be a binary search tree, let x be a leaf node, and let y be its parent. Show
that key[y] is either the smallest key in T larger than key[x] or the largest key in the
tree smaller than key[x].

13.3 Insertion and deletion
The operations of insertion and deletion cause the dynamic set represented by a binary
search tree to change. The data structure must be modified to reflect this change, but
in such a way that the binary-search-tree property continues to hold. As we shall see,
modifying the tree to insert a new element is relatively straightforward, but handling
deletion is somewhat more intricate.

Insertion

To insert a new value v into a binary search tree T, we use the procedure TREE-INSERT.
The procedure is passed a node z for which key[z] = v, left[z] = NIL, and right[z] = NIL.
It modifies T and some of the fields of z in such a way that z is inserted into an
appropriate position in the tree.

TREE-INSERT(T,z)
1 y NIL
2 x root[T]
3 while x NIL
4 do y x
5 if key[z] < key[x]
6 then x left[x]
7 else x right[x]
8 p[z] y
9 if y = NIL
10 then root[T] z
11 else if key[z] < key[y]
12 then left[y] z
13 else right[y] z

Figure 13.3 shows how TREE-INSERT works. Like the
procedures TREE-SEARCH and ITERATIVE-TREE-SEARCH, TREE-INSERT begins at the root of
the tree and traces a path downward. The pointerx traces the path, and the pointer y is
maintained as the parent of x. After initialization, the while loop in lines 3-7 causes
these two pointers to move down the tree, going left or right depending on the
comparison of key[z] with key[x], until x is set to NIL. This NIL occupies the position
where we wish to place the input item z. Lines 8-13 set the pointers that cause z to be
inserted.



Like the other primitive operations on search trees, the procedure TREE-INSERT runs
in O(h) time on a tree of height h.

Deletion

The procedure for deleting a given node z from a binary search tree takes as an
argument a pointer to z. The procedure considers the three cases shown in Figure 13.4.
If z has no children, we modify its parent p[z] to replace z with NIL as its child. If the
node has only a single child, we "splice out" z by making a new link between its child
and its parent. Finally, if the node has two children, we splice out z's successor y,
which has no left child (see Exercise 13.3-4) and replace the contents of z with the
contents of y.

The code for TREE-DELETE organizes these three cases a little differently.

Figure 13.3 Inserting an item with key 13 into a binary search tree. Lightly
shaded nodes indicate the path from the root down to the position where the item
is inserted. The dashed line indicates the link in the tree that is added to insert
the item.



Figure 13.4 Deleting a node z from a binary search tree. In each case, the node
actually removed is lightly shaded. (a) If z has no children, we just remove it. (b)
If z has only one child, we splice out z. (c) If z has two children, we splice out its
successor y, which has at most one child, and then replace the contents of z with
the contents of y.

TREE-DELETE(T, z)
1 if left[z] = NIL or right[z] = NIL
2 then y z
3 else y TREE-SUCCESSOR(z)
4 if left[y] NIL
5 then x left[y]
6 else x right[y]
7 if x NIL
8 then p[x] p[y]
9 if p[y] = NIL
10 then root[T] x
11 else if y = left[p[y]]
12 then left[p[y]] x
13 else right[p[y]] x
14 if y z
15 then key[z] key[y]

16 If y has other fields, copy them, too.



17 return y

In lines 1-3, the algorithm determines a node y to splice out. The node y is either the
input node z (if z has at most 1 child) or the successor of z (if z has two children).
Then, in lines 4-6, x is set to the non-NIL child of y, or to NIL if y has no children. The
node y is spliced out in lines 7-13 by modifying pointers in p[y] and x. Splicing
out y is somewhat complicated by the need for proper handling of the boundary
conditions, which occur when x = NIL or when y is the root. Finally, in lines 14-16, if
the successor of z was the node spliced out, the contents of z are moved from y toz,
overwriting the previous contents. The node y is returned in line 17 so that the calling
procedure can recycle it via the free list. The procedure runs in O(h) time on a tree of
height h.

In summary, we have proved the following theorem.

Theorem 13.2

The dynamic-set operations INSERT and DELETE can be made to run in O(h) time on a
binary search tree of height h.

Exercises

13.3-1

Give a recursive version of the TREE-INSERT procedure.

13.3-2

Suppose that a binary search tree is constructed by repeatedly inserting distinct values
into the tree. Argue that the number of nodes examined in searching for a value in the
tree is one plus the number of nodes examined when the value was first inserted into
the tree.

13.3-3

We can sort a given set of n numbers by first building a binary search tree containing
these numbers (using TREE-INSERT repeatedly to insert the numbers one by one) and
then printing the numbers by an inorder tree walk. What are the worst-case and
best-case running times for this sorting algorithm?



13.3-4

Show that if a node in a binary search tree has two children, then its successor has no
left child and its predecessor has no right child.

13.3-5

Suppose that another data structure contains a pointer to a node y in a binary search
tree, and suppose that y's predecessor z is deleted from the tree by the
procedure TREE-DELETE. What problem can arise? How can TREE-DELETE be rewritten to
solve this problem?

13.3-6

Is the operation of deletion "commutative" in the sense that deleting x and then y from
a binary search tree leaves the same tree as deleting y and then x? Argue why it is or
give a counterexample.

13.3-7

When node z in TREE-DELETE has two children, we could splice out its predecessor
rather than its successor. Some have argued that a fair strategy, giving equal priority to
predecessor and successor, yields better empirical performance. How
might TREE-DELETE be changed to implement such a fair strategy?

Unit 3

DYNAMIC PROGRAMMING
Dynamic programming, like the divide-and-conquer method, solves problems by
combining the solutions to subproblems. ("Programming" in this context refers to a
tabular method, not to writing computer code.) As we saw in Chapter 1,
divide-and-conquer algorithms partition the problem into independent subproblems,
solve the subproblems recursively, and then combine their solutions to solve the
original problem. In contrast, dynamic programming is applicable when the
subproblems are not independent, that is, when subproblems share subsubproblems. In
this context, a divide-and-conquer algorithm does more work than necessary,
repeatedly solving the common subsubproblems. A dynamic-programming algorithm
solves every subsubproblem just once and then saves its answer in a table, thereby



avoiding the work of recomputing the answer every time the subsubproblem is
encountered.

Dynamic programming is typically applied to optimization problems. In such
problems there can be many possible solutions. Each solution has a value, and we
wish to find a solution with the optimal (minimum or maximum) value. We call such a
solution an optimal solution to the problem, as opposed to the optimal solution, since
there may be several solutions that achieve the optimal value.

The development of a dynamic-programming algorithm can be broken into a sequence
of four steps.

1. Characterize the structure of an optimal solution.

2. Recursively define the value of an optimal solution.

3. Compute the value of an optimal solution in a bottom-up fashion.

4. Construct an optimal solution from computed information.

Steps 1-3 form the basis of a dynamic-programming solution to a problem. Step 4 can
be omitted if only the value of an optimal solution is required. When we do perform
step 4, we sometimes maintain additional information during the computation in step
3 to ease the construction of an optimal solution.

The sections that follow use the dynamic-programming method to solve some
optimization problems. Section 16.1 asks how we can multiply a chain of matrices so
that the fewest total scalar multiplications are performed. Given this example of
dynamic programming, Section 16.2 discusses two key characteristics that a problem
must have for dynamic programming to be a viable solution technique. Section 16.3
then shows how to find the longest common subsequence of two sequences. Finally,
Section 16.4 uses dynamic programming to find an optimal triangulation of a convex
polygon, a problem that is surprisingly similar to matrix-chain multiplication.

16.1 Matrix-chain multiplication
Our first example of dynamic programming is an algorithm that solves the problem of
matrix-chain multiplication. We are given a sequence (chain) A1, A2, . . ., An

 of n matrices to be multiplied, and we wish to compute the product



A1A2
A
n

.

(16.1)

We can evaluate the expression (16.1) using the standard algorithm for multiplying
pairs of matrices as a subroutine once we have parenthesized it to resolve all
ambiguities in how the matrices are multiplied together. A product of matrices is fully
parenthesized if it is either a single matrix or the product of two fully parenthesized
matrix products, surrounded by parentheses. Matrix multiplication is associative, and
so all parenthesizations yield the same product. For example, if the chain of matrices
is A1, A2, A3, A4 , the product A1A2A3A4 can be fully parenthesized in five distinct
ways:

(A1(A2(A3A4))) ,
(A1((A2A3)A4)) ,
((A1A2)(A3A4)) ,
((A1(A2A3))A4) ,
(((A1A2)A3)A4) .

The way we parenthesize a chain of matrices can have a dramatic impact on the cost
of evaluating the product. Consider first the cost of multiplying two matrices. The
standard algorithm is given by the following pseudocode. The
attributes rows and columns are the numbers of rows and columns in a matrix.

MATRIX-MULTIPLY(A,B)
1 if columns [A] rows [B]
2 then error "incompatible dimensions"
3 else for i 1 to rows [A]
4 do for j 1 to columns[B]
5 do C[i, j] 0
6 for k 1 to columns [A]
7 do C[i ,j] C[i ,j] + A [i, k] B[k, j]
8 return C

We can multiply two matrices A and B only if the number of columns of A is equal to
the number of rows of B. If A is a p X q matrix and B is a q X r matrix, the resulting
matrix C is a p X rmatrix. The time to compute C is dominated by the number of
scalar multiplications in line 7, which is pqr. In what follows, we shall express
running times in terms of the number of scalar multiplications.

To illustrate the different costs incurred by different parenthesizations of a matrix
product, consider the problem of a chain A1, A2, A3  of three matrices. Suppose that
the dimensions of the matrices are 10 X 100,100  5, and 5  50, respectively. If we
multiply according to the parenthesization ((A1A2)A3), we perform 10  100  5 = 5000



scalar multiplications to compute the 10 X 5 matrix product A1A2, plus another 10  5 
 50 = 2500 scalar multiplications to multiply this matrix by A3, for a total of 7500

scalar multiplications. If instead we multiply according to the parenthesization
(A1(A2A3)), we perform 100  5  50 = 25,000 scalar multiplications to compute the
100 X 50 matrix product A2A3, plus another 10  100  50 = 50,000 scalar
multiplications to multiply A1 by this matrix, for a total of 75,000 scalar
multiplications. Thus, computing the product according to the first parenthesization is
10 times faster.

The matrix-chain multiplication problem can be stated as follows: given a chain 
A1, A2, . . . , An  of n matrices, where for i = 1, 2, . . . , n , matrix Ai has
dimension pi - 1 X pi, fully parenthesize the product A1 A2...An in a way that minimizes
the number of scalar multiplications.

Counting the number of parenthesizations

Before solving the matrix-chain multiplication problem by dynamic programming, we
should convince ourselves that exhaustively checking all possible parenthesizations
does not yield an efficient algorithm. Denote the number of alternative
parenthesizations of a sequence of n matrices by P(n). Since we can split a sequence
of n matrices between the kth and (k + 1)st matrices for any k = 1, 2, . . . , n -1 and
then parenthesize the two resulting subsequences independently, we obtain the
recurrence

Problem 13-4 asked you to show that the solution to this recurrence is the sequence
of Catalan numbers:

P(n) = C (n - 1),

where



The number of solutions is thus exponential in n, and the brute-force method of
exhaustive search is therefore a poor strategy for determining the optimal
parenthesization of a matrix chain.

The structure of an optimal parenthesization

The first step of the dynamic-programming paradigm is to characterize the structure of
an optimal solution. For the matrix-chain multiplication problem, we can perform this
step as follows. For convenience, let us adopt the notation Ai..j for the matrix that
results from evaluating the product AiAi + 1    Aj. An optimal parenthesization of
the product A1A2    An splits the product between Ak and Ak + 1 for some integer k in
the range 1  k < n . That is, for some value of k, we first compute the
matrices A1..k and Ak + 1..n and then multiply them together to produce the final
product A1..n. The cost of this optimal parenthesization is thus the cost of computing
the matrix A1..k, plus the cost of computing Ak + 1..n, plus the cost of multiplying them
together.

The key observation is that the parenthesization of the "prefix" subchain A1A2   
 Ak within this optimal parenthesization of A1A2    An must be
an optimal parenthesization of A1A2    Ak. Why? If there were a less costly way to
parenthesize A1A2    Ak, substituting that parenthesization in the optimal
parenthesization of A1A2    An would produce another parenthesization ofA1A2   
 An whose cost was lower than the optimum: a contradiction. A similar observation
holds for the the parenthesization of the subchain Ak+1Ak+2    An in the optimal
parenthesization of A1A2    An: it must be an optimal parenthesization of Ak+1Ak+2 
   An.

Thus, an optimal solution to an instance of the matrix-chain multiplication problem
contains within it optimal solutions to subproblem instances. Optimal substructure
within an optimal solution is one of the hallmarks of the applicability of dynamic
programming, as we shall see in Section 16.2.

A recursive solution

The second step of the dynamic-programming paradigm is to define the value of an
optimal solution recursively in terms of the optimal solutions to subproblems. For the
matrix-chain multiplication problem, we pick as our subproblems the problems of
determining the minimum cost of a parenthesization of AiAi+1. . . Aj for 1  i  j  n.



Let m[i, j] be the minimum number of scalar multiplications needed to compute the
matrix Ai..j; the cost of a cheapest way to compute A1..n would thus be m[1, n].

We can define m[i, j] recursively as follows. If i = j, the chain consists of just one
matrix Ai..i = Ai, so no scalar multiplications are necessary to compute the product.
Thus, m[i,i] = 0 for i = 1, 2, . . . , n. To compute m[i, j] when i < j, we take advantage
of the structure of an optimal solution from step 1. Let us assume that the optimal
parenthesization splits the product AiAi+l . . . Aj betweenAk and Ak+1, where i  k < j.
Then, m[i, j] is equal to the minimum cost for computing the
subproducts Ai..k and Ak+1..j, plus the cost of multiplying these two matrices together.
Since computing the matrix product Ai..kAk+1..j takes pi-1pkpj scalar multiplications, we
obtain

m[i, j] = m[i, k] + m[k + 1, j] + pi-1pkpj .

This recursive equation assumes that we know the value of k, which we don't. There
are only j - i possible values for k, however, namely k = i, i + 1, . . . , j - 1. Since the
optimal parenthesization must use one of these values for k, we need only check them
all to find the best. Thus, our recursive definition for the minimum cost of
parenthesizing the product AiAi+1 . . . Aj becomes

(16.2)

The m[i, j] values give the costs of optimal solutions to subproblems. To help us keep
track of how to construct an optimal solution, let us define s[i, j] to be a value of k at
which we can split the product AiAi+1 . . . Aj to obtain an optimal parenthesization.
That is, s[i, j] equals a value k such that m[i, j] = m[i, k] + m[k + 1, j] + pi - 1pkpj .

Computing the optimal costs

At this point, it is a simple matter to write a recursive algorithm based on recurrence
(16.2) to compute the minimum cost m[1, n] for multiplying A1A2 . . . An. As we shall
see in Section 16.2, however, this algorithm takes exponential time--no better than the
brute-force method of checking each way of parenthesizing the product.



The important observation that we can make at this point is that we have relatively
few subproblems: one problem for each choice of i and j satisfying 1  i  j  n, or 
 + n = (n2) total. A recursive algorithm may encounter each subproblem many
times in different branches of its recursion tree. This property of overlapping
subproblems is the second hallmark of the applicability of dynamic programming.

Instead of computing the solution to recurrence (16.2) recursively, we perform the
third step of the dynamic-programming paradigm and compute the optimal cost by
using a bottom-up approach. The following pseudocode assumes that matrix Ai has
dimensions pi - 1 X pi for i = 1, 2, . . . , n. The input is a sequence p0, p1, . . . , pn ,
here length[p] = n + 1. The procedure uses an auxiliary table m[1 . . n,1 . . n] for
storing the m[i, j] costs and an auxiliary table s[1 . . n, 1 . . n] that records which index
of k achieved the optimal cost in computing m[i, j].

MATRIX-CHAIN-ORDER(p)
1 n length[p] - 1
2 for i 1 to n
3 do m[i, i] 0
4 for l 2 to n
5 do for i 1 to n - l + 1
6 do j i + l-1
7 m[i, j]
8 for k i to j - 1
9 do q m[i, k] + m[k + 1, j] +pi - 1pkpj
10 if q < m[i, j]
11 then m[i, j] q
12 s[i, j] k
13 return m and s

The algorithm fills in the table m in a manner that corresponds to solving the
parenthesization problem on matrix chains of increasing length. Equation (16.2)shows
that the cost m[i, j] of computing a matrix-chain product of j - i + 1 matrices depends
only on the costs of computing matrix-chain products of fewer than j - i + 1 matrices.
That is, for k = i, i + 1, . . . ,j - 1, the matrixAi..k is a product of k - i + 1 < j - i + 1
matrices and the matrix Ak+1 . . j a product of j - k < j - i + 1 matrices.

The algorithm first computes m[i, i]  0 for i = 1, 2, . . . , n (the minimum costs for
chains of length 1) in lines 2-3. It then uses recurrence (16.2) to compute m[i, i+ 1]
for i = 1, 2, . . . , n - 1 (the minimum costs for chains of length l = 2) during the first
execution of the loop in lines 4-12. The second time through the loop, it computes m[i,
i + 2] for i = 1, 2, . . . , n - 2 (the minimum costs for chains of length l = 3), and so



forth. At each step, the m[i, j] cost computed in lines 9-12 depends only on table
entries m[i, k] and m[k + 1 ,j] already computed.

Figure 16.1 illustrates this procedure on a chain of n = 6 matrices. Since we have
defined m[i, j] only for i  j, only the portion of the table m strictly above the main
diagonal is used. The figure shows the table rotated to make the main diagonal run
horizontally. The matrix chain is listed along the bottom. Using this layout, the
minimum cost m[i, j] for multiplying a subchain AiAi+1. . . Aj of matrices can be found
at the intersection of lines running northeast from Ai and northwest from Aj. Each
horizontal row in the table contains the entries for matrix chains of the same
length.MATRIX-CHAIN-ORDER computes the rows from bottom to top and from left to right
within each row. An entry m[i, j] is computed using the products pi - 1pkpj for k = i, i +
1, . . . , j - 1 and all entries southwest and southeast from m[i, j].

Figure 16.1 The m and s tables computed by MATRIX-CHAIN-ORDER for n = 6 and the
following matrix dimensions:

matrix  dimension
-----------------
A1 30 X 35
A2 35 X 15
A3 15 X 5
A4 5 X 10
A5 10 X 20
A6 20 X 25

The tables are rotated so that the main diagonal runs horizontally. Only the main
diagonal and upper triangle are used in the m table, and only the upper triangle is used
in the s table. The minimum number of scalar multiplications to multiply the 6



matrices is m[1, 6] = 15,125. Of the lightly shaded entries, the pairs that have the same
shading are taken together in line 9 when computing

A simple inspection of the nested loop structure of MATRIX-CHAIN-ORDER yields a
running time of O(n3) for the algorithm. The loops are nested three deep, and each
loop index (l, i, and k) takes on at most n values. Exercise 16.1-3 asks you to show
that the running time of this algorithm is in fact also (n3). The algorithm requires 
(n2) space to store the m and s tables. Thus, MATRIX-CHAIN-ORDER is much more efficient
than the exponential-time method of enumerating all possible parenthesizations and
checking each one.

Constructing an optimal solution

Although MATRIX-CHAIN-ORDER determines the optimal number of scalar multiplications
needed to compute a matrix-chain product, it does not directly show how to multiply
the matrices. Step 4 of the dynamic-programming paradigm is to construct an optimal
solution from computed information.

In our case, we use the table s[1 . . n, 1 . . n] to determine the best way to multiply the
matrices. Each entry s[i, j] records the value of k such that the optimal
parenthesization of AiAi + 1    Ajsplits the product between Ak and Ak + 1. Thus, we
know that the final matrix multiplication in computing A1..n optimally
is A1..s[1,n]As[1,n]+1..n. The earlier matrix multiplications can be computed recursively,
since s[l,s[1,n]] determines the last matrix multiplication in computing A1..s[1,n],
and s[s[1,n] + 1, n] determines the last matrix multiplication in
computing As[1,n]+..n. The following recursive procedure computes the matrix-chain
product Ai..j given the matrices A = A1, A2, . . . , An , the s table computed
by MATRIX-CHAIN-ORDER, and the indices i and j. The initial call
is MATRIX-CHAIN-MULTIPLY(A, s, 1, n).

MATRIX-CHAIN-MULTIPLY(A, s, i, ,j)
1 if j >i
2 then X MATRIX-CHAIN-MULTIPLY(A, s, i, s[i, j])
3 Y MATRIX-CHAIN-MULTIPLY(A, s, s[i, j] + 1, j)
4 return MATRIX-MULTIPLY(X, Y)
5 else return Ai



In the example of Figure 16.1, the call MATRIX-CHAIN-MULTIPLY(A, s, 1, 6) computes
the matrix-chain product according to the parenthesization

((A1(A2A3))((A4A5)A6)) .

(16.3)

Exercises

16.1-1

Find an optimal parenthesization of a matrix-chain product whose sequence of
dimensions is 5, 10, 3, 12, 5, 50, 6 .

16.1-2

Give an efficient algorithm PRINT-OPTIMAL-PARENS to print the optimal parenthesization
of a matrix chain given the table s computed by MATRIX-CHAIN-ORDER. Analyze your
algorithm.

16.1-3

Let R(i, j) be the number of times that table entry m[i, j] is referenced
by MATRIX-CHAIN-ORDER in computing other table entries. Show that the total number of
references for the entire table is

(Hint: You may find the identity 

16.1-4

Show that a full parenthesization of an n-element expression has exactly n - 1 pairs of
parentheses.

16.2 Elements of dynamic programming



Although we have just worked through an example of the dynamic-programming
method, you might still be wondering just when the method applies. From an
engineering perspective, when should we look for a dynamic-programming solution to
a problem? In this section, we examine the two key ingredients that an optimization
problem must have for dynamic programming to be applicable: optimal substructure
and overlapping subproblems. We also look at a variant method, called memoization,
for taking advantage of the overlapping-subproblems property.

Optimal substructure

The first step in solving an optimization problem by dynamic programming is to
characterize the structure of an optimal solution. We say that a problem
exhibits optimal substructure if an optimal solution to the problem contains within it
optimal solutions to subproblems. Whenever a problem exhibits optimal substructure,
it is a good clue that dynamic programming might apply. (It also might mean that a
greedy strategy applies, however. See Chapter 17.)

In Section 16.1, we discovered that the problem of matrix-chain multiplication
exhibits optimal substructure. We observed that an optimal parenthesization of A1 A2  
  An that splits the product between Ak and Ak + 1 contains within it optimal solutions

to the problems of parenthesizing A1A2    A k and Ak + 1Ak + 2. . . An. The technique
that we used to show that subproblems have optimal solutions is typical. We assume
that there is a better solution to the subproblem and show how this assumption
contradicts the optimality of the solution to the original problem.

The optimal substructure of a problem often suggests a suitable space of subproblems
to which dynamic programming can be applied. Typically, there are several classes of
subproblems that might be considered "natural" for a problem. For example, the space
of subproblems that we considered for matrix-chain multiplication contained all
subchains of the input chain. We could equally well have chosen as our space of
subproblems arbitrary sequences of matrices from the input chain, but this space of
subproblems is unnecessarily large. A dynamic-programming algorithm based on this
space of subproblems solves many more problems than it has to.

Investigating the optimal substructure of a problem by iterating on subproblem
instances is a good way to infer a suitable space of subproblems for dynamic
programming. For example, after looking at the structure of an optimal solution to a
matrix-chain problem, we might iterate and look at the structure of optimal solutions
to subproblems, subsubproblems, and so forth. We discover that all subproblems



consist of subchains of Al, A2, . . . , An . Thus, the set of chains of the form 
Ai, Aj+l, . . . , Aj  for 1  i  j  n makes a natural and reasonable space of
subproblems to use.

Overlapping subproblems

The second ingredient that an optimization problem must have for dynamic
programming to be applicable is that the space of subproblems must be "small" in the
sense that a recursive algorithm for the problem solves the same subproblems over
and over, rather than always generating new subproblems. Typically, the total number
of distinct subproblems is a polynomial in the input size. When a recursive algorithm
revisits the same problem over and over again, we say that the optimization problem
has overlapping subproblems. In contrast, a problem for which a divide-and-conquer
approach is suitable usually generates brand-new problems at each step of the
recursion. Dynamic-programming algorithms typically take advantage of overlapping
subproblems by solving each subproblem once and then storing the solution in a table
where it can be looked up when needed, using constant time per lookup.

To illustrate the overlapping-subproblems property, let us reexamine the matrix-chain
multiplication problem. Referring back to Figure 16.1, observe
that MATRIX-CHAIN-ORDER repeatedly looks up the solution to subproblems in lower rows
when solving subproblems in higher rows. For example, entry m[3, 4] is referenced 4
times: during the computations of m[2, 4], m[1, 4], m[3, 5], and m[3, 6]. If m[3, 4]
were recomputed each time, rather than just being looked up, the increase in running
time would be dramatic. To see this, consider the following (inefficient) recursive
procedure that determines m[i, j], the minimum number of scalar multiplications
needed to compute the matrix-chain product Ai..j = AiAi + 1, . . . Aj. The procedure is
based directly on the recurrence (16.2).



Figure 16.2 The recursion tree for the computation of RECURSIVE-MATRIX-CHAIN(p, 1,
4). Each node contains the parameters i and j. The computations performed in a
shaded subtree are replaced by a single table lookup in MEMOIZED-MATRIX-CHAIN(p, 1,
4).

RECURSIVE-MATRIX-CHAIN(p, i, j)
1 if i = j
2 then return 0
3 m[i, j]
4 for k i to j - 1
5 do q RECURSIVE-MATRIX-CHAIN(p, i, k)
+ RECURSIVE-MATRIX-CHAIN(p, k + 1, j) + pi-1pkpj
6 if q < m[i, j]
7 then m[i, j] q
8 return m[i, j]

Figure 16.2 shows the recursion tree produced by the call RECURSIVE-MATRIX-CHAIN(p, 1,
4). Each node is labeled by the values of the parameters i and j. Observe that some
pairs of values occur many times.

In fact, we can show that the running time T(n) to compute m[1, n] by this recursive
procedure is at least exponential in n. Let us assume that the execution of lines 1-2
and of lines 6-7 each take at least unit time. Inspection of the procedure yields the
recurrence

Noting that for i = 1, 2, . . . , n - 1, each term T(i) appears once as T(k) and once as T(n
- k), and collecting the n - 1 1's in the summation together with the 1 out front, we can
rewrite the recurrence as

(16.4)

We shall prove that T(n) = (2n) using the substitution method. Specifically, we shall
show that T(n)  2n-1 for all n > 1. The basis is easy, since T(1) > 1 = 2 . Inductively,
for n  2 we have



which completes the proof. Thus, the total amount of work performed by the
call RECURSIVE-MATRIX-CHAIN(p, 1, n) is at least exponential in n.

Compare this top-down, recursive algorithm with the bottom-up,
dynamic-programming algorithm. The latter is more efficient because it takes
advantage of the overlapping-subproblems property. There are only (n2) different
subproblems, and the dynamic-programming algorithm solves each exactly once. The
recursive algorithm, on the other hand, must repeatedly resolve each subproblem each
time it reappears in the recursion tree. Whenever a recursion tree for the natural
recursive solution to a problem contains the same subproblem repeatedly, and the total
number of different subproblems is small, it is a good idea to see if dynamic
programming can be made to work.

Memoization

There is a variation of dynamic programming that often offers the efficiency of the
usual dynamic-programming approach while maintaining a top-down strategy. The
idea is to memoize the natural, but inefficient, recursive algorithm. As in ordinary
dynamic programming, we maintain a table with subproblem solutions, but the control
structure for filling in the table is more like the recursive algorithm.

A memoized recursive algorithm maintains an entry in a table for the solution to each
subproblem. Each table entry initially contains a special value to indicate that the
entry has yet to be filled in. When the subproblem is first encountered during the
execution of the recursive algorithm, its solution is computed and then stored in the
table. Each subsequent time that the subproblem is encountered, the value stored in
the table is simply looked up and returned.1

1This approach presupposes that the set of all possible subproblem parameters is
known and that the relation between table positions and subproblems is established.



Another approach is to memoize by using hashing with the subproblem parameters as
keys.

The following procedure is a memoized version of RECURSIVE-MATRIX-CHAIN.

MEMOIZED-MATRIX-CHAIN(p)
1 n length[p] - 1
2 for i 1 to n
3 do for j i to n
4 do m[i, j]
5 return LOOKUP-CHAIN(p, 1, n)
LOOKUP-CHAIN(p, i, j)
1 if m[i,j] <
2 then return m[i, j]
3 if i = j
4 then m[i, j] 0
5 else for k i to j - 1
6 do q LOOKUP-CHAIN(p, i, k)
+ LOOKUP-CHAIN(p, k + 1, j) + pi - 1pkpj
7 if q < m[i, j]
8 then m[i, j] q
9 return m[i, j]

MEMOIZED-MATRIX-CHAIN, like MATRIX-CHAIN-ORDER, maintains a table m[1 . . n, 1 . . n] of
computed values of m[i, j], the minimum number of scalar multiplications needed to
compute the matrix Ai..j. Each table entry initially contains the value  to indicate
that the entry has yet to be filled in. When the call LOOKUP-CHAIN(p, i, j) is executed,
if m[i, j] <  in line 1, the procedure simply returns the previously computed
cost m[i, j] (line 2). Otherwise, the cost is computed as in RECURSIVE-MATRIX-CHAIN,
stored in m[i, j], and returned. (The value  is convenient to use for an unfilled table
entry since it is the value used to initialize m[i, j] in line 3 of RECURSIVE-MATRIX-CHAIN.)
Thus, LOOKUP-CHAIN(p, i, j) always returns the value of m[i, j], but it only computes it if
this is the first time that LOOKUP-CHAIN has been called with the parameters i and j.

Figure 16.2 illustrates how MEMOIZED-MATRIX-CHAIN saves time
over RECURSIVE-MATRIX-CHAIN. Shaded subtrees represent values that are looked up
rather than computed.

Like the dynamic-programming algorithm MATRIX-CHAIN-ORDER, the
procedure MEMOIZED-MATRIX-CHAIN runs in O(n3 time. Each of (n2) table entries is
initialized once in line 4 of MEMOIZED-MATRIX-CHAIN and filled in for good by just one
call of LOOKUP-CHAIN. Each of these (n2) calls to LOOKUP-CHAIN takes O(n) time,



excluding the time spent in computing other table entries, so a total of O(n3) is spent
altogether. Memoization thus turns an (2n) algorithm into an O(n3) algorithm.

In summary, the matrix-chain multiplication problem can be solved in O(n3) time by
either a top-down, memoized algorithm or a bottom-up, dynamic-programming
algorithm. Both methods take advantage of the overlapping-subproblems property.
There are only (n2) different subproblems in total, and either of these methods
computes the solution to each subproblem once. Without memoization, the natural
recursive algorithm runs in exponential time, since solved subproblems are repeatedly
solved.

In general practice, if all subproblems must be solved at least once, a bottom-up
dynamic-programming algorithm usually outperforms a top-down memoized
algorithm by a constant factor, because there is no overhead for recursion and less
overhead for maintaining the table. Moreover, there are some problems for which the
regular pattern of table accesses in the dynamic-programming algorithm can be
exploited to reduce time or space requirements even further. Alternatively, if some
subproblems in the subproblem space need not be solved at all, the memoized solution
has the advantage of only solving those subproblems that are definitely required.

Exercises

16.2-1

Compare the recurrence (16.4) with the recurrence (8.4) that arose in the analysis of
the average-case running time of quicksort. Explain intuitively why the solutions to
the two recurrences should be so dramatically different.

16.2-2

Which is a more efficient way to determine the optimal number of multiplications in a
chain-matrix multiplication problem: enumerating all the ways of parenthesizing the
product and computing the number of multiplications for each, or
running RECURSIVE-MATRIX-CHAIN? Justify your answer.

16.2-3



Draw the recursion tree for the MERGE-SORT procedure from Section 1.3.1 on an array of
16 elements. Explain why memoization is ineffective in speeding up a good
divide-and-conquer algorithm such as MERGE-SORT.

16.3 Longest common subsequence
The next problem we shall consider is the longest-common-subsequence problem. A
subsequence of a given sequence is just the given sequence with some elements
(possibly none) left out. Formally, given a sequence X = x1, x2, . . . , xm , another
sequence Z = z1, z2, . . . , zk  is a subsequence of X if there exists a strictly
increasing sequence i1, i2, . . . , ik  of indices of X such that for all j = 1, 2, . . . , k,
we have xij = zj. For example, Z = B, C, D, B  is a subsequence of X = A, B, C, B,
D, A, B  with corresponding index sequence 2, 3, 5, 7 .

Given two sequences X and Y, we say that a sequence Z is a common
subsequence of X and Y if Z is a subsequence of both X and Y. For example, if X = 
A, B, C, B, D, A, B  and Y = B, D, C, A, B, A , the sequence B, C, A  is a
common subsequence of both X and Y. The sequence B, C, A  is not
a longest common subsequence LCS  of X and Y, however, since it has length 3 and
the sequence B, C, B, A , which is also common to both X and Y, has length 4. The
sequence B, C, B, A  is an LCS of X and Y, as is the sequence B, D, A, B , since
there is no common subsequence of length 5 or greater.

In the longest-common-subsequence problem, we are given two sequences X = 
x1, x2, . . . , xm  and Y = y1, y2, . . . , yn  and wish to find a maximum-length common
subsequence of X and Y. This section shows that the LCS problem can be solved
efficiently using dynamic programming.

Characterizing a longest common subsequence

A brute-force approach to solving the LCS problem is to enumerate all subsequences
of X and check each subsequence to see if it is also a subsequence of Y, keeping track
of the longest subsequence found. Each subsequence of X corresponds to a subset of
the indices { 1, 2, . . . , m} of X. There are 2m subsequences of X, so this approach
requires exponential time, making it impractical for long sequences.

The LCS problem has an optimal-substructure property, however, as the following
theorem shows. As we shall see, the natural class of subproblems correspond to pairs
of "prefixes" of the two input sequences. To be precise, given a sequence X = x1, x2, .



. . ,xm , we define the ith prefix of X, for i = 0, 1,...,m, as Xi = x1, x2, . . . , xi . For
example, if X = A, B, C, B, D, A, B , then X4= A, B, C, B  and X0 is the empty
sequence.

Theorem 16.1

Let X = x1, x2, . . . , xm  and Y = y1, y2, . . . , yn  be sequences, and let Z = z1, z2, .
. . , zk  be any LCS of X and Y.

1. If xm = yn, then zk = xm = yn and Zk-l is an LCS of Xm-l and Yn-l.

2. If xm  yn, then zk  xm implies that Z is an LCS of Xm-1 and Y.

3. If xm  yn, then zk  yn implies that Z is an LCS of X and Yn-l.

Proof (1) If zk  xm, then we could append xm = yn to Z to obtain a common
subsequence of X and Y of length k + 1, contradicting the supposition that Z is
a longest common subsequence of Xand Y. Thus, we must have zk = xm = yn. Now, the
prefix Zk-l is a length-(k - 1)common subsequence of Xm-1 and Yn-l. We wish to show
that it is an LCS. Suppose for the purpose of contradiction that there is a common
subsequence W of Xm-l and Yn-l with length greater than k - 1. Then,
appending xm = yn to W produces a common subsequence of X and Y whose length is
greater than k, which is a contradiction.

(2) If zk  xm, then Z is a common subsequence of Xm-1 and Y. If there were a common
subsequence W of Xm-l and Y with length greater than k, then W would also be a
common subsequence ofXm and Y, contradicting the assumption that Z is an LCS
of X and Y.

(3) The proof is symmetric to (2).

The characterization of Theorem 16.1 shows that an LCS of two sequences contains
within it an LCS of prefixes of the two sequences. Thus, the LCS problem has an
optimal-substructure property. A recursive solution also has the
overlapping-subproblems property, as we shall see in a moment.

A recursive solution to subproblems

Theorem 16.1 implies that there are either one or two subproblems to examine when
finding an LCS of X = x1, x2, . . . , xm  and Y = y1, y2, . . . , yn . If xm = yn we must



find an LCS of Xm-l and Yn-l. Appending xm = yn, to this LCS yields an LCS
of X and Y. If xm  yn, then we must solve two subproblems: finding an LCS of Xm-l
and Y and finding an LCS of X and Yn-1. Whichever of these two LCS's is longer is an
LCS of X and Y.

We can readily see the overlapping-subproblems property in the LCS problem. To find
an LCS of X and Y, we may need to find the LCS's of X and Yn-l and of Xm-l and Y.
But each of these subproblems has the subsubproblem of finding the LCS of Xm-l
and Yn-1. Many other subproblems share subsubproblems.

Like the matrix-chain multiplication problem, our recursive solution to the LCS
problem involves establishing a recurrence for the cost of an optimal solution. Let us
define c[i, j] to be the length of an LCS of the sequences Xi and Yj. If either i = 0 or j =
0, one of the sequences has length 0, so the LCS has length 0. The optimal
substructure of the LCS problem gives the recursive formula

(16.5)

Computing the length of an LCS

Based on equation (16.5), we could easily write an exponential-time recursive
algorithm to compute the length of an LCS of two sequences. Since there are only 
(mn) distinct subproblems, however, we can use dynamic programming to compute
the solutions bottom up.

Procedure LCS-LENGTH takes two sequences X = x1,x2,...,xm  and Y = y1,y2,...,yn  as
inputs. It stores the c[i, j] values in a table c[0 . . m, 0 . . n] whose entries are
computed in row-major order. (That is, the first row of c is filled in from left to right,
then the second row, and so on.) It also maintains the table b[1 . . m, 1 . . n] to simplify
construction of an optimal solution. Intuitively, b[i, j] points to the table entry
corresponding to the optimal subproblem solution chosen when computing c[i, j]. The
procedure returns the b and c tables; c[m, n] contains the length of an LCS of X and Y.

LCS-LENGTH(X,Y)
1 m length[X]
2 n length[Y]
3 for i 1 to m



4 do c[i,0] 0
5 for j 0 to n
6 do c[0, j] 0
7 for i 1 to m
8 do for j 1 to n
9 do if xi = yj
10 then c[i, j] c[i - 1, j -1] + 1
11 b[i, j] " "
12 else if c[i - 1, j] c[i, j - 1]
13 then c[i, j] c[i - 1, j]

14 b[i, j] " "
15 else c[i, j] c[i, j -1]
16 b[i, j] " "
17 return c and b

Figure 16.3 shows the tables produced by LCS-LENGTH on the sequences X = A, B, C,
B, D, A, B  and Y = B, D, C, A, B, A . The running time of the procedure is O(mn),
since each table entry takes O(1) time to compute.

Constructing an LCS

The b table returned by LCS-LENGTH can be used to quickly construct an LCS of X = 
x1,x2,...,xm) and Y = y1,y2,...,yn). We simply begin at b[m, n] and trace through the
table following the arrows. Whenever we encounter a "  in entry b[i,j], it implies
that xi = yj is an element of the LCS. The elements of the LCS are encountered in
reverse order by this method. The following recursive procedure prints out an LCS
of X and Y in the proper, forward order. The initial invocation is PRINT-LCS(b,
X, length[X], length[Y]).



Figure 16.3 The c and b tables computed by LCS-LENGTH on the sequences X = 
A, B, C, B, D, A, B  and Y = B, D, C, A, B, A . The square in row i and
column j contains the value of c[i, j] and the appropriate arrow for the value of
b[i, j]. The entry 4 in c[7, 6]--the lower right-hand corner of the table--is the
length of an LCS B, C, B, A  of X and Y. For i, j > 0, entry c[i, j] depends only
on whether xi = yj and the values in entries c[i -1, j], c[i, j - 1], and c[i - 1, j - 1],
which are computed before c[i, j]. To reconstruct the elements of an LCS, follow
the b[i, j] arrows from the lower right-hand corner; the path is shaded. Each "
 on the path corresponds to an entry (highlighted) for which xi = yj is a member
of an LCS.

PRINT-LCS(b,X,i,j)
1 if i = 0 or j = 0
2 then return
3 if b[i, j] = " "
4 then PRINT-LCS(b,X,i - 1, j - 1)
5          print xi
6 elseif b[i,j] = " "
7 then PRINT-LCS(b,X,i - 1,j)
8 else PRINT-LCS(b,X,i, j - 1)

For the b table in Figure 16.3, this procedure prints "BCBA" The procedure takes
time O(m + n), since at least one of i and j is decremented in each stage of the
recursion.

Improving the code

Once you have developed an algorithm, you will often find that you can improve on
the time or space it uses. This is especially true of straightforward
dynamic-programming algorithms. Some changes can simplify the code and improve
constant factors but otherwise yield no asymptotic improvement in performance.
Others can yield substantial asymptotic savings in time and space.

For example, we can eliminate the b table altogether. Each c[i, j] entry depends on
only three other c table entries: c[i - 1,j - 1], c[i - 1,j], and c[i,j - 1]. Given the value
of c[i,j], we can determine in O(1) time which of these three values was used to
compute c[i,j], without inspecting table b. Thus, we can reconstruct an LCS in O(m +
n) time using a procedure similar to PRINT-LCS. (Exercise 16.3-2 asks you to give the
pseudocode.) Although we save (mn) space by this method, the auxiliary space
requirement for computing an LCS does not asymptotically decrease, since we need 

(mn) space for the c table anyway.



We can, however, reduce the asymptotic space requirements for LCS-LENGTH, since it
needs only two rows of table c at a time: the row being computed and the previous
row. (In fact, we can use only slightly more than the space for one row of c to
compute the length of an LCS. See Exercise 16.3-4.) This improvement works if we
only need the length of an LCS; if we need to reconstruct the elements of an LCS, the
smaller table does not keep enough information to retrace our steps in O(m + n) time.

Exercises

16.3-1

Determine an LCS of 1,0,0,1,0,1,0,1  and 0,1,0,1,1,0,1,1,0 .

16.3-2

Show how to reconstruct an LCS from the completed c table and the original
sequences X = x1,x2,...,xm  and Y = y1,y2,...,yn  in O(m + n) time, without using
the b table.

16.3-3

Give a memoized version of LCS-LENGTH that runs in O(mn) time.

16.3-4

Show how to compute the length of an LCS using only 2 min(m, n) entries in
the c table plus O(1) additional space. Then, show how to do this using min(m,n)
entries plus O(1) additional space.

16.3-5

Give an O(n2)-time algorithm to find the longest monotonically increasing
subsequence of a sequence of n numbers.

16.3-6

Give an O(n 1g n)-time algorithm to find the longest monotonically increasing
subsequence of a sequence of n numbers. (Hint: Observe that the last element of a
candidate subsequence of lengthi is at least as large as the last element of a candidate



subsequence of length i - 1. Maintain candidate subsequences by linking them through
the input sequence.)

GREEDY ALGORITHMS
Algorithms for optimization problems typically go through a sequence of steps, with a
set of choices at each step. For many optimization problems, using dynamic
programming to determine the best choices is overkill; simpler, more efficient
algorithms will do. A greedy algorithm always makes the choice that looks best at the
moment. That is, it makes a locally optimal choice in the hope that this choice will
lead to a globally optimal solution. This chapter explores optimization problems that
are solvable by greedy algorithms.

Greedy algorithms do not always yield optimal solutions, but for many problems they
do. We shall first examine in Section 17.1 a simple but nontrivial problem, the
activity-selection problem, for which a greedy algorithm efficiently computes a
solution. Next, Section 17.2 reviews some of the basic elements of the greedy
approach. Section 17.3 presents an important application of greedy techniques: the
design of data-compression (Huffman) codes. In Section 17.4, we investigate some of
the theory underlying combinatorial structures called "matroids" for which a greedy
algorithm always produces an optimal solution. Finally, Section 17.5 illustrates the
application of matroids using the problem of scheduling unit-time tasks with deadlines
and penalties.

The greedy method is quite powerful and works well for a wide range of problems.
Later chapters will present many algorithms that can be viewed as applications of the
greedy method, including minimum-spanning-tree algorithms (Chapter 24), Dijkstra's
algorithm for shortest paths form a single source (Chapter 25), and Chvátal's greedy
set-covering heuristic (Chapter 37). Minimum spanning trees form a classic example
of the greedy method. Although this chapter and Chapter 24 can be read
independently of each other, you may find it useful to read them together.

17.1 An activity-selection problem
Our first example is the problem of scheduling a resource among several competing
activities. We shall find that a greedy algorithm provides an elegant and simple
method for selecting a maximum-size set of mutually compatible activities.



Suppose we have a set S = { 1, 2, . . . , n} of n proposed activities that wish to use a
resource, such as a lecture hall, which can be used by only one activity at a time. Each
activity i has a start time si and a finish time âi, where si  âi. If selected,
activity i takes place during the half-open time interval [si,âi).
Activities i and j are compatible if the intervals [si, âi) and [sj,âj) do not overlap
(i.e., i and j are compatible if si  âj or sj  âi). The activity-selection problem is to
select a maximum-size set of mutually compatible activities.

A greedy algorithm for the activity-selection problem is given in the following
pseudocode. We assume that the input activities are in order by increasing finishing
time:

â1 â2 . . . ân .

(17.1)

If not, we can sort them into this order in time O(n 1g n), breaking ties arbitrarily. The
pseudocode assumes that inputs s and â are represented as arrays.

GREEDY-ACTIVITY-SELECTOR(s, f)
1 n length[s]
2 A {1}
3 j 1
4 for i 2 to n
5 do if si âj
6 then A A {i}
7 j i
8 return A

The operation of the algorithm is shown in Figure 17.1. The set A collects the selected
activities. The variable j specifies the most recent addition to A. Since the activities
are considered in order of nondecreasing finishing time, fj is always the maximum
finishing time of any activity in A. That is,

âj = max{fk : K A}.

(17.2)

Lines 2-3 select activity 1, initialize A to contain just this activity, and initialize j to
this activity. Lines 4-7 consider each activity i in turn and add i to A if it is compatible
with all previously selected activities. To see if activity i is compatible with every
activity currently in A, it suffices by equation (17.2) to check (line 5) that its start
time si is not earlier than the finish time fj of the activity most recently added to A. If



activity i is compatible, then lines 6-7 add it to A and update j.
The GREEDY-ACTIVITY-SELECTOR procedure is quite efficient. It can schedule a
set S of nactivities in (n) time, assuming that the activities were already sorted
initially by their finish times.

Figure 17.1 The operation of GREEDY-ACTIVITY-SELECTOR on 11 activities given at the
left. Each row of the figure corresponds to an iteration of the for loop in lines 4-7.



The activities that have been selected to be in set A are shaded, and activity i,
shown in white, is being considered. If the starting time si of activity i occurs
before the finishing time fj of the most recently selected activity j (the arrow
between them points left), it is rejected. Otherwise (the arrow points directly up
or to the right), it is accepted and put into set A.

The activity picked next by GREEDY-ACTIVITY-SELECTOR is always the one with the
earliest finish time that can be legally seheduled. The activity picked is thus a
"greedy" choice in the sense that, intuitively, it leaves as much opportunity as possible
for the remaining activities to be scheduled. That is, the greedy choice is the one that
maximizes the amount of unscheduled time remaining.

Proving the greedy algorithm correct

Greedy algorithms do not always produce optimal solutions.
However, GREEDY-ACTIVITY-SELECTOR always finds an optimal solution to an instance of
the activity-selection problem.

Theorem 17.1

Algorithm GREEDY-ACTIVITY-SELECTOR produces solutions of maximum size for the
activity-selection problem.

Proof Let S = {1, 2, . . . , n} be the set of activities to schedule. Since we are assuming
that the activities are in order by finish time, activity 1 has the earliest finish time. We
wish to show that there is an optimal solution that begins with a greedy choice, that is,
with activity 1.

Suppose that A  S is an optimal solution to the given instance of the
activity-selection problem, and let us order the activities in A by finish time. Suppose
further that the first activity in A is activity k. If k = 1, then schedule A begins with a
greedy choice. If k  1, we want to show that there is another optimal
solution B to S that begins with the greedy choice, activity 1. Let B = A - {k}  {1}.
Because fi  fk, the activities in B are disjoint, and since B has the same number of
activities as A, it is also optimal. Thus, B is an optimal solution for S that contains the
greedy choice of activity 1. Therefore, we have shown that there always exists an
optimal schedule that begins with a greedy choice.

Moreover, once the greedy choice of activity 1 is made, the problem reduces to
finding an optimal solution for the activity-selection problem over those activities



in S that are compatible with activity 1. That is, if A is an optimal solution to the
original problem S, then A' = A - {1} is an optimal solution to the activity-selection
problem S' = {i  S: Si  f1}. Why? If we could find a solution B' to S' with more
activities than A', adding activity 1 to B' would yield a solution B to S with more
activities than A, thereby contradicting the optimality of A. Therefore, after each
greedy choice is made, we are left with an optimization problem of the same form as
the original problem. By induction on the number of choices made, making the greedy
choice at every step produces an optimal solution.

Exercises

17.1-1

Give a dynamic-programming algorithm for the activity-selection problem, based on
computing mi iteratively for i = 1, 2, . . . , n, where mi is the size of the largest set of
mutually compatible activities among activities {1, 2, . . . , i}. Assume that the inputs
have been sorted as in equation (17.1). Compare the running time of your solution to
the running time of GREEDY-ACTIVITY-SELECTOR.

17.1-2

Suppose that we have a set of activities to schedule among a large number of lecture
halls. We wish to schedule all the activities using as few lecture halls as possible. Give
an efficient greedy algorithm to determine which activity should use which lecture
hall.

(This is also known as the interval-graph coloring problem. We can create an interval
graph whose vertices are the given activities and whose edges connect incompatible
activities. The smallest number of colors required to color every vertex so that no two
adjacent vertices are given the same color corresponds to finding the fewest lecture
halls needed to schedule all of the given activities.)

17.1-3

Not just any greedy approach to the activity-selection problem produces a
maximum-size set of mutually compatible activities. Give an example to show that the
approach of selecting the activity of least duration from those that are compatible with
previously selected activities does not work. Do the same for the approach of always
selecting the activity that overlaps the fewest other remaining activities.



17.2 Elements of the greedy strategy
A greedy algorithm obtains an optimal solution to a problem by making a sequence of
choices. For each decision point in the algorithm, the choice that seems best at the
moment is chosen. This heuristic strategy does not always produce an optimal
solution, but as we saw in the activity-selection problem, sometimes it does. This
section discusses some of the general properties of greedy methods.

How can one tell if a greedy algorithm will solve a particular optimization problem?
There is no way in general, but there are two ingredients that are exhibited by most
problems that lend themselves to a greedy strategy: the greedy-choice property and
optimal substructure.

Greedy-choice property

The first key ingredient is the greedy-choice property: a globally optimal solution can
be arrived at by making a locally optimal (greedy) choice. Here is where greedy
algorithms differ from dynamic programming. In dynamic programming, we make a
choice at each step, but the choice may depend on the solutions to subproblems. In a
greedy algorithm, we make whatever choice seems best at the moment and then solve
the subproblems arising after the choice is made. The choice made by a greedy
algorithm may depend on choices so far, but it cannot depend on any future choices or
on the solutions to subproblems. Thus, unlike dynamic programming, which solves
the subproblems bottom up, a greedy strategy usually progresses in a top-down
fashion, making one greedy choice after another, iteratively reducing each given
problem instance to a smaller one.

Of course, we must prove that a greedy choice at each step yields a globally optimal
solution, and this is where cleverness may be required. Typically, as in the case of
Theorem 17.1, the proof examines a globally optimal solution. It then shows that the
solution can be modified so that a greedy choice is made as the first step, and that this
choice reduces the problem to a similar but smaller problem. Then, induction is
applied to show that a greedy choice can be used at every step. Showing that a greedy
choice results in a similar but smaller problem reduces the proof of correctness to
demonstrating that an optimal solution must exhibit optimal substructure.

Optimal substructure



A problem exhibits optimal substructure if an optimal solution to the problem
contains within it optimal solutions to subproblems. This property is a key ingredient
of assessing the applicability of dynamic programming as well as greedy algorithms.
As an example of optimal substructure, recall that the proof of Theorem 17.1
demonstrated that if an optimal solution A to the activity selection problem begins
with activity 1, then the set of activities A' = A - {1} is an optimal solution to the
activity-selection problem S' = {i  S : si  â1}.

Greedy versus dynamic programming

Because the optimal-substructure property is exploited by both greedy and
dynamic-programming strategies, one might be tempted to generate a
dynamic-programming solution to a problem when a greedy solution suffices, or one
might mistakenly think that a greedy solution works when in fact a
dynamic-programming solution is required. To illustrate the subtleties between the
two techniques, let us investigate two variants of a classical optimization problem.

The 0-1 knapsack problem is posed as follows. A thief robbing a store finds n items;
the ith item is worth vi dollars and weighs wi pounds, where vi and wi are integers. He
wants to take as valuable a load as possible, but he can carry at most W pounds in his
knapsack for some integer W. What items should he take? (This is called the 0-1
knapsack problem because each item must either be taken or left behind; the thief
cannot take a fractional amount of an item or take an item more than once.)

In the fractional knapsack problem, the setup is the same, but the thief can take
fractions of items, rather than having to make a binary (0-1) choice for each item. You
can think of an item in the 0-1 knapsack problem as being like a gold ingot, while an
item in the fractional knapsack problem is more like gold dust.

Both knapsack problems exhibit the optimal-substructure property. For the 0-1
problem, consider the most valuable load that weighs at most W pounds. If we remove
item j from this load, the remaining load must be the most valuable load weighing at
most W - wj that the thief can take from the n - 1 original items excluding j. For the
comparable fractional problem, consider that if we remove a weight w of one
item j from the optimal load, the remaining load must be the most valuable load
weighing at most W - w that the thief can take from the n - 1 original items
plus wj - wpounds of item j.

Although the problems are similar, the fractional knapsack problem is solvable by a
greedy strategy, whereas the 0-1 problem is not. To solve the fractional problem, we



first compute the value per pound vi/wi for each item. Obeying a greedy strategy, the
thief begins by taking as much as possible of the item with the greatest value per
pound. If the supply of that item is exhausted and he can still carry more, he takes as
much as possible of the item with the next greatest value per pound, and so forth until
he can't carry any more. Thus, by sorting the items by value per pound, the greedy
algorithm runs in O(n1gn) time. The proof that the fractional knapsack problem has
the greedy-choice property is left as Exercise 17.2-1.

To see that this greedy strategy does not work for the 0-1 knapsack problem, consider
the problem instance illustrated in Figure 17.2(a). There are 3 items, and the knapsack
can hold 50 pounds. Item 1 weighs 10 pounds and is worth 60 dollars. Item 2 weighs
20 pounds and is worth 100 dollars. Item 3 weighs 30 pounds and is worth 120
dollars. Thus, the value per pound of item 1 is 6 dollars per pound, which is greater
than the value per pound of either item 2 (5 dollars per pound) or item 3 (4 dollars per
pound). The greedy strategy, therefore, would take item 1 first. As can be seen from
the case analysis in Figure 17.2(b), however, the optimal solution takes items 2 and 3,
leaving 1 behind. The two possible solutions that involve item 1 are both suboptimal.

For the comparable fractional problem, however, the greedy strategy, which takes item
1 first, does yield an optimal solution, as shown in Figure 17.2 (c). Taking item 1
doesn't work in the 0-1 problem because the thief is unable to fill his knapsack to
capacity, and the empty space lowers the effective value per pound of his load. In the
0-1 problem, when we consider an item for inclusion in the knapsack, we must
compare the solution to the subproblem in which the item is included with the solution
to the subproblem in which the item is excluded before we can make the choice. The
problem formulated in this way gives rise to many overlapping subproblems--a
hallmark of dynamic programming, and indeed, dynamic programming can be used to
solve the 0-1 problem. (See Exercise 17.2-2.)



Figure 17.2 The greedy strategy does not work for the 0-1 knapsack problem. (a)
The thief must select a subset of the three items shown whose weight must not
exceed 50 pounds. (b) The optimal subset includes items 2 and 3. Any solution
with item 1 is suboptimal, even though item 1 has the greatest value per pound.
(c) For the fractional knapsack problem, taking the items in order of greatest
value per pound yields an optimal solution.

Exercises

17.2-1

Prove that the fractional knapsack problem has the greedy-choice property.

17.2-2

Give a dynamic-programming solution to the 0-1 knapsack problem that runs in O(n
W) time, where n is number of items and W is the maximum weight of items that the
thief can put in his knapsack.

17.2-3

Suppose that in a 0-1 knapsack problem, the order of the items when sorted by
increasing weight is the same as their order when sorted by decreasing value. Give an
efficient algorithm to find an optimal solution to this variant of the knapsack problem,
and argue that your algorithm is correct.

17.2-4

Professor Midas drives an automobile from Newark to Reno along Interstate 80. His
car's gas tank, when full, holds enough gas to travel n miles, and his map gives the
distances between gas stations on his route. The professor wishes to make as few gas
stops as possible along the way. Give an efficient method by which Professor Midas
can determine at which gas stations he should stop, and prove that your strategy yields
an optimal solution.

17.2-5

Describe an efficient algorithm that, given a set {x1,x2, . . ., xn} of points on the real
line, determines the smallest set of unit-length closed intervals that contains all of the
given points. Argue that your algorithm is correct.



17.2-6

Show how to solve the fractional knapsack problem in O(n) time. Assume that you
have a solution to Problem 10-2.

17.3 Huffman codes
Huffman codes are a widely used and very effective technique for compressing data;
savings of 20% to 90% are typical, depending on the characteristics of the file being
compressed. Huffman's greedy algorithm uses a table of the frequencies of occurrence
of each character to build up an optimal way of representing each character as a
binary string.

Suppose we have a 100,000-character data file that we wish to store compactly. We
observe that the characters in the file occur with the frequencies given by Figure 17.3.
That is, only six different characters appear, and the character a occurs 45,000 times.

There are many ways to represent such a file of information. We consider the problem
of designing a binary character code (or code for short) wherein each character is
represented by a unique binary string. If we use a fixed-length code, we need 3 bits to
represent six characters: a = 000, b = 001, . . . , f = 101. This method requires 300,000
bits to code the entire file. Can we do better?

a     b     c     d      e     f
--------------------------------------------------------------
Frequency (in thousands)    45    13    12    16      9      5
Fixed-length codeword      000   001   010   011    100    101
Variable-length codeword    0    101   100   111   1101   1100

Figure 17.3 A character-coding problem. A data file of 100,000 characters
contains only the characters a-f, with the frequencies indicated. If each character is assigned a
3-bit codeword, the file can be encoded in 300,000 bits. Using the variable-length code shown, the file can be
encoded in 224,000 bits.

A variable-length code can do considerably better than a fixed-length code, by giving
frequent characters short codewords and infrequent characters long codewords. Figure
17.3 shows such a code; here the 1-bit string 0 represents a, and the 4-bit string 1100
represents f. This code requires (45  1 + 13  3 + 12  3 + 16  3 + 9  4 + 5  4) 
 1,000 = 224,000 bits to represent the file, a savings of approximately 25%. In fact,
this is an optimal character code for this file, as we shall see.



Prefix codes

We consider here only codes in which no codeword is also a prefix of some other
codeword. Such codes are called prefix codes.1 It is possible to show (although we
won't do so here) that the optimal data compression achievable by a character code
can always be achieved with a prefix code, so there is no loss of generality in
restricting attention to prefix codes.

1 Perhaps "prefix-free codes" would be a better name, but the term "prefix codes" is standard in the literature.

Prefix codes are desirable because they simplify encoding (compression) and
decoding. Encoding is always simple for any binary character code; we just
concatenate the codewords representing each character of the file. For example, with
the variable-length prefix code of Figure 17.3, we code the 3-character file abc as 0 
 101  100 = 0101100, where we use " " to denote concatenation.

Decoding is also quite simple with a prefix code. Since no codeword is a prefix of any
other, the codeword that begins an encoded file is unambiguous. We can simply
identify the initial codeword, translate it back to the original character, remove it from
the encoded file, and repeat the decoding process on the remainder of the encoded file.
In our example, the string 001011101 parses uniquely as 0  0  101  1101, which
decodes to aabe.

The decoding process needs a convenient representation for the prefix code so that the
initial codeword can be easily picked off. A binary tree whose leaves are the given
characters provides one such representation. We interpret the binary codeword for a
character as the path from the root to that character, where 0 means "go to the left
child" and 1 means "go to the right child." Figure 17.4 shows the trees for the two
codes of our example. Note that these are not binary search trees, since the leaves
need not appear in sorted order and internal nodes do not contain character keys.

An optimal code for a file is always represented by a full binary tree, in which every
nonleaf node has two children (see Exercise 17.3-1). The fixed-length code in our
example is not optimal since its tree, shown in Figure 17.4(a), is not a full binary tree:
there are codewords beginning 10 . . . , but none beginning 11 . . . . Since we can now
restrict our attention to full binary trees, we can say that if C is the alphabet from
which the characters are drawn, then the tree for an optimal prefix code has
exactly |C| leaves, one for each letter of the alphabet, and exactly |C| - 1 internal
nodes.



Figure 17.4 Trees corresponding to the coding schemes in Figure 17.3. Each leaf
is labeled with a character and its frequency of occurrence. Each internal node is
labeled with the sum of the weights of the leaves in its subtree. (a) The tree
corresponding to the fixed-length code a = 000, . . . , f = 100. (b) The tree corresponding to the
optimal prefix code a = 0, b = 101, . . . , f = 1100

Given a tree T corresponding to a prefix code, it is a simple matter to compute the
number of bits required to encode a file. For each character c in the alphabet C, let f(c)
denote the frequency ofc in the file and let dT(c) denote the depth of c's leaf in the tree.
Note that dT(c) is also the length of the codeword for character c. The number of bits
required to encode a file is thus

(17.3)

which we define as the cost of the tree T.

Constructing a Huffman code

Huffman invented a greedy algorithm that constructs an optimal prefix code called
a Huffman code. The algorithm builds the tree T corresponding to the optimal code in
a bottom-up manner. It begins with a set of |C| leaves and performs a sequence of |C| -
1 "merging" operations to create the final tree.

In the pseudocode that follows, we assume that C is a set of n characters and that each
character c  C is an object with a defined frequency f[c]. A priority queue Q, keyed
on f, is used to identify the two least-frequent objects to merge together. The result of



the merger of two objects is a new object whose frequency is the sum of the
frequencies of the two objects that were merged.

HUFFMAN(C)
1 n |C|
2 Q C
3 for i 1 to n - 1
4 do z ALLOCATE-NODE()
5 x left[z] EXTRACT-MIN(Q)
6         y right[z] EXTRACT-MIN(Q)
7 f[z] f[x] + f[y]
8         INSERT(Q, z)
9 return EXTRACT-MIN(Q)

For our example, Huffman's algorithm proceeds as shown in Figure 17.5. Since there
are 6 letters in the alphabet, the initial queue size is n = 6, and 5 merge steps are
required to build the tree. The final tree represents the optimal prefix code. The
codeword for a letter is the sequence of edge labels on the path from the root to the
letter.

Line 2 initializes the priority queue Q with the characters in C. The for loop in lines
3-8 repeatedly extracts the two nodes x and y of lowest frequency from the queue, and
replaces them in the queue with a new node z representing their merger. The
frequency of z is computed as the sum of the frequencies of x and y in line 7. The
node z has x as its left child and y as its right child. (This order is arbitrary; switching
the left and right child of any node yields a different code of the same cost.) After n -
1 mergers, the one node left in the queue--the root of the code tree--is returned in line
9.

The analysis of the running time of Huffman's algorithm assumes that Q is
implemented as a binary heap (see Chapter 7). For a set C of n characters, the
initialization of Q in line 2 can be performed in O(n) time using the
BUILD-HEAP procedure in Section 7.3. The for loop in lines 3-8 is executed exactly |n| -
1 times, and since each heap operation requires time O(1g n), the loop
contributes O(n 1g n) to the running time. Thus, the total running time of HUFFMAN on a
set of n characters is O(n 1g n).

Correctness of Huffman's algorithm

To prove that the greedy algorithm HUFFMAN is correct, we show that the problem of
determining an optimal prefix code exhibits the greedy-choice and



optimal-substructure properties. The next lemma shows that the greedy-choice
property holds.

Figure 17.5 The steps of Huffman's algorithm for the frequencies given in Figure
17.3. Each part shows the contents of the queue sorted into increasing order by
frequency. At each step, the two trees with lowest frequencies are merged. Leaves
are shown as rectangles containing a character and its frequency. Internal nodes
are shown as circles containing the sum of the frequencies of its children. An
edge connecting an internal node with its children is labeled 0 if it is an edge to a
left child and 1 if it is an edge to a right child. The codeword for a letter is the
sequence of labels on the edges connecting the root to the leaf for that letter. (a)
The initial set of n = 6 nodes, one for each letter. (b)-(e) Intermediate stages.(f)
The final tree.



Figure 17.6 An illustration of the key step in the proof of Lemma 17.2. In the
optimal tree T, leaves b and c are two of the deepest leaves and are siblings.
Leaves x and y are the two leaves that Huffman's algorithm merges together
first; they appear in arbitrary positions in T. Leaves b and x are swapped to
obtain tree T'. Then, leaves c and y are swapped to obtain tree T\". Since each
swap does not increase the cost, the resulting tree T\" is also an optimal tree.

.

* 17.5 A task-scheduling problem
An interesting problem that can be solved using matroids is the problem of optimally
scheduling unit-time tasks on a single processor, where each task has a deadline and a
penalty that must be paid if the deadline is missed. The problem looks complicated,
but it can be solved in a surprisingly simple manner using a greedy algorithm.

A unit-time task is a job, such as a program to be run on a computer, that requires
exactly one unit of time to complete. Given a finite set S of unit-time tasks,
a schedule for S is a permutation ofS specifying the order in which these tasks are to
be performed. The first task in the schedule begins at time 0 and finishes at time 1, the
second task begins at time 1 and finishes at time 2, and so on.

The problem of scheduling unit-time tasks with deadlines and penalties for a single
processor has the following inputs:

 a set S = {1, 2, . . . , n} of n unit-time tasks;

 a set of n integer deadlines d1, d2, . . . , dn, such that each di satisfies 1  di  n and
task i is supposed to finish by time di; and

 a set of n nonnegative weights or penalties w1,w2, . . . , wn, such that a penalty wi is
incurred if task i is not finished by time di and no penalty is incurred if a task finishes
by its deadline.

We are asked to find a schedule for S that minimizes the total penalty incurred for
missed deadlines.

Consider a given schedule. We say that a task is late in this schedule if it finishes after
its deadline. Otherwise, the task is early in the schedule. An arbitrary schedule can
always be put intoearly-first form, in which the early tasks precede the late tasks. To



see this, note that if some early task x follows some late task y, then we can switch the
positions of x and y without affecting xbeing early or y being late.

We similarly claim that an arbitrary schedule can always be put into canonical form,
in which the early tasks precede the late tasks and the early tasks are scheduled in
order of nondecreasing deadlines. To do so, we put the schedule into early-first form.
Then, as long as there are two early tasks i and j finishing at respective times k and k +
1 in the schedule such that dj < di, we swap the positions of i and j. Since task j is
early before the swap, k + 1  dj. Therefore, k + 1 < di, and so task i is still early after
the swap. Task j is moved earlier in the schedule, so it also still early after the swap.

The search for an optimal schedule thus reduces to finding a set A of tasks that are to
be early in the optimal schedule. Once A is determined, we can create the actual
schedule by listing the elements of A in order of nondecreasing deadline, then listing
the late tasks (i.e., S - A) in any order, producing a canonical ordering of the optimal
schedule.

We say that a set A of tasks is independent if there exists a schedule for these tasks
such that no tasks are late. Clearly, the set of early tasks for a schedule forms an
independent set of tasks. Let  denote the set of all independent sets of tasks.

Consider the problem of determining whether a given set A of tasks is independent.
For t = 1, 2, . . . , n, let Nt(A) denote the number of tasks in A whose deadline is t or
earlier.

Lemma 17.11

For any set of tasks A, the following statements are equivalent.

1. The set A is independent.

2. For t = 1, 2, . . . , n, we have Nt(A)  t.

3. If the tasks in A are scheduled in order of nondecreasing deadlines, then no task is
late.

Proof Clearly, if Nt(A) > t for some t, then there is no way to make a schedule with no
late tasks for set A, because there are more than t tasks to finish before time t.
Therefore, (1) implies (2). If (2) holds, then (3) must follow: there is no way to "get



stuck" when scheduling the tasks in order of nondecreasing deadlines, since (2)
implies that the ith largest deadline is at most i. Finally, (3) trivially implies (1).

Using property 2 of Lemma 17.11, we can easily compute whether or not a given set
of tasks is independent (see Exercise 17.5-2).

The problem of minimizing the sum of the penalties of the late tasks is the same as the
problem of maximizing the sum of the penalties of the early tasks. The following
theorem thus ensures that we can use the greedy algorithm to find an independent
set A of tasks with the maximum total penalty.

Theorem 17.12

If S is a set of unit-time tasks with deadlines, and  is the set of all independent sets
of tasks, then the corresponding system  is a matroid.

Proof Every subset of an independent set of tasks is certainly independent. To prove
the exchange property, suppose that B and A are independent sets of tasks and that |B|
> |A|. Let k be the largest t such that Nt(B)  Nt(A). Since Nn(B) = |B| and Nn(A) = |A|,
but |B| > |A|, we must have that k < n and that Nj(B) > Nj(A) for all j in the range k + 1 

 j  n. Therefore, B contains more tasks with deadline k + 1 than A does. Let x be a
task in B - A with deadline k + 1. Let A' = A = A  {x}.

We now show that A' must be independent by using property 2 of Lemma 17.11. For
1  t  k, we have Nt(A') = Nt(A)  t,since A is independent. For k < t  n, we
have Nt(A')  Nt(B)  t, since B is independent. Therefore, A' is independent,
completing our proof that  is a matroid.

By Theorem 17.10, we can use a greedy algorithm to find a maximum- weight
independent set of tasks A. We can then create an optimal schedule having the tasks
in A as its early tasks. This method is an efficient algorithm for scheduling unit-time
tasks with deadlines and penalties for a single processor. The running time is O(n2)
using GREEDY, since each of the O(n) independence checks made by that algorithm
takes time O(n) (see Exercise 17.5-2). A faster implementation is given in Problem
17-3.

Task
1   2   3   4    5    6  7

-------------------------------
di 4   2   4   3    1    4   6
wi 70  60  50  40   30   20  10



Figure 17.7 An instance of the problem of scheduling unit-time tasks with
deadlines and penalties for a single processor.

Figure 17.7 gives an example of a problem of scheduling unit-time tasks with
deadlines and penalties for a single processor. In this example, the greedy algorithm
selects tasks 1, 2, 3, and 4, then rejects tasks 5 and 6, and finally accepts task 7. The
final optimal schedule is

2, 4, 1, 3, 7, 5, 6 ,

which has a total penalty incurred of w5 +w6 = 50.

Exercises

17.5-1

Solve the instance of the scheduling problem given in Figure 17.7, but with each
penalty wi replaced by 80 - wi.

17.5-2

Show how to use property 2 of Lemma 17.11 to determine in time O(|A|) whether or
not a given set A of tasks is independent.

Problems
17-1 Coin changing

Consider the problem of making change for n cents using the least number of coins.

a. Describe a greedy algorithm to make change consisting of quarters, dimes, nickels,
and pennies. Prove that your algorithm yields an optimal solution.

b. Suppose that the available coins are in the denominations c0, c1, . . . , ck
 for some

integers c >1 and k  1. Show that the greedy algorithm always yields an optimal
solution.

c. Give a set of coin denominations for which the greedy algorithm does not yield an
optimal solution.



17-2 Acyclic subgraphs

a. Let G = (V, E) be an undirected graph. Using the definition of a matroid, show that 
) is a matroid, where  if and only if A is an acyclic subset of E.

b. The incidence matrix for an undirected graph G = (V, E) is a |V| X
|E| matrix M such that Mve = 1 if edge e is incident on vertex v, and Mve = 0 otherwise.
Argue that a set of columns of M is linearly independent if and only if the
corresponding set of edges is acyclic. Then, use the result of Exercise 17.4-2 to
provide an alternate proof that  of part (a) is matroid.

c. Suppose that a nonnegative weight w(e) is associated with each edge in an
undirected graph G = ( V, E). Give an efficient algorithm to find an an acyclic subset
of E of maximum total weight.

d. Let G(V, E) be an arbitrary directed graph, and let ) be defined so that 
 if and only if A does not contain any directed cycles. Give an example of a directed
graph G such that the associated system ) is not a matroid. Specify which
defining condition for a matroid fails to hold.

e. The incidence matrix for a directed graph G= (V, E) is a |V| X |E| matrix M such
that Mve = -1 if edge e leaves vertex v, Mve = 1 if edge e enters vertex v, and and Mve =
0 otherwise. Argue that if a set of edges of G is linearly independent, then the
corresponding set of edges does not contain a directed cycle.

f. Exercise 17.4-2 tells us that the set of linearly independent sets of columns of any
matrix M forms a matroid. Explain carefully why the results of parts (d) and (e) are
not contradictory. How can there fail to be a perfect correspondence between the
notion of a set of edges being acyclic and the notion of the associated set of columns
of the incidence matrix being linearly independent?

17-3 Scheduling variations

Consider the following algorithm for solving the problem in Section 17.5 of
scheduling unit-time tasks with deadlines and penalties. Let all n time slots be initially
empty, where time slot i is the unit-length slot of time that finishes at time i. We
consider the jobs in order of monotonically decreasing penalty. When considering
job j, if there exists a time slot at or before j's deadline dj that is still empty, assign



job j to the latest such slot, filling it. If there is no such slot, assign job j to the latest of
the as yet unfilled slots.

a. Argue that this algorithm always gives an optional answer.

b. Use the fast disjoint-set forest presented in Section 22.3 to implement the algorithm
efficiently. Assume that the set of input jobs has already been sorted into
monotonically decreasing order by penalty. Analyze the running time of your
implementation.

Graph Algorithms

ELEMENTARY GRAPH ALGORITHMS

Representations of graphs
There are two standard ways to represent a graph G = (V, E): as a collection of
adjacency lists or as an adjacency matrix. The adjacency-list representation is usually
preferred, because it provides a compact way to represent sparse graphs--those for
which |E| is much less than |V|2. Most of the graph algorithms presented in this book
assume that an input graph is represented in adjacency-list form. An adjacency-matrix
representation may be preferred, however, when the graph is dense--|E| is close to |V|2
-- or when we need to be able to tell quickly if there is an edge connecting two given
vertices. For example, two of the all-pairs shortest-paths algorithms presented in
Chapter 26 assume that their input graphs are represented by adjacency matrices.

The adjacency-list representation of a graph G = (V, E) consists of an
array Adj of |V| lists, one for each vertex in V. For each u  V, the adjacency list Adj[u]
contains (pointers to) all the verticesv such that there is an edge (u,v)  E. That
is, Adj[u] consists of all the vertices adjacent to u in G. The vertices in each adjacency
list are typically stored in an arbitrary order. Figure 23.1(b) is an adjacency-list
representation of the undirected graph in Figure 23.1(a). Similarly, Figure 23.2(b) is
an adjacency-list representation of the directed graph in Figure 23.2(a).



Figure 23.1 Two representations of an undirected graph. (a) An undirected graph
G having five vertices and seven edges. (b) An adjacency-list representation of G.
(c) The adjacency-matrix representation of G.

Figure 23.2 Two representations of a directed graph. (a) A directed graph G
having six vertices and eight edges. (b) An adjacency-list representation of G. (c)
The adjacency-matrix representation of G.

If G is a directed graph, the sum of the lengths of all the adjacency lists is |E|, since an
edge of the form (u,v) is represented by having v appear in Adj[u]. If G is an
undirected graph, the sum of the lengths of all the adjacency lists is 2|E|, since if (u,v)
is an undirected edge, then u appears in v's adjacency list and vice versa. Whether a
graph is directed or not, the adjacency-list representation has the desirable property
that the amount of memory it requires is O(max(V, E)) = O(V + E).

Adjacency lists can readily be adapted to represent weighted graphs, that is, graphs
for which each edge has an associated weight, typically given by a weight
function w : E  R. For example, let G = (V, E) be a weighted graph with weight
function w. The weight w(u,v) of the edge (u,v)  E is simply stored with
vertex v in u's adjacency list. The adjacency-list representation is quite robust in that it
can be modified to support many other graph variants.



A potential disadvantage of the adjacency-list representation is that there is no quicker
way to determine if a given edge (u,v) is present in the graph than to search for v in
the adjacency listAdj[u]. This disadvantage can be remedied by an adjacency-matrix
re presentation of the graph, at the cost of using asymptotically more memory.

For the adjacency-matrix representation of a graph G = (V, E), we assume that the
vertices are numbered 1, 2, . . . , |V| in some arbitrary manner. The adjacency-matrix
representation of a graphG then consists of a |V|  |V| matrix A = (aij) such that

Figures 23.1(c) and 23.2(c) are the adjacency matrices of the undirected and directed
graphs in Figures 23.1(a) and 23.2(a), respectively. The adjacency matrix of a graph
requires (V2) memory, independent of the number of edges in the graph.

Observe the symmetry along the main diagonal of the adjacency matrix in Figure
23.1(c). We define the the transpose of a matrix A = (aij) to be the matrix 
 given by . Since in an undirected graph, (u,v) and (v,u) represent the same
edge, the adjacency matrix A of an undirected graph is its own transpose: A = AT. In
some applications, it pays to store only the entries on and above the diagonal of the
adjacency matrix, thereby cutting the memory needed to store the graph almost in
half.

Like the adjacency-list representation of a graph, the adjacency-matrix representation
can be used for weighted graphs. For example, if G = (V, E) is a weighted graph with
edge-weight functionw, the weight w(u, v) of the edge (u,v)  E is simply stored as the
entry in row u and column v of the adjacency matrix. If an edge does not exist,
a NIL value can be stored as its corresponding matrix entry, though for many problems
it is convenient to use a value such as 0 or .

Although the adjacency-list representation is asymptotically at least as efficient as the
adjacency-matrix representation, the simplicity of an adjacency matrix may make it
preferable when graphs are reasonably small. Moreover, if the graph is unweighted,
there is an additional advantage in storage for the adjacency-matrix representation.
Rather than using one word of computer memory for each matrix entry, the adjacency
matrix uses only one bit per entry.



Exercises

23.1-1

Given an adjacency-list representation of a directed graph, how long does it take to
compute the out-degree of every vertex? How long does it take to compute the
in-degrees?

23.1-2

Give an adjacency-list representation for a complete binary tree on 7 vertices. Give an
equivalent adjacency-matrix representation. Assume that vertices are numbered from
1 to 7 as in a binary heap.

23.1-3

The transpose of a directed graph G = (V, E) is the graph GT = (V, ET), where ET =
{(v,u)  V  V : (u,v)  E}. Thus, GT is G with all its edges reversed. Describe
efficient algorithms for computing GT from G, for both the adjacency-list and
adjacency-matrix representations of G. Analyze the running times of your algorithms.

23.1-4

Given an adjacency-list representation of a multigraph G = (V, E), describe
an O(V+E)-time algorithm to compute the adjacency-list representation of the
"equivalent" undirected graph G' = (V, E'), where E' consists of the edges in E with all
multiple edges between two vertices replaced by a single edge and with all self-loops
removed.

23.1-5

The square of a directed graph G = (V, E) is the graph G2 = (V, E2) such that (u,w) 
 E2 if and only if for some v  V, both (u,v)  E and (v,w)  E. That is, G2 contains an
edge between u and wwhenever G contains a path with exactly two edges
between u and w. Describe efficient algorithms for computing G2 from G for both the
adjacency-list and adjacency-matrix representations ofG. Analyze the running times
of your algorithms.

23.1-6



When an adjacency-matrix representation is used, most graph algorithms require time 
(V2), but there are some exceptions. Show that determining whether a directed

graph contains a sink--a vertex with in-degree |V| - 1 and out-degree 0--can be
determined in time O(V), even if an adjacency-matrix representation is used.

23.1-7

The incidence matrix of a directed graph G = (V, E) is a |V|  |E| matrix B = (bij)
such that

Describe what the entries of the matrix product BBT represent, where BT is the
transpose of B.

23.2 Breadth-first search
Breadth-first search is one of the simplest algorithms for searching a graph and the
archetype for many important graph algorithms. Dijkstra's single-source shortest-paths
algorithm (Chapter 25) and Prim's minimum-spanning-tree algorithm (Section 24.2)
use ideas similar to those in breadth-first search.

Given a graph G = (V, E) and a distinguished source vertex s, breadth-first search
systematically explores the edges of G to "discover" every vertex that is reachable
from s. It computes the distance (fewest number of edges) from s to all such reachable
vertices. It also produces a "breadth-first tree" with root s that contains all such
reachable vertices. For any vertex v reachable froms, the path in the breadth-first tree
from s to v corresponds to a "shortest path" from s to v in G, that is, a path containing
the fewest number of edges. The algorithm works on both directed and undirected
graphs.

Breadth-first search is so named because it expands the frontier between discovered
and undiscovered vertices uniformly across the breadth of the frontier. That is, the
algorithm discovers all vertices at distance k from s before discovering any vertices at
distance k + 1.

To keep track of progress, breadth-first search colors each vertex white, gray, or black.
All vertices start out white and may later become gray and then black. A vertex



is discovered the first time it is encountered during the search, at which time it
becomes nonwhite. Gray and black vertices, therefore, have been discovered, but
breadth-first search distinguishes between them to ensure that the search proceeds in a
breadth-first manner. If (u, v)  E and vertex u is black, then vertex v is either gray or
black; that is, all vertices adjacent to black vertices have been discovered. Gray
vertices may have some adjacent white vertices; they represent the frontier between
discovered and undiscovered vertices.

Breadth-first search constructs a breadth-first tree, initially containing only its root,
which is the source vertex s. Whenever a white vertex v is discovered in the course of
scanning the adjacency list of an already discovered vertex u, the vertex v and the
edge (u,v) are added to the tree. We say that u is the predecessor or parent of v in the
breadth-first tree. Since a vertex is discovered at most once, it has at most one parent.
Ancestor and descendant relationships in the breadth-first tree are defined relative to
the root s as usual: if u is on a path in the tree from the root s to vertex v, then u is an
ancestor of v and v is a descendant of u.

The breadth-first-search procedure BFS below assumes that the input graph G = (V, E)
is represented using adjacency lists. It maintains several additional data structures
with each vertex in the graph. The color of each vertex u  V is stored in the
variable color[u], and the predecessor of u is stored in the variable [u]. If u has no
predecessor (for example, if u = s or u has not been discovered), then [u] = NIL. The
distance from the source s to vertex u computed by the algorithm is stored in d[u]. The
algorithm also uses a first-in, first-out queue Q (see Section 11.1) to manage the set of
gray vertices.

BFS(G,s)
1 for each vertex u V[G] - {s}
2 do color[u] WHITE
3 d[u]
4 [u] NIL
5 color[s] GRAY
6 d[s] 0
7 [s] NIL
8 Q {s}

9 while Q
10 do u head[Q]
11 for each v Adj[u]
12 do if color[v] = WHITE
13 then color[v] GRAY
14 d[v] d[u] + 1
15 [v] u
16                        ENQUEUE(Q,v)
17         DEQUEUE(Q)



18 color[u] BLACK

Figure 23.3 illustrates the progress of BFS on a sample graph.

The procedure BFS works as follows. Lines 1-4 paint every vertex white, set d [u] to
be infinity for every vertex u, and set the parent of every vertex to be NIL. Line 5
paints the source vertex sgray, since it is considered to be discovered when the
procedure begins. Line 6 initializes d[s] to 0, and line 7 sets the predecessor of the
source to be NIL. Line 8 initializes Q to the queue containing just the vertex s;
thereafter, Q always contains the set of gray vertices.

The main loop of the program is contained in lines 9-18. The loop iterates as long as
there remain gray vertices, which are discovered vertices that have not yet had their
adjacency lists fully examined. Line 10 determines the gray vertex u at the head of the
queue Q. The for loop of lines 11-16 considers each vertex v in the adjacency list of u.
If v is white, then it has not yet been discovered, and the algorithm discovers it by
executing lines 13-16. It is first grayed, and its distance d[v] is set to d[u] + 1.
Then, u is recorded as its parent. Finally, it is placed at the tail of the queue Q. When
all the vertices on u's adjacency list have been examined, u is removed from Q and
blackened in lines 17-18.



Figure 23.3 The operation of BFS on an undirected graph. Tree edges are shown
shaded as they are produced by BFS. Within each vertex u is shown d[u]. The
queue Q is shown at the beginning of each iteration of the while loop of lines
9-18. Vertex distances are shown next to vertices in the queue.

Analysis

Before proving all the various properties of breadth-first search, we take on the
somewhat easier job of analyzing its running time on an input graph G = (V,E). After
initialization, no vertex is ever whitened, and thus the test in line 12 ensures that each
vertex is enqueued at most once, and hence dequeued at most once. The operations of
enqueuing and dequeuing take O(1) time, so the total time devoted to queue
operations is O(V). Because the adjacency list of each vertex is scanned only when the
vertex is dequeued, the adjacency list of each vertex is scanned at most once. Since
the sum of the lengths of all the adjacency lists is (E), at most O(E) time is spent in
total scanning adjacency lists. The overhead for initialization is O(V), and thus the



total running time of BFS is O(V + E). Thus, breadth-first search runs in time linear in
the size of the adjacency- list representation of G.

Shortest paths

At the beginning of this section, we claimed that breadth-first search finds the distance
to each reachable vertex in a graph G = (V,E) from a given source vertex s  V. Define
the shortest-path distance  (s,v) from s to v as the minimum number of edges in any
path from vertex s to vertex v, or else  if there is no path from s to v. A path of
length  (s,v) from s to v is said to be ashortest path1 from s to v. Before showing that
breadth-first search actually computes shortest-path distances, we investigate an
important property of shortest-path distances.

1 In Chapters 25 and 26, we shall generalize our study of shortest paths to weighted
graphs, in which every edge has a real-valued weight and the weight of a path is the
sum of the weights of its constituent edges. The graphs considered in the present
chapter are unweighted.

Lemma 23.1

Let G = (V,E) be a directed or undirected graph, and let s  V be an arbitrary vertex.
Then, for any edge (u, v)  E,

(s,v) (s,u) + 1 .

Proof If u is reachable from s, then so is v. In this case, the shortest path
from s to v cannot be longer than the shortest path from s to v followed by the edge
(u, v), and thus the inequality holds. Ifu is not reachable from s, then  (s,u) = , and
the inequality holds.

We want to show that BFS properly computes d[v] =  (s, v) for each vertex v  V. We
first show that d [v] bounds  (s, v) from above.

Lemma 23.2

Let G = (V,E) be a directed or undirected graph, and suppose that BFS is run
on G from a given source vertex s  V. Then upon termination, for each vertex v  V,
the value d[v] computed by BFS satisfies d[v]  (s, v).



Proof We use induction on the number of times a vertex is placed in the queue Q. Our
inductive hypothesis is that d[v]   (s,v) for all v  V.

The basis of the induction is the situation immediately after s is placed in Q in line 8
of BFS. The inductive hypothesis holds here, because d[s] = 0 = (s, s) and d[v] =  

 (s, v) for all v  V - {s}.

For the inductive step, consider a white vertex v that is discovered during the search
from a vertex u. The inductive hypothesis implies that d[u]  (s, u). From the
assignment performed by line 14 and from Lemma 23.1, we obtain

d[v]  = d[u] + 1
(s,u) + 1
(s,v) .

Vertex v is then inserted into the queue Q, and it is never inserted again because it is
also grayed and the then clause of lines 13-16 is executed only for white vertices.
Thus, the value of d[v] never changes again, and the inductive hypothesis is
maintained.

To prove that d[v] = (s, v), we must first show more precisely how the
queue Q operates during the course of BFS. The next lemma shows that at all times,
there are at most two distinct d values in the queue.

Lemma 23.3

Suppose that during the execution of BFS on a graph G = (V, E), the queue Q contains
the vertices v1, v2, . . . , vr , where v1 is the head of Q and vr is the tail. Then, d[vr] 
 d[v1] + 1 and d[vi] d[vi + 1] for i = 1, 2, . . . , r - 1.

Proof The proof is by induction on the number of queue operations. Initially, when the
queue contains only s, the lemma certainly holds.

For the inductive step, we must prove the lemma holds after both dequeuing and
enqueuing a vertex. If the head v1 of the queue is dequeued, the new head is v2. (If the
queue becomes empty, then the lemma holds vacuously.) But then we have d[vr] 

 d[v1] + 1  d[v2] + 1, and the remaining inequalities are unaffected. Thus, the lemma
follows with v2 as the head. Enqueuing a vertex requires closer examination of the
code. In line 16 of BFS, when the vertex v is enqueued, thus becoming vr+1, the
head v1 of Q is in fact the vertex u whose adjacency list is currently being scanned.
Thus, d[vr+1] = d[v] = d[u] + 1 = d[v1] + 1. We also have d[vr]  d[v1] + 1 = d[u] + 1



= d[v] = d[vr + 1], and the remaining inequalities are unaffected. Thus, the lemma
follows when v is enqueued.

We can now prove that breadth-first search correctly finds shortest-path distances.

Theorem 23.4

Let G = (V, E) be a directed or undirected graph, and suppose that BFS is run
on G from a given source vertex s  V. Then, during its execution, BFS discovers
every vertex v  V that is reachable from the source s, and upon termination, d[v] = 
(s, v) for all v  V. Moreover, for any vertex v  s that is reachable from s, one of the
shortest paths from s to v is the shortest path from s to [v] followed by the edge (
[v], v).

Proof We start with the case in which v is unreachable from s. Since Lemma 23.2
gives d[v]  (s, v) = , vertex v cannot have d[v] set to a finite value in line 14. By
induction, there cannot be a first vertex whose d value is set to  by line 14. Line 14
is therefore only executed only for vertices with finite d values. Thus, if v is
unreachable, it is never discovered.

The main part of the proof is for vertices reachable from s. Let Vk denote the set of
vertices at distance k from s; that is, Vk = {v  V : (s, v) = k}. The proof proceeds by
induction on k. As an inductive hypothesis, we assume that for each vertex v  Vk,
there is exactly one point during the execution of BFS at which

 v is grayed,

 d[v] is set to k,

 if v  s, then [v] is set to u for some u  Vk - 1, and

 v is inserted into the queue Q.

As we have noted before, there is certainly at most one such point.

The basis is for k = 0. We have V0 = {s}, since the source s is the only vertex at
distance 0 from s. During the initialization, s is grayed, d[s] is set to 0, and s is placed
into Q, so the inductive hypothesis holds.

For the inductive step, we start by noting that the queue Q is never empty until the
algorithm terminates and that, once a vertex u is inserted into the queue, neither d[u]



nor [u] ever changes. By Lemma 23.3, therefore, if vertices are inserted into the
queue over the course of the algorithm in the order v1, v2, . . . , vr, then the sequence of
distances is monotonically increasing: d[vi]  d[vi + 1] for i = 1, 2, . . . , r - 1.

Now let us consider an arbitrary vertex v  Vk, where k  1. The monotonicity
property, combined with d[v]  k (by Lemma 23.2) and the inductive hypothesis,
implies that v must be discovered after all vertices in Vk - 1 are enqueued, if it is
discovered at all.

Since (s, v) = k, there is a path of k edges from s to v, and thus there exists a vertex u 
 Vk-1 such that (u,v)  E. Without loss of generality, let u be the first such vertex

grayed, which must happen since, by induction, all vertices in Vk - 1 are grayed. The
code for BFS enqueues every grayed vertex, and hence u must ultimately appear as
the head of the queue in line 10. When uappears as the head, its adjacency list is
scanned and v is discovered. (The vertex v could not have been discovered earlier,
since it is not adjacent to any vertex in Vj for j < k - 1--otherwise, vcould not belong
to Vk--and by assumption, u is the first vertex discovered in Vk - 1 to which v is
adjacent.) Line 13 grays v, line 14 establishes d[v] = d[u] + 1 = k, line 15 sets [v]
to u, and line 16 inserts v into the queue. Since v is an arbitrary vertex in Vk, the
inductive hypothesis is proved.

To conclude the proof of the lemma, observe that if v  Vk, then by what we have just
seen, [v]  Vk - 1. Thus, we can obtain a shortest path from s to v by taking a
shortest path from s to [v] and then traversing the edge ( [v], v).

Breadth-first trees

The procedure BFS builds a breadth-first tree as it searches the graph, as illustrated in
Figure 23.3. The tree is represented by the  field in each vertex. More formally, for
a graph G = (V, E) with source s, we define the predecessor subgraph of G as G  =
(V , E ), where

V = {v V : [v] NIL} {s}

and

E = {( [v],v) E : v V - {s}} .

The predecessor subgraph G  is a breadth-first tree if V  consists of the vertices
reachable from s and, for all v  V , there is a unique simple path from s to v in G
 that is also a shortest path from s to v in G. A breadth-first tree is in fact a tree, since



it is connected and |E | = |V | - 1 (see Theorem 5.2). The edges in E  are called tree
edges.

After BFS has been run from a source s on a graph G, the following lemma shows that
the predecessor subgraph is a breadth-first tree.

Lemma 23.5

When applied to a directed or undirected graph G = (V, E), procedure BFS constructs 
 so that the predecessor subgraph G  = (V , E ) is a breadth-first tree.

Proof Line 15 of BFS only sets [v] = u if (u, v) E and (s, v) < --that is, if v is
reachable from s--and thus V  consists of the vertices in V reachable from v. Since G

 forms a tree, it contains a unique path from s to each vertex in V . By applying
Theorem 23.4 inductively, we conclude that every such path is a shortest path.

The following procedure prints out the vertices on a shortest path from s to v,
assuming that BFS has already been run to compute the shortest-path tree.

PRINT-PATH(G,s,v)
1 if v = s
2 then print s
3 else if [v] = NIL
4 then print "no path from" s "to" v "exists"
5 else PRINT-PATH(G,s, [v])
6                  print v

This procedure runs in time linear in the number of vertices in the path printed, since
each recursive call is for a path one vertex shorter.

Exercises

23.2-1

Show the result of running breadth-first search on the directed graph of Figure
23.2(a), using vertex 3 as the source.

23.2-2

Show the result of running breadth-first search on the undirected graph of Figure 23.3,
using vertex u as the source.



23.2-3

What is the running time of BFS if its input graph is represented by an adjacency
matrix and the algorithm is modified to handle this form of input?

23.2-4

Argue that in a breadth-first search, the value d[u] assigned to a vertex u is
independent of the order in which the vertices in each adjacency list are given.

23.2-5

Give an example of a directed graph G = (V, E), a source vertex s  V, and a set of tree
edges E   E such that for each vertex v  V, the unique path in E  from s to v is a
shortest path in G, yet the set of edges E  cannot be produced by running BFS on G,
no matter how the vertices are ordered in each adjacency list.

23.2-6

Give an efficient algorithm to determine if an undirected graph is bipartite.

23.2-7

The diameter of a tree T = (V, E) is given by

that is, the diameter is the largest of all shortest-path distances in the tree. Give an
efficient algorithm to compute the diameter of a tree, and analyze the running time of
your algorithm.

23.2-8

Let G = (V, E) be an undirected graph. Give an O(V + E)-time algorithm to compute a
path in G that traverses each edge in E exactly once in each direction. Describe how
you can find your way out of a maze if you are given a large supply of pennies.

23.3 Depth-first search



The strategy followed by depth-first search is, as its name implies, to search "deeper"
in the graph whenever possible. In depth-first search, edges are explored out of the
most recently discovered vertex v that still has unexplored edges leaving it. When all
of v's edges have been explored, the search "backtracks" to explore edges leaving the
vertex from which v was discovered. This process continues until we have discovered
all the vertices that are reachable from the original source vertex. If any undiscovered
vertices remain, then one of them is selected as a new source and the search is
repeated from that source. This entire process is repeated until all vertices are
discovered.

As in breadth-first search, whenever a vertex v is discovered during a scan of the
adjacency list of an already discovered vertex u, depth-first search records this event
by setting v's predecessor field [v] to u. Unlike breadth-first search, whose
predecessor subgraph forms a tree, the predecessor subgraph produced by a depth-first
search may be composed of several trees, because the search may be repeated from
multiple sources. The predecessor subgraph of a depth-first search is therefore
defined slightly differently from that of a breadth-first search: we let G  = (V, E ),
where

E = {( [v], v) : v V and [v] NIL} .

The predecessor subgraph of a depth-first search forms a depth-first forest composed
of several depth-first trees. The edges in E  are called tree edges.

As in breadth-first search, vertices are colored during the search to indicate their state.
Each vertex is initially white, is grayed when it is discovered in the search, and is
blackened when it isfinished, that is, when its adjacency list has been examined
completely. This technique guarantees that each vertex ends up in exactly one
depth-first tree, so that these trees are disjoint.

Besides creating a depth-first forest, depth-first search also timestamps each vertex.
Each vertex v has two timestamps: the first timestamp d[v] records when v is first
discovered (and grayed), and the second timestamp f[v] records when the search
finishes examining v's adjacency list (and blackens v). These timestamps are used in
many graph algorithms and are generally helpful in reasoning about the behavior of
depth-first search.

The procedure DFS below records when it discovers vertex u in the variable d[u] and
when it finishes vertex u in the variable f[u]. These timestamps are integers between 1



and 2 |V|, since there is one discovery event and one finishing event for each of the |V|
vertices. For every vertex u,

d[u] < f[u] .

(23.1)

Vertex u is WHITE before time d[u], GRAY between time d[u] and time f[u],
and BLACK thereafter.

The following pseudocode is the basic depth-first-search algorithm. The input
graph G may be undirected or directed. The variable time is a global variable that we
use for timestamping.

DFS(G)
1 for each vertex u V[G]
2 do color[u] WHITE
3 [u] NIL
4 time 0
5 for each vertex u V[G]
6 do if color[u] = WHITE
7 then DFS-VISIT(u)

Figure 23.4 illustrates the progress of DFS on the graph shown in Figure 23.2.

Procedure DFS works as follows. Lines 1-3 paint all vertices white and initialize their 
 fields to NIL. Line 4 resets the global time counter. Lines 5-7 check each vertex

in V in turn and, when a white vertex is found, visit it using DFS-VISIT. Every time
DFS-VISIT(u) is called in line 7, vertex u becomes the root of a new tree in the
depth-first forest. When DFS returns, every vertex uhas been assigned a discovery
time d[u] and a finishing time â[u].



In each call DFS-VISIT(u), vertex u is initially white. Line 1 paints u gray, and line 2
records the discovery time d[u] by incrementing and saving the global variable time.
Lines 3-6 examine each vertex v adjacent to u and recursively visit v if it is white. As
each vertex v  Adj[u] is considered in line 3, we say that edge (u, v) is explored by
the depth-first search. Finally, after every edge leaving u has been explored, lines 7-8
paint u black and record the finishing time in â[u].

Figure 23.4 The progress of the depth-first-search algorithm DFS on a directed
graph. As edges are explored by the algorithm, they are shown as either shaded
(if they are tree edges) or dashed (otherwise). Nontree edges are labeled B, C, or
F according to whether they are back, cross, or forward edges. Vertices are
timestamped by discovery time/finishing time.

What is the running time of DFS? The loops on lines 1-2 and lines 5-7 of DFS take
time (V), exclusive of the time to execute the calls to DFS-VISIT. The procedure
DFS-VISIT is called exactly once for each vertex the v  V, since DFS-VISIT is
invoked only on white vertices and the first thing it does is paint the vertex gray.



During an execution of DFS-VISIT(v), the loop on lines 3-6 is executed |Adj[v]| times.
Since

the total cost of executing lines 2-5 of DFS-VISIT is (E). The running time of DFS is
therefore (V + E).

Properties of depth-first search

Depth-first search yields much information about the structure of a graph. Perhaps the
most basic property of depth-first search is that the predecessor subgraph G  does
indeed form a forest of trees, since the structure of the depth-first trees exactly mirrors
the structure of recursive calls of DFS-VISIT. That is, u = [v] if and only if
DFS-VISIT (v) was called during a search of u's adjacency list.

Another important property of depth-first search is that discovery and finishing times
have parenthesis structure. If we represent the discovery of vertex u with a left
parenthesis "(u" and represent its finishing by a right parenthesis "u)," then the history
of discoveries and finishings makes a well-formed expression in the sense that the
parentheses are properly nested. For example, the depth-first search of Figure 23.5(a)
corresponds to the parenthesization shown in Figure 23.5(b). Another way of stating
the condition of parenthesis structure is given in the following theorem.

MINIMUM SPANNING TREES
In the design of electronic circuitry, it is often necessary to make the pins of several
components electrically equivalent by wiring them together. To interconnect a set
of n pins, we can use an arrangement of n - 1 wires, each connecting two pins. Of all
such arrangements, the one that uses the least amount of wire is usually the most
desirable.

We can model this wiring problem with a connected, undirected graph G = (V, E),
where V is the set of pins, E is the set of possible interconnections between pairs of
pins, and for each edge (u, v)  E, we have a weight w(u, v) specifying the cost
(amount of wire needed) to connect u and v. We then wish to find an acyclic subset T 

 E that connects all of the vertices and whose total weight



is minimized. Since T is acyclic and connects all of the vertices, it must form a tree,
which we call a spanning tree since it"spans" the graph G. We call the problem of
determining the tree T theminimum-spanning-tree problem.1 Figure 24.1 shows an
example of a connected graph and its minimum spanning tree.

1The phrase "minimum spanning tree" is a shortened form of the phrase
"minimum-weight spanning tree." We are not, for example, minimizing the number of
edges in T, since all spanning trees have exactly |V| - 1 edges by Theorem 5.2.

In this chapter, we shall examine two algorithms for solving the
minimum-spanning-tree problem: Kruskal's algorithm and Prim's algorithm. Each can
easily be made to run in time O(E lg V) using ordinary binary heaps. By using
Fibonacci heaps, Prim's algorithm can be sped up to run in time O(E + V lg V), which
is an improvement if |V| is much smaller than |E| .

The two algorithms also illustrate a heuristic for optimization called the "greedy"
strategy. At each step of an algorithm, one of several possible choices must be made.
The greedy strategy advocates making the choice that is the best at the moment. Such
a strategy is not generally guaranteed to find globally optimal solutions to problems.
For the minimum-spanning-tree problem, however, we can prove that certain greedy
strategies do yield a spanning tree with minimum weight. Greedy strategies are
discussed at length in Chapter 17. Although the present chapter can be read
independently of Chapter 17, the greedy methods presented here are a classic
application of the theoretical notions introduced there.

Figure 24.1 A minimum spanning tree for a connected graph. The weights on
edges are shown, and the edges in a minimum spanning tree are shaded. The
total weight of the tree shown is 37. The tree is not unique: removing the edge (b,



c) and replacing it with the edge (a, h) yields another spanning tree with weight
37.

Section 24.1 introduces a "generic" minimum-spanning-tree algorithm that grows a
spanning tree by adding one edge at a time. Section 24.2 gives two ways to implement
the generic algorithm. The first algorithm, due to Kruskal, is similar to the
connected-components algorithm from Section 22.1. The second, due to Prim, is
similar to Dijkstra's shortest-paths algorithm (Section 25.2).

24.1 Growing a minimum spanning tree
Assume that we have a connected, undirected graph G = (V, E) with a weight
function w : E  R and wish to find a minimum spanning tree for G. The two
algorithms we consider in this chapter use a greedy approach to the problem, although
they differ in how they apply this approach.

This greedy strategy is captured by the following "generic" algorithm, which grows
the minimum spanning tree one edge at a time. The algorithm manages a set A that is
always a subset of some minimum spanning tree. At each step, an edge (u, v) is
determined that can be added to A without violating this invariant, in the sense that A 

 {(u, v)} is also a subset of a minimum spanning tree. We call such an edge a safe
edge for A, since it can be safely added to A without destroying the invariant.



Figure 24.2 Two ways of viewing a cut (S, V - S) of the graph from Figure 24.1.
(a) The vertices in the set S are shown in black, and those in V - S are shown in
white. The edges crossing the cut are those connecting white vertices with black
vertices. The edge (d, c) is the unique light edge crossing the cut. A subset A of
the edges is shaded; note that the cut (S, V - S) respects A, since no edge of A
crosses the cut. (b) The same graph with the vertices in the set S on the left and
the vertices in the set V - S on the right. An edge crosses the cut if it connects a
vertex on the left with a vertex on the right.

GENERIC-MST(G, w)

1 A
2 while A does not form a spanning tree
3 do find an edge (u, v) that is safe for A
4 A A {(u, v)}
5 return A

Note that after line 1, the set A trivially satisfies the invariant that it is a subset of a
minimum spanning tree. The loop in lines 2-4 maintains the invariant. When the
set A is returned in line 5, therefore, it must be a minimum spanning tree. The tricky
part is, of course, finding a safe edge in line 3. One must exist, since when line 3 is
executed, the invariant dictates that there is a spanning tree T such that A  T, and if
there is an edge (u, v)  T such that (u, v)  A, then (u, v) is safe for A.

In the remainder of this section, we provide a rule (Theorem 24.1 ) for recognizing
safe edges. The next section describes two algorithms that use this rule to find safe
edges efficiently.

We first need some definitions. A cut (S, V - S) of an undirected graph G = (V, E) is a
partition of V. Figure 24.2 illustrates this notion. We say that an edge (u, v) 
 E crosses the cut (S, V - S) if one of its endpoints is in S and the other is in V - S. We
say that a cut respects the set A of edges if no edge in A crosses the cut. An edge is
a light edge crossing a cut if its weight is the minimum of any edge crossing the cut.
Note that there can be more than one light edge crossing a cut in the case of ties. More
generally, we say that an edge is a light edge satisfying a given property if its weight
is the minimum of any edge satisfying the property.



Figure 24.3 The proof of Theorem 24.1. The vertices in S are black, and the
vertices in V - S are white. The edges in the minimum spanning tree T are shown,
but the edges in the graph G are not. The edges in A are shaded, and (u, v) is a
light edge crossing the cut (S, V - S). The edge (x, y) is an edge on the unique path
p from u to v in T. A minimum spanning tree T' that contains (u, v) is formed by
removing the edge (x, y) from T and adding the edge (u, v).

Our rule for recognizing safe edges is given by the following theorem.

Theorem 24.1

Let G = (V, E) be a connected, undirected graph with a real-valued weight
function w defined on E. Let A be a subset of E that is included in some minimum
spanning tree for G, let (S, V - S) be any cut of G that respects A, and let (u, v) be a
light edge crossing (S, V - S). Then, edge (u, v) is safe for A.

Proof Let T be a minimum spanning tree that includes A, and assume that T does not
contain the light edge (u, v), since if it does, we are done. We shall construct another
minimum spanning treeT' that includes A  {(u, v)} by using a cut-and-paste
technique, thereby showing that (u, v) is a safe edge for A.

The edge (u, v) forms a cycle with the edges on the path p from u to v in T, as
illustrated in Figure 24.3. Since u and v are on opposite sides of the cut (S, V - S),
there is at least one edge in T on the path p that also crosses the cut. Let (x, y) be any
such edge. The edge (x, y) is not in A, because the cut respects A. Since (x, y) is on the
unique path from u to v in T, removing (x, y) breaks Tinto two components. Adding
(u, v) reconnects them to form a new spanning tree T' = T - {(x, y)}  {(u, v)}.



We next show that T' is a minimum spanning tree. Since (u, v) is a light edge crossing
(S, V - S) and (x, y) also crosses this cut, w(u, v)  w(x, y). Therefore,

w(T')  = w  (T) - w(x, y) + w(u, v)
w  (T) .

But T is a minimum spanning tree, so that w(T)  w(T'); thus, T' must be a minimum
spanning tree also.

It remains to show that (u, v) is actually a safe edge for A. We have A  T', since A 
 T and (x, y)  A; thus, A  {(u, v)}  T'. Consequently, since T' is a minimum
spanning tree, (u, v) is safe for A.

Theorem 24.1 gives us a better understanding of the workings of the GENERIC-MST
algorithm on a connected graph G = (V, E). As the algorithm proceeds, the set A is
always acyclic; otherwise, a minimum spanning tree including A would contain a
cycle, which is a contradiction. At any point in the execution of the algorithm, the
graph GA = (V, A) is a forest, and each of the connected components of GA is a tree.
(Some of the trees may contain just one vertex, as is the case, for example, when the
algorithm begins: A is empty and the forest contains |V| trees, one for each vertex.)
Moreover, any safe edge (u, v) for A connects distinct components of GA, since A 
 {(u, v)} must be acyclic.

The loop in lines 2-4 of GENERIC-MST is executed |V| - 1 times as each of the |V| - 1
edges of a minimum spanning tree is successively determined. Initially, when ,
there are |V| trees in GAand each iteration reduces that number by 1. When the forest
contains only a single tree, the algorithm terminates.

The two algorithms in Section 24.2 use the following corollary to Theorem 24.1.

Corollary 24.2

Let G = (V, E) be a connected, undirected graph with a real-valued weight
function w defined on E. Let A be a subset of E that is included in some minimum
spanning tree for G, and let C be a connected component (tree) in the forest GA = (V,
A). If (u, v) is a light edge connecting C to some other component in GA, then (u, v) is
safe for A.

Proof The cut (C, V - C) respects A, and (u, v) is therefore a light edge for this cut.



Exercises

24.1-1

Let (u, v) be a minimum-weight edge in a graph G. Show that (u, v) belongs to some
minimum spanning tree of G.

24.1-2

Professor Sabatier conjectures the following converse of Theorem 24.1. Let G =
(V, E) be a connected, undirected graph with a real-valued weight function w defined
on E. Let A be a subset of Ethat is included in some minimum spanning tree for G, let
(S, V - S) be any cut of G that respects A, and let (u, v) be a safe edge for A crossing
(S, V - S). Then, (u, v) is a light edge for the cut. Show that the professor's conjecture
is incorrect by giving a counterexample.

24.1-3

Show that if an edge (u, v) is contained in some minimum spanning tree, then it is a
light edge crossing some cut of the graph.

24.1-4

Give a simple example of a graph such that the set of all edges that are light edges
crossing some cut in the graph does not form a minimum spanning tree.

24.1-5

Let e be a maximum-weight edge on some cycle of G = (V, E). Prove that there is a
minimum spanning tree of G' = (V, E - {e}) that is also a minimum spanning tree
of G.

24.1-6

Show that a graph has a unique minimum spanning tree if, for every cut of the graph,
there is a unique light edge crossing the cut. Show that the converse is not true by
giving a counterexample.

24.1-7



Argue that if all of the edge weights of a graph are positive, then any subset of edges
that connects all of the vertices and has minimum total weight must be a tree. Give an
example to show that the same conclusion does not follow if we allow some weights
to be nonpositive.

24.1-8

Let T be a minimum spanning tree of a graph G, and let L be the sorted list of the edge
weights of T. Show that for any other minimum spanning tree T' of G, the list L is also
the sorted list of edge weights of T'.

24.1-9

Let T be a minimum spanning tree of a graph G = (V, E), and let V' be a subset of V.
Let T' be the subgraph of T induced by V', and let G' be the subgraph of G induced
by V'. Show that if T' is connected, the T' is a minimum spanning tree of G'

24.2 The algorithms of Kruskal and Prim
The two minimum-spanning-tree algorithms described in this section are elaborations
of the generic algorithm. They each use a specific rule to determine a safe edge in line
3 of GENERIC-MST. In Kruskal's algorithm, the set A is a forest. The safe edge added
to A is always a least-weight edge in the graph that connects two distinct components.
In Prim's algorithm, the set A forms a single tree. The safe edge added to A is always a
least-weighted edge connecting the tree to a vertex not in the tree.

Kruskal's Al gorithm

Kruskal's algorithm is based directly on the generic minimum-spanning-tree algorithm
given in Section 24.1. It finds a safe edge to add to the growing forest by finding, of
all the edges that connect any two trees in the forest, an edge (u, v) of least weight.
Let C1 and C2 denote the two trees that are connected by (u, v). Since (u,v) must be a
light edge connecting C1 to some other tree, Corollary 24.2 implies that (u, v) is a safe
edge for C1. Kruskal's algorithm is a greedy algorithm, because at each step it adds to
the forest an edge of least possible weight.

Our implementation of Kruskal's algorithm is like the algorithm to compute connected
components from Section 22.1. It uses a disjoint-set data structure to maintain several
disjoint sets of elements. Each set contains the vertices in a tree of the current forest.



The operation FIND-SET(u) returns a representative element from the set that
contains u. Thus, we can determine whether two vertices u and v belong to the same
tree by testing whether FIND-SET(u) equals FIND-SET(v). The combining of trees is
accomplished by the UNION procedure.

MST-KRUSKAL(G, w)

1 A
2 for each vertex v V[G]
3 do MAKE-SET (v)
4  sort the edges of E by nondecreasing weight w
5 for each edge (u, v) E, in order by nondecreasing weight
6 do if FIND-SET(u) FIND-SET(v)
7 then A A {(u, v)}
8                 UNION (u, v)
9 return A

Kruskal's algorithm works as shown in Figure 24.4. Lines 1-3 initialize the set A to the
empty set and create |V| trees, one containing each vertex. The edges in E are sorted
into order by nondecreasing weight in line 4. The for loop in lines 5-8 checks, for
each edge (u, v), whether the endpoints u and v belong to the same tree. If they do,
then the edge (u, v) cannot be added to the forest without creating a cycle, and the
edge is discarded. Otherwise, the two vertices belong to different trees, and the edge
(u, v) is added to A in line 7, and the vertices in the two trees are merged in line 8.

The running time of Kruskal's algorithm for a graph G = (V, E) depends on the
implementation of the disjoint-set data structure. We shall assume the
disjoint-set-forest implementation of Section 22.3 with the union-by-rank and
path-compression heuristics, since it is the asymptotically fastest implementation
known. Initialization takes time O(V), and the time to sort the edges in line 4
isO(E lg E). There are O(E) operations on the disjoint-set forest, which in total
take O(E  (E, V)) time, where  is the functional inverse of Ackermann's function
defined in Section 22.4. Since (E, V) = O(lg E), the total running time of Kruskal's
algorithm is O(E lg E).

Prim's algorithm

Like Kruskal's algorithm, Prim's algorithm is a special case of the generic
minimum-spanning-tree algorithm from Section 24.1. Prim's algorithm operates much
like Dijkstra's algorithm for finding shortest paths in a graph. (See Section 25.2.)
Prim's algorithm has the property that the edges in the set A always form a single tree.
As is illustrated in Figure 24.5, the tree starts from an arbitrary root vertex r and
grows until the tree spans all the vertices in V. At each step, a light edge connecting a



vertex in A to a vertex in V - A is added to the tree. By Corollary 24.2, this rule adds
only edges that are safe for A; therefore, when the algorithm terminates, the edges
in A form a minimum spanning tree. This strategy is "greedy" since the tree is
augmented at each step with an edge that contributes the minimum amount possible to
the tree's weight.

Figure 24.4 The execution of Kruskal's algorithm on the graph from Figure 24.1.
Shaded edges belong to the forest A being grown. The edges are considered by
the algorithm in sorted order by weight. An arrow points to the edge under
consideration at each step of the algorithm. If the edge joins two distinct trees in
the forest, it is added to the forest, thereby merging the two trees.



The key to implementing Prim's algorithm efficiently is to make it easy to select a
new edge to be added to the tree formed by the edges in A. In the pseudocode below,
the connected graph G and the root r of the minimum spanning tree to be grown are
inputs to the algorithm. During execution of the algorithm, all vertices that are not in
the tree reside in a priority queue Q based on a keyfield. For each vertex v, key[v] is
the minimum weight of any edge connecting v to a vertex in the tree; by
convention, key[v] =  if there is no such edge. The field [v] names the "parent"
of vin the tree. During the algorithm, the set A from GENERIC-MST is kept implicitly as

A = {(v, [v]) : v V - {r} - Q} .

When the algorithm terminates, the priority queue Q is empty; the minimum spanning
tree A for G is thus

A = {(v, [v]) : v V - {r}} .



Figure 24.5 The execution of Prim's algorithm on the graph from Figure 24.1.
The root vertex is a. Shaded edges are in the tree being grown, and the vertices in
the tree are shown in black. At each step of the algorithm, the vertices in the tree
determine a cut of the graph, and a light edge crossing the cut is added to the
tree. In the second step, for example, the algorithm has a choice of adding either
edge (b, c) or edge (a, h) to the tree since both are light edges crossing the cut.



MST-PRIM(G, w, r)
1 Q V[G]
2 for each u Q
3 do key[u]
4 key [r] 0
5 [r] NIL

6 while Q
7 do u EXTRACT-MIN(Q)
8 for each v Adj[u]
9 do if v Q and w (u, v) < key[v]
10 then [v] u
11 key[v] w(u, v)

Prim's algorithm works as shown in Figure 24.5. Lines 1-4 initialize the priority
queue Q to contain all the vertices and set the key of each vertex to , except for the
root r, whose key is set to 0. Line 5 initializes [r] to NIL, since the root r has no
parent. Throughout the algorithm, the set V - Q contains the vertices in the tree being
grown. Line 7 identifies a vertex u  Q incident on a light edge crossing the cut (V -
Q, Q) (with the exception of the first iteration, in which u = r due to line 4).
Removing u from the set Q adds it to the set V - Q of vertices in the tree. Lines 8-11
update the key and  fields of every vertex v adjacent to u but not in the tree. The
updating maintains the invariants that key[v] = w(v, [v]) and that (v, [v]) is a light
edge connecting v to some vertex in the tree.

The performance of Prim's algorithm depends on how we implement the priority
queue Q. If Q is implemented as a binary heap (see Chapter 7), we can use
the BUILD-HEAP procedure to perform the initialization in lines 1-4 in O(V) time. The
loop is executed |V| times, and since each EXTRACT-MIN operation takes O(lg V) time,
the total time for all calls to EXTRACT-MIN is O(V 1g V). Thefor loop in lines 8-11 is
executed O(E) times altogether, since the sum of the lengths of all adjacency lists is 2
|E|. Within the for loop, the test for membership in Q in line 9 can be implemented in
constant time by keeping a bit for each vertex that tells whether or not it is in Q, and
updating the bit when the vertex is removed from Q. The assignment in line 11
involves an implicitDECREASE-KEY operation on the heap, which can be implemented in
a binary heap in O(lg V) time. Thus, the total time for Prim's algorithm
is O(V 1g V + E 1g V) = O(E lg V), which is asymptotically the same as for our
implementation of Kruskal's algorithm.

The asymptotic running time of Prim's algorithm can be improved, however, by using
Fibonacci heaps. Chapter 21 shows that if |V| elements are organized into a Fibonacci
heap, we can perform an EXTRACT-MIN operation in O(lg V) amortized time and
a DECREASE-KEY operation (to implement line 11) in O(1) amortized time. Therefore, if



we use a Fibonacci heap to implement the priority queue Q, the running time of Prim's
algorithm improves to O(E + V 1g V).

Exercises

24.2-1

Kruskal's algorithm can return different spanning trees for the same input graph G,
depending on how ties are broken when the edges are sorted into order. Show that for
each minimum spanning tree T of G, there is a way to sort the edges of G in Kruskal's
algorithm so that the algorithm returns T.

24.2-2

Suppose that the graph G = (V, E) is represented as an adjacency matrix. Give a simple
implementation of Prim's algorithm for this case that runs in O(V2) time.

24.2-3

Is the Fibonacci-heap implementation of Prim's algorithm asymptotically faster than
the binary-heap implementation for a sparse graph G = (V, E), where |E| = (V)?
What about for a dense graph, where |E| =  (V2)? How must |E| and |V| be related
for the Fibonacci-heap implementation to be asymptotically faster than the
binary-heap implementation?

24.2-4

Suppose that all edge weights in a graph are integers in the range from 1 to |V|. How
fast can you make Kruskal's algorithm run? What if the edge weights are integers in
the range from 1 to W for some constant W?

24.2-5

Suppose that all edge weights in a graph are integers in the range from 1 to |V|. How
fast can you make Prim's algorithm run? What if the edge weights are integers in the
range from 1 to W for some constant W?

24.2-6



Describe an efficient algorithm that, given an undirected graph G, determines a
spanning tree of G whose largest edge weight is minimum over all spanning trees
of G.

24.2-7

Suppose that the edge weights in a graph are uniformly distributed over the half-open
interval [0, 1). Which algorithm, Kruskal's or Prim's, can you make run faster?

24.2-8

Suppose that a graph G has a minimum spanning tree already computed. How quickly
can the minimum spanning tree be updated if a new vertex and incident edges are
added to G?

Problems
24-1 Second-best minimum spanning tree

Let G = (V, E) be an undirected, connected graph with weight function w : E  R, and
suppose that |E|  |V| .

a. Let T be a minimum spanning tree of G. Prove that there exist edges (u, v)  T and
(x, y)  T such that T -{(u, v)} {(x, y)} is a second-best minimum spanning tree
of G.

b. Let T be a spanning tree of G and, for any two vertices u, v  V, let max[u, v] be an
edge of maximum weight on the unique path between u and v in T. Describe
an O(V2)-time algorithm that, given T, computes max[u, v] for all u, v  V.

c. Give an efficient algorithm to compute the second-best minimum spanning tree
of G.

24-2 Minimum spanning tree in sparse graphs

For a very sparse connected graph G = (V, E), we can improve upon the O(E + V lg V)
running time of Prim's algorithm with Fibonacci heaps by "preprocessing" G to
decrease the number of vertices before running Prim's algorithm. The following
procedure takes as input a weighted graph G and returns a "contracted" version of G,
having added some edges to the minimum spanning tree T under construction.



Initially, for each edge (u, v)  E, we assume that orig[u, v] = (u, v) and that w[u, v] is
the weight of the edge.

MST-REDUCE(G, T)
1 for each v V[G]
2 do mark[v] FALSE
3         MAKE-SET(v)
4 for each u V[G]
5 do if mark[u] = FALSE
6 then choose v Adj[u] such that w[u, v] is minimized
7                 UNION(u,v)
8 T T {orig[u, v]}
9 mark[u] mark[v] TRUE
10 V[G'] {FIND-SET(v) : v V[G]}

11 E[G']
12 for each (x, y) E[G]
13 do u FIND-SET(x)
14 v FIND-SET(y)
15 if (u, v) E[G']
16 then E[G'] E[G'] {(u, v)}
17 orig[u, v] orig[x, y]
18 w[u, v] w[x, y]
19 else if w[x, y] < w[u, v]
20 then orig[u, v] orig[x, y]
21 w[u, v] w[x, y]
22  construct adjacency lists Adj for G'
23 return G' and T

a. Let T be the set of edges returned by MST-REDUCE, and let T' be a minimum
spanning tree of the graph G' returned by the procedure. Prove that T  {orig[x,
y] : (x, y)  T'} is a minimum spanning tree of G.

b. Argue that |V[G']|  |V| /2.

c. Show how to implement MST-REDUCE so that it runs in O(E) time. (Hint: Use simple
data structures.)

d. Suppose that we run k phases of MST-REDUCE, using the graph produced by one
phase as input to the next and accumulating edges in T. Argue that the overall running
time of the k phases isO(kE).

e. Suppose that after running k phases of MST-REDUCE, we run Prim's algorithm on the
graph returned by the last phase. Show how to pick k so that the overall running time
is O(E lg lg V). Argue that your choice of k minimizes the overall asymptotic running
time.



f. For what values of |E| (in terms of |V|) does Prim's algorithm with preprocessing
asymptotically beat Prim's algorithm without preprocessing?

SINGLE-SOURCE SHORTEST PATHS
A motorist wishes to find the shortest possible route from Chicago to Boston. Given a
road map of the United States on which the distance between each pair of adjacent
intersections is marked, how can we determine this shortest route?

One possible way is to enumerate all the routes from Chicago to Boston, add up the
distances on each route, and select the shortest. It is easy to see, however, that even if
we disallow routes that contain cycles, there are millions of possibilities, most of
which are simply not worth considering. For example, a route from Chicago to
Houston to Boston is obviously a poor choice, because Houston is about a thousand
miles out of the way.

In this chapter and in Chapter 26, we show how to solve such problems efficiently. In
a shortest-paths problem, we are given a weighted, directed graph G = (V, E), with
weight function w : E R mapping edges to real-valued weights. The weight of path p
= v0, v1, . . . , k  is the sum of the weights of its constituent edges:

We define the shortest-path weight from u to v by

 if there is a path from u to v, otherwise.

A shortest path from vertex u to vertex v is then defined as any path p with
weight w (p) = (u, v).

In the Chicago-to-Boston example, we can model the road map as a graph: vertices
represent intersections, edges represent road segments between intersections, and edge
weights represent road distances. Our goal is to find a shortest path from a given
intersection in Chicago (say, Clark St. and Addison Ave.) to a given intersection in
Boston (say, Brookline Ave. and Yawkey Way).



Edge weights can be interpreted as metrics other than distances. They are often used
to represent time, cost, penalties, lossage, or any other quantity that accumulates
linearly along a path and that one wishes to minimize.

The breadth-first-search algorithm from Section 23.2 is a shortest-paths algorithm that
works on unweighted graphs, that is, graphs in which each edge can be considered to
have unit weight. Because many of the concepts from breadth-first search arise in the
study of shortest paths in weighted graphs, the reader is encouraged to review Section
23.2 before proceeding.

Variants

In this chapter, we shall focus on the single-source shortest-paths problem: given a
graph G = (V, E), we want to find a shortest path from a given source vertex s  V to
every vertex v  V. Many other problems can be solved by the algorithm for the
single-source problem, including the following variants.

Single-destination shortest-paths problem: Find a shortest path to a
given destination vertex t from every vertex v. By reversing the direction of each edge
in the graph, we can reduce this problem to a single-source problem.

Single-pair shortest-path problem: Find a shortest path from u to v for given
vertices u and v. If we solve the single-source problem with source vertex u, we solve
this problem also. Moreover, no algorithms for this problem are known that run
asymptotically faster than the best single-source algorithms in the worst case.

All-pairs shortest-paths problem: Find a shortest path from u to v for every pair of
vertices u and v. This problem can be solved by running a single-source algorithm
once from each vertex; but it can usually be solved faster, and its structure is of
interest in its own right. Chapter 26 addresses the all-pairs problem in detail.

Negative-weight edges

In some instances of the single-source shortest-paths problem, there may be edges
whose weights are negative. If the graph G = (V, E) contains no negative-weight
cycles reachable from the source s, then for all v  V, the shortest-path weight (s, v)
remains well defined, even if it has a negative value. If there is a negative-weight
cycle reachable from s, however, shortest-path weights are not well defined. No path
from s to a vertex on the cycle can be a shortest path--a lesser-weight path can always
be found that follows the proposed "shortest" path and then traverses the



negative-weight cycle. If there is a negative-weight cycle on some path from s to v,
we define  (s,v) = - .

Figure 25.1 illustrates the effect of negative weights on shortest-path weights.
Because there is only one path from s to a (the path s, a ), (s, a = w(s, a) = 3.
Similarly, there is only one path from s to b, and so (s, b) = w(s, a) + w(a, b) = 3 +
(-4) = - 1. There are infinitely many paths from s to c: s, c , s, c, d, c , s, c, d, c,
d, c , and so on. Because the cycle c, d, c  has weight 6 + (-3) = 3 > 0, the shortest
path from s to c is s, c , with weight (s, c) = 5. Similarly, the shortest path
from s to d is s, c, d , with weight (s, d) = w(s, c) + w(c, d) = 11. Analogously,
there are infinitely many paths from s to e: s, e , s, e, f, e , s, e, f, e, f, e , and
so on. Since the cycle e, f, e  has weight 3 + (-6) = -3 < 0, however, there is no
shortest path from s to e. By traversing the negative-weight cycle e, f, e  arbitrarily
many times, we can find paths from s to e with arbitrarily large negative weights, and
so (s, e) = - . Similarly, (s, f) - . Because g is reachable from f, we can also find
paths with arbitrarily large negative weights from s to g, and (s, g) = - . Vertices h,
i, and j also form a negative-weight cycle. They are not reachable from s, however,
and so (s, h) = (s, i) = (s, j) = .

Figure 25.1 Negative edge weights in a directed graph. Shown within each vertex
is its shortest-path weight from source s. Because vertices e and f form a
negative-weight cycle reachable from s, they have shortest-path weights of - .
Because vertex g is reachable from a vertex whose shortest-path weight is - , it,
too, has a shortest-path weight of - . Vertices such as h, i, and j are not
reachable from s, and so their shortest-path weights are , even though they lie
on a negative-weight cycle.

Some shortest-paths algorithms, such as Dijkstra's algorithm, assume that all edge
weights in the input graph are nonnegative, as in the road-map example. Others, such
as the Bellman-Ford algorithm, allow negative-weight edges in the input graph and
produce a correct answer as long as no negative-weight cycles are reachable from the



source. Typically, if there is such a negative-weight cycle, the algorithm can detect
and report its existence.

Representing shortest paths

We often wish to compute not only shortest-path weights, but the vertices on the
shortest paths as well. The representation we use for shortest paths is similar to the
one we used for breadth-first trees in Section 23.2. Given a graph G = (V, E), we
maintain for each vertex v  V a predecessor [v] that is either another vertex or NIL.
The shortest-paths algorithms in this chapter set the attributes so that the chain of
predecessors originating at a vertex v runs backwards along a shortest path from s to v.
Thus, given a vertex v for which [v]  NIL, the procedure PRINT-PATH (G, s, v) from
Section 23.2 can be used to print a shortest path from s to v.

During the execution of a shortest-paths algorithm, however, the  values need not
indicate shortest paths. As in breadth-first search, we shall be interested in
the predecessor subgraph G  = (V , E ) induced by the  values. Here again, we
define the vertex set V , to be the set of vertices of G with non-NIL predecessors,
plus the source s:

V = {v V : [v] NIL} {s} .

The directed edge set E  is the set of edges induced by the  values for vertices
in V :

E = {( [v], v) E : v V - { }}.

We shall prove that the  values produced by the algorithms in this chapter have the
property that at termination G  is a "shortest-paths tree"--informally, a rooted tree
containing a shortest path from a source s to every vertex that is reachable from s. A
shortest-paths tree is like the breadth-first tree from Section 23.2, but it contains
shortest paths from the source defined in terms of edge weights instead of numbers of
edges. To be precise, let G = (V, E) be a weighted, directed graph with weight
function w : E  R, and assume that G contains no negative-weight cycles reachable
from the source vertex s  V, so that shortest paths are well defined. A shortest-paths
tree rooted at s is a directed subgraph G' = ( V', E'), where V'  V and E'  E, such
that

1. V' is the set of vertices reachable from s in G,



2. G' forms a rooted tree with root s, and

3. for all v  V', the unique simple path from s to v in G' is a shortest path
from s to v in G.

Shortest paths are not necessarily unique, and neither are shortest-paths trees. For
example, Figure 25.2 shows a weighted, directed graph and two shortest-paths trees
with the same root.

Chapter outline

The single-source shortest-paths algorithms in this chapter are all based on a
technique known as relaxation. Section 25.1 begins by proving some important
properties of shortest paths in general and then proves some important facts about
relaxation-based algorithms. Dijkstra's algorithm, which solves the single-source
shortest-paths problem when all edges have nonnegative weight, is given in Section
25.2. Section 25.3 presents the Bellman-Ford algorithm, which is used in the more
general case in which edges can have negative weight. If the graph contains a
negative-weight cycle reachable from the source, the Bellman-Ford algorithm detects
its presence. Section 25.4 gives a linear-time algorithm for computing shortest paths
from a single source in directed acyclic graphs. Finally, Section 25.5 shows how the
Bellman-Ford algorithm can be used to solve a special case of "linear programming."

Figure 25.2 (a) A weighted, directed graph with shortest-path weights from
source s. (b) The shaded edges form a shortest-paths tree rooted at the source s.
(c) Another shortest-paths tree with the same root.

Our analysis will require some conventions for doing arithmetic with infinities. We
shall assume that for any real number a  - , we have a +  =  + a = . Also, to
make our proofs hold in the presence of negative-weight cycles, we shall assume that
for any real number a  , we have a + (- ) = (- ) + a = - .



25.2 Dijkstra's algorithm
Dijkstra's algorithm solves the single-source shortest-paths problem on a weighted,
directed graph G = (V, E) for the case in which all edge weights are nonnegative. In
this section, therefore, we assume that w(u, v)  0 for each edge (u, v)  E.

Dijkstra's algorithm maintains a set S of vertices whose final shortest-path weights
from the source s have already been determined. That is, for all vertices v  S, we
have d[v] = (s, v). The algorithm repeatedly selects the vertex u  V - S with the
minimum shortest-path estimate, inserts u into S, and relaxes all edges leaving u. In
the following implementation, we maintain a priority queue Q that contains all the
vertices in V - S, keyed by their d values. The implementation assumes that graph G is
represented by adjacency lists.

DIJKSTRA(G,w,s)
1  INITIALIZE-SINGLE-SOURCE (G,s)

2
3 Q V[G]

4 while
5 do u EXTRACT-MIN(Q)
6 S S {u}
7 for each vertex v Adj[u]
8 do RELAX (u,v,w)



Figure 25.5 The execution of Dijkstra's algorithm. The source is the leftmost
vertex. The shortest-path estimates are shown within the vertices, and shaded
edges indicate predecessor values: if edge (u,v) is shaded, then [v] = u. Black
vertices are in the set S, and white vertices are in the priority queue Q = V - S. (a)
The situation just before the first iteration of the while loop of lines 4-8. The
shaded vertex has the minimum d value and is chosen as vertex u in line 5. (b)-(f)
The situation after each successive iteration of the while loop. The shaded vertex
in each part is chosen as vertex u in line 5 of the next iteration. The d and 
 values shown in part (f) are the final values.

Dijkstra's algorithm relaxes edges as shown in Figure 25.5. Line 1 performs the usual
initialization of d and  values, and line 2 initializes the set S to the empty set. Line 3

then initializes the priority queue Q to contain all the vertices in 
. Each time through the while loop of lines 4-8, a vertex u is extracted from Q = V -
S and inserted into set S. (The first time through this loop, u = s.) Vertex u, therefore,
has the smallest shortest-path estimate of any vertex in V - S. Then, lines 7-8 relax
each edge (u, v) leaving u, thus updating the estimate d[v] and the predecessor [v] if
the shortest path to v can be improved by going through u. Observe that vertices are
never inserted into Q after line 3 and that each vertex is extracted from Q and inserted
into S exactly once, so that the while loop of lines 4-8 iterates exactly V  times.

Because Dijkstra's algorithm always chooses the "lightest" or "closest" vertex
in V - S to insert into set S, we say that it uses a greedy strategy. Greedy strategies are
presented in detail in Chapter 17, but you need not have read that chapter to
understand Dijkstra's algorithm. Greedy strategies do not always yield optimal results
in general, but as the following theorem and its corollary show, Dijkstra's algorithm
does indeed compute shortest paths. The key is to show that each time a vertex u is
inserted into set S, we have d[u] = (s, u).

Figure 25.6 The proof of Theorem 25.10. Set S is nonempty just before vertex u is
inserted into it. A shortest path p from source s to vertex u can be decomposed
into where y is the first vertex on the path that is not in V - S and x 



 S immediately precedes y. Vertices x and y are distinct, but we may have s = x
or y = u. Path p2 may or may not reenter set S.

Theorem 25.10

If we run Dijkstra's algorithm on a weighted, directed graph G = (V, E) with
nonnegative weight function w and source s, then at termination, d[u] = (s, u) for all
vertices u  V.

Proof We shall show that for each vertex u  V, we have d[u] = (s, u) at the time
when u is inserted into set S and that this equality is maintained thereafter.

For the purpose of contradiction, let u be the first vertex for which d[u]  (s, u)
when it is inserted into set S. We shall focus our attention on the situation at the
beginning of the iteration of thewhile loop in which u is inserted into S and derive the
contradiction that d[u] = (s, u) at that time by examining a shortest path from s to u.
We must have u  s because s is the first vertex inserted into set S and d[s] = (s, s) =

0 at that time. Because u  s, we also have that  just before u is inserted into S.
There must be some path from s to u, for otherwise d[u] = (s, u) = by Corollary
25.6, which would violate our assumption that d[u]  (s, u). Because there is at least
one path, there is a shortest path p from s to u. Path p connects a vertex in S, namely s,
to a vertex in V - S, namely u. Let us consider the first vertex y along p such that y 
 V - S, and let x  V be y's predecessor. Thus, as shown in Figure 25.6, path p can be

decomposed as 

We claim that d[y] = (s, y) when u is inserted into S. To prove this claim, observe
that x  S. Then, because u is chosen as the first vertex for which d[u]  (s, u) when
it is inserted into S, we hadd[x] = (s, x) when x was inserted into S. Edge (x, y) was
relaxed at that time, so the claim follows from Lemma 25.7.

We can now obtain a contradiction to prove the theorem. Because y occurs before u on
a shortest path from s to u and all edge weights are nonnegative (notably those on
path p2), we have (s, y)  (s, u), and thus

d[y]  = (s, y)
(s, u)

d[u]     (by Lemma 25.5).

(25.2)



But because both vertices u and y were in V - S when u was chosen in line 5, we
have d[u]  d[y]. Thus, the two inequalities in (25.2) are in fact equalities, giving

d[y] = (s, y) = (s, u) = d[u] .

Consequently, d[u] = (s, u), which contradicts our choice of u. We conclude that at
the time each vertex u  V is inserted into set S, we have d[u] = (s, u), and by Lemma
25.5, this equality holds thereafter.

Corollary 25.11

If we run Dijkstra's algorithm on a weighted, directed graph G = (V, E) with
nonnegative weight function w and source s, then at termination, the predecessor
subgraph G  is a shortest-paths tree rooted at s.

Proof Immediate from Theorem 25.10 and Lemma 25.9.

Analysis

How fast is Dijkstra's algorithm? Consider first the case in which we maintain the
priority queue Q = V - S as a linear array. For such an implementation,
each EXTRACT-MIN operation takes timeO(V), and there are |V| such operations, for a
total EXTRACT-MIN time of O(V2). Each vertex v  V is inserted into set S exactly once,
so each edge in the adjacency list Adj[v] is examined in thefor loop of lines 4-8
exactly once during the course of the algorithm. Since the total number of edges in all
the adjacency lists is |E|, there are a total of |E| iterations of this for loop, with each
iteration taking O(1) time. The running time of the entire algorithm is thus O(V2 + E)
= O(V2).

If the graph is sparse, however, it is practical to implement the priority queue Q with a
binary heap. The resulting algorithm is sometimes called the modified Dijkstra
algorithm. Each EXTRACT-MIN operation then takes time O(lg V). As before, there are
|V| such operations. The time to build the binary heap is O(V). The assignment d[v] 
 d[u] + w(u, v) in RELAX is accomplished by the call DECREASE-KEY(Q, v, d[u] + w(u, v)),
which takes time O(lg V) (see Exercise 7.5-4), and there are still at most |E| such
operations. The total running time is therefore O((V + E) lg V), which isO(E lg V) if
all vertices are reachable from the source.

We can in fact achieve a running time of O(V lg V + E) by implementing the priority
queue Q with a Fibonacci heap (see Chapter 21). The amortized cost of each of the



|V| EXTRACT-MINoperations is O(lg V), and each of the |E| DECREASE-KEY calls takes
only O(1) amortized time. Historically, the development of Fibonacci heaps was
motivated by the observation that in the modified Dijkstra algorithm there are
potentially many more DECREASE-KEY calls than EXTRACT-MIN calls, so any method of
reducing the amortized time of each DECREASE-KEY operation to o(lgV) without
increasing the amortized time of EXTRACT-MIN would yield an asymptotically faster
implementation.

Dijkstra's algorithm bears some similarity to both breadth-first search (see Section
23.2) and Prim's algorithm for computing minimum spanning trees (see Section 24.2).
It is like breadth-first search in that set S corresponds to the set of black vertices in a
breadth-first search; just as vertices in S have their final shortest-path weights, so
black vertices in a breadth-first search have their correct breadth-first distances.
Dijkstra's algorithm is like Prim's algorithm in that both algorithms use a priority
queue to find the "lightest" vertex outside a given set (the set S in Dijkstra's algorithm
and the tree being grown in Prim's algorithm), insert this vertex into the set, and adjust
the weights of the remaining vertices outside the set accordingly.

Exercises

25.2-1

Run Dijkstra's algorithm on the directed graph of Figure 25.2, first using vertex s as
the source and then using vertex y as the source. In the style of Figure 25.5, show
the d and  values and the vertices in set S after each iteration of the while loop.

25.2-2

Give a simple example of a directed graph with negative-weight edges for which
Dijkstra's algorithm produces incorrect answers. Why doesn't the proof of Theorem
25.10 go through when negative-weight edges are allowed?

25.2-3

Suppose we change line 4 of Dijkstra's algorithm to the following.

4 while |Q| > 1

This change causes the while loop to execute |V| - 1 times instead of |V| times. Is this
proposed algorithm correct?



25.2-4

We are given a directed graph G = (V, E) on which each edge (u, v)  E has an
associated value r(u, v), which is a real number in the range 0  r(u, v)  1 that
represents the reliability of a communication channel from vertex u to vertex v. We
interpret r(u, v) as the probability that the channel from u to v will not fail, and we
assume that these probabilities are independent. Give an efficient algorithm to find the
most reliable path between two given vertices.

25.2-5

Let G = (V, E) be a weighted, directed graph with weight function w : E  {0, 1, . . .
, W - 1} for some nonnegative integer W. Modify Dijkstra's algorithm to compute the
shortest paths from a given source vertex s in O(WV + E) time.

25.2-6

Modify your algorithm from Exercise 25.2-5 to run in O((V + E) lg W) time. (Hint:
How many distinct shortest-path estimates can there be in V - S at any point in time?)

25.3 The Bellman-Ford algorithm
The Bellman-Ford algorithm solves the single-source shortest-paths problem in the
more general case in which edge weights can be negative. Given a weighted, directed
graph G = (V, E) with source s and weight function w : E  R , the Bellman-Ford
algorithm returns a boolean value indicating whether or not there is a negative-weight
cycle that is reachable from the source. If there is such a cycle, the algorithm indicates
that no solution exists. If there is no such cycle, the algorithm produces the shortest
paths and their weights.

Like Dijkstra's algorithm, the Bellman-Ford algorithm uses the technique of
relaxation, progressively decreasing an estimate d[v] on the weight of a shortest path
from the source s to each vertexv  V until it achieves the actual shortest-path weight 
(s, v). The algorithm returns TRUE if and only if the graph contains no

negative-weight cycles that are reachable from the source.

BELLMAN-FORD(G, w, s)
1 INITIALIZE-SINGLE-SOURCE(G, s)
2 for i 1 to |V[G]| - 1
3 do for each edge (u, v) E[G]
4 do RELAX(u, v, w)



5 for each edge (u, v) E[G]
6 do if d[v] > d[u] + w(u, v)
7 then return FALSE
8 return TRUE

Figure 25.7 shows how the execution of the Bellman-Ford algorithm works on a graph
with 5 vertices. After performing the usual initialization, the algorithm makes |V| - 1
passes over the edges of the graph. Each pass is one iteration of the for loop of lines
2-4 and consists of relaxing each edge of the graph once. Figures 25.7(b)-(e) show the
state of the algorithm after each of the four passes over the edges. After making |V|- 1
passes, lines 5-8 check for a negative-weight cycle and return the appropriate boolean
value. (We shall see a little later why this check works.)

Figure 25.7 The execution of the Bellman-Ford algorithm. The source is vertex z.
The d values are shown within the vertices, and shaded edges indicate the 
 values. In this particular example, each pass relaxes the edges in lexicographic
order: (u, v),(u, x),(u, y),(v, u),(x, v),(x, y),(y, v),(y, z),(z, u),(z, x). (a) The situation
just before the first pass over the edges. (b)-(e) The situation after each successive
pass over the edges. The d and  values in part (e) are the final values. The
Bellman-Ford algorithm returns TRUE in this example.

The Bellman-Ford algorithm runs in time O(V E), since the initialization in line 1
takes (V) time, each of the |V| - 1 passes over the edges in lines 2-4 takes O(E) time,
and the for loop of lines 5-7 takes O(E) time.



To prove the correctness of the Bellman-Ford algorithm, we start by showing that if
there are no negative-weight cycles, the algorithm computes correct shortest-path
weights for all vertices reachable from the source. The proof of this lemma contains
the intuition behind the algorithm.

Lemma 25.12

Let G = (V, E) be a weighted, directed graph with source s and weight function w : E 
 R, and assume that G contains no negative-weight cycles that are reachable from s.

Then, at the termination of BELLMAN-FORD, we have d[v] = (s, v) for all vertices v that
are reachable from s.

Proof Let v be a vertex reachable from s, and let p = v0, v1, . . . , vk  be a shortest
path from s to v, where v0 = s and vk = v. The path p is simple, and so k  |V| - 1. We
want to prove by induction that for i = 0, 1, . . . , k, we have d[vi] = (s, vi) after the ith
pass over the edges of G and that this equality is maintained thereafter. Because there
are |V| - 1 passes, this claim suffices to prove the lemma.

For the basis, we have d[v0] = (s, v0) = 0 after initialization, and by Lemma 25.5, this
equality is maintained thereafter.

For the inductive step, we assume that d[vi - 1] = (s, vi - 1) after the (i - 1)st pass. Edge
(vi - 1, vi) is relaxed in the ith pass, so by Lemma 25.7, we conclude that d[vi] = (s, vi)
after the ith pass and at all subsequent times, thus completing the proof.

Corollary 25.13

Let G = (V, E) be a weighted, directed graph with source vertex s and weight
function w : E  R. Then for each vertex v  V, there is a path from s to v if and only
if BELLMAN-FORD terminates with d[v] <  when it is run on G.

Proof The proof is similar to that of Lemma 25.12 and is left as Exercise 25.3-2.

Theorem 25.14

Let BELLMAN-FORD be run on a weighted, directed graph G = (V, E) with source s and
weight function w : E  R. If G contains no negative-weight cycles that are reachable
from s, then the algorithm returns TRUE, we have d[v] = (s,v) for all vertices v  V,
and the predecessor subgraph G  is a shortest-paths tree rooted at s. If G does
contain a negative-weight cycle reachable fromS, then the algorithm returns FALSE.



Proof Suppose that graph G contains no negative-weight cycles that are reachable
from the source s. We first prove the claim that at termination, d[v] = (s, v) for all
vertices v  V. If vertex v is reachable from s, then Lemma 25.12 proves this claim.
If v is not reachable from s, then the claim follows from Corollary 25.6. Thus, the
claim is proven. Lemma 25.9, along with the claim, implies that G  is a
shortest-paths tree. Now we use the claim to show that BELLMAN-FORD returns
TRUE. At termination, we have for all edges (u, v)  E,

d[v]  = (s,v)
(s,u) + w(u,v)  (by Lemma 25.3)

= d[u] + w(u,v),

and so none of the tests in line 6 causes BELLMAN-FORD to return FALSE. It therefore
returns TRUE.

Conversely, suppose that graph G contains a negative-weight cycle c = v0, v1, . . . , vk

, where v0 = vk, that is reachable from the source s. Then,

(25.3)

Assume for the purpose of contradiction that the Bellman-Ford algorithm returns TRUE.
Thus, d[vi]  d[vi-1]+w(vi-l, vi) for i = 1, 2, . . . , k. Summing the inequalities around
cycle c gives us

As in the proof of Lemma 25.8, each vertex in c appears exactly once in each of the
first two summations. Thus,

Moreover, by Corollary 25.13, d [vi] is finite for i = 1, 2, . . . , k. Thus,



which contradicts inequality (25.3). We conclude that the Bellman-Ford algorithm
returns TRUE if graph G contains no negative-weight cycles reachable from the source,
and FALSE otherwise.

Exercises

25.3-1

Run the Bellman-Ford algorithm on the directed graph of Figure 25.7, using
vertex y as the source. Relax edges in lexicographic order in each pass, and show
the d and  values after each pass. Now, change the weight of edge (y, v) to 4 and run
the algorithm again, using z as the source.

25.3-2

Prove Corollary 25.13.

25.3-3

Given a weighted, directed graph G = (V, E) with no negative-weight cycles, let m be
the maximum over all pairs of vertices u, v  V of the minimum number of edges in a
shortest path from u tov. (Here, the shortest path is by weight, not the number of
edges.) Suggest a simple change to the Bellman-Ford algorithm that allows it to
terminate in m + 1 passes.

25.3-4

Modify the Bellman-Ford algorithm so that it sets d[v] to -  for all vertices v for
which there is a negative-weight cycle on some path from the source to v.

25.3-5

Let G = (V, E) be a weighted, directed graph with weight function w : E  R. Give
an O(V E)-time algorithm to find, for each vertex v  V, the value * (v) = minu V {

(u, v)}.



25.3-6

Suppose that a weighted, directed graph G = (V, E) has a negative-weight cycle. Give
an efficient algorithm to list the vertices of one such cycle. Prove that your algorithm
is correct.

25.4 Single-source shortest paths in directed
acyclic graphs
By relaxing the edges of a weighted dag (directed acyclic graph) G = (V, E) according
to a topological sort of its vertices, we can compute shortest paths from a single
source in (V + E) time. Shortest paths are always well defined in a dag, since even if
there are negative-weight edges, no negative-weight cycles can exist.

The algorithm starts by topologically sorting the dag (see Section 23.4) to impose a
linear ordering on the vertices. If there is a path from vertex u to vertex v,
then u precedes v in the topological sort. We make just one pass over the vertices in
the topologically sorted order. As each vertex is processed, all the edges that leave the
vertex are relaxed.

DAG-SHORTEST-PATHS(G,w,s)
1 topologically sort the vertices of G
2 INITIALIZE-SINGLE-SOURCE(G,s)
3 for each vertex u taken in topologically sorted order
4 do for each vertex v Adj[u]
5 do RELAX(u,v,w)

An example of the execution of this algorithm is shown in Figure 25.8.

The running time of this algorithm is determined by line 1 and by the for loop of lines
3-5. As shown in Section 23.4, the topological sort can be performed in (V + E)
time. In the for loop of lines 3-5, as in Dijkstra's algorithm, there is one iteration per
vertex. For each vertex, the edges that leave the vertex are each examined exactly
once. Unlike Dijkstra's algorithm, however, we use only O( 1 ) time per edge. The
running time is thus (V + E), which is linear in the size of an adjacency-list
representation of the graph.

The following theorem shows that the DAG-SHORTEST-PATHS procedure correctly
computes the shortest paths.



Figure 25.8 The execution of the algorithm for shortest paths in a directed acyclic
graph. The vertices are topologically sorted from left to right. The source vertex
is s. The d values are shown within the vertices, and shaded edges indicate the 
 values.(a) The situation before the first iteration of the for loop of lines 3-5.
(b)-(g) The situation after each iteration of the for loop of lines 3-5. The newly
blackened vertex in each iteration was used as v in that iteration. The values
shown in part (g) are the final values.

Theorem 25.15

If a weighted, directed graph G = (V, E) has source vertex s and no cycles, then at the
termination of the DAG-SHORTEST-PATHS procedure, d[v] = (s, v) for all vertices v  V,
and the predecessor subgraph G  is a shortest-paths tree.

Proof We first show that d[v] = (s, v) for all vertices v  V at termination. If v is not
reachable from s, then d[v] = (s, v) =  by Corollary 25.6. Now, suppose that  is
reachable from s, so that there is a shortest path p = v0, v1, . . . , vk ,
where v0 = s and vk = v. Because we process the vertices in topologically sorted order,



the edges on p are relaxed in the order (v0, v1), (v1, v2), . . . , (vk-1, vk). A simple
induction using Lemma 25.7 (as in the proof of Lemma 25.12) shows that d[vi] = 
(s, vi) at termination for i = 0, 1, . . . , k. Finally, by Lemma 25.9, G  is a
shortest-paths tree.

An interesting application of this algorithm arises in determining critical paths
in PERT chart2 analysis. Edges represent jobs to be performed, and edge weights
represent the times required to perform particular jobs. If edge (u, v) enters
vertex v and edge (v, x) leaves v, then job (u, v) must be performed prior to job (v, x).
A path through this dag represents a sequence of jobs that must be performed in a
particular order. A critical path is a longest path through the dag, corresponding to the
longest time to perform an ordered sequence of jobs. The weight of a critical path is a
lower bound on the total time to perform all the jobs. We can find a critical path by
either

 negating the edge weights and running DAG-SHORTEST-PATHS, or

 running DAG-SHORTEST-PATHS, replacing " " by "- " in line 2
of INITIALIZE-SINGLE-SOURCE and ">" by "< " in the RELAX procedure.

2"PERT" is an acronym for "program evaluation and review technique."

Exercises

25.4-1

Run DAG-SHORTEST-PATHS on the directed graph of Figure 25.8, using vertex r as the
source.

25.4-2

Suppose we change line 3 of DAG-SHORTEST-PATHS to read

3 for the first |V| - 1 vertices, taken in topologically sorted order

Show that the procedure would remain correct.

25.4-3

The PERT chart formulation given above is somewhat unnatural. It would be more
natural for vertices to represent jobs and edges to represent sequencing constraints;



that is, edge (u, v) would indicate that job u must be performed before job v. Weights
would then be assigned to vertices, not edges. Modify
the DAG-SHORTEST-PATHS procedure so that it finds a longest path in a directed acyclic
graph with weighted vertices in linear time.

25.4-4

Give an efficient algorithm to count the total number of paths in a directed acyclic
graph. Analyze your algorithm and comment on its practicality.

25.5 Difference constraints and shortest paths
In the general linear-programming problem, we wish to optimize a linear function
subject to a set of linear inequalities. In this section, we investigate a special case of
linear programming that can be reduced to finding shortest paths from a single source.
The single-source shortest-paths problem that results can then be solved using the
Bellman-Ford algorithm, thereby also solving the linear-programming problem.

Linear programming

In the general linear-programming problem, we are given an m  n matrix A,
an m-vector b, and an n-vector c. We wish to find a vector x of n elements that

maximizes the objective function  subject to the m constraints given by Ax 
 b.

Many problems can be expressed as linear programs, and for this reason much work
has gone into algorithms for linear programming. The simplex algorithm3 solves
general linear programs very quickly in practice. With some carefully contrived
inputs, however, the simplex method can require exponential time. General linear
programs can be solved in polynomial time by either theellipsoid algorithm, which
runs slowly in practice, or Karmarkar's algorithm, which in practice is often
competitive with the simplex method.

3 The simplex algorithm finds an optimal solution to a linear programming problem by
examining a sequence of points in the feasible region--the region in n-space that
satisfies Ax  b. The algorithm is based on the fact that a solution that maximizes the
objective function over the feasible region occurs at some "extreme point," or
"corner," of the feasible region. The simplex algorithm proceeds from corner to corner
of the feasible region until no further improvement of the objective function is



possible. A "simplex" is the convex hull (see Section 35.3) of d + 1 points
in d-dimensional space (such as a triangle in the plane, or a tetrahedron in 3-space).
According to Dantzig [53], it is possible to view the operation of moving from one
corner to another as an operation on a simplex derived from a "dual" interpretation of
the linear programming problem--hence the name "simplex method."

Due to the mathematical investment needed to understand and analyze them, this text
does not cover general linear-programming algorithms. For several reasons, though, it
is important to understand the setup of linear-programming problems. First, knowing
that a given problem can be cast as a polynomial-sized linear-programming problem
immediately means that there is a polynomial-time algorithm for the problem. Second,
there are many special cases of linear programming for which faster algorithms exist.
For example, as shown in this section, the single-source shortest-paths problem is a
special case of linear programming. Other problems that can be cast as linear
programming include the single-pair shortest-path problem (Exercise 25.5-4) and the
maximum-flow problem (Exercise 27.1-8).

Sometimes we don't really care about the objective function; we just wish to find
any feasible solution, that is, any vector x that satisfies Ax  b, or to determine that no
feasible solution exists. We shall focus on one such feasibility problem.

Systems of difference constraints

In a system of difference constraints, each row of the linear-programming
matrix A contains one 1 and one - 1, and all other entries of A are 0. Thus, the
constraints given by Ax  b are a set of mdifference
constraints involving n unknowns, in which each constraint is a simple linear
inequality of the form

xj - xi bk ,

where 1  i, j  n and 1  k  m.

For example, consider problem of finding the 5-vector x = (xi) that satisfies



This problem is equivalent to finding the unknowns xi, for i = 1, 2, . . . , 5, such that
the following 8 difference constraints are satisfied:

x1 - x2 0,
x1 - x5 -1,
x2 - x5 1,
x3 - x1 5,
x4 - x1 4,
x4 - x3 -1,
x5 - x3 -3,
x5 - x4 -3

(25.4)

One solution to this problem is x = (-5, -3, 0, -1, -4), as can be verified directly by
checking each inequality. In fact, there is more than one solution to this problem.
Another is x' = (0, 2, 5, 4, 1). These two solutions are related: each component of x' is
5 larger than the corresponding component of x. This fact is not mere coincidence.

Lemma 25.16

Let x = (x1, x2, . . . , xn) be a solution to a system Ax  b of difference constraints, and
let d be any constant. Then x +d = (x1 + d, x2 + d, . . . , xn + d) is a solution to Ax  b as
well.

Proof For each xi and xj, we have (xj + d) - (xi + d) = xj - xi. Thus, if x satisfies Ax 
 b, so does x + d

Systems of difference constraints occur in many different applications. For example,
the unknowns xi may be times at which events are to occur. Each constraint can be
viewed as stating that one event cannot occur too much later than another event.
Perhaps the events are jobs to be performed during the construction of a house. If the
digging of the foundation begins at time xl and takes 3 days and the pouring of the
concrete for the foundation begins at time x2, we may well desire that x2  x1 + 3 or,



equivalently, that x1 - x2  -3. Thus, the relative timing constraint can be expressed as a
difference constraint.

Constraint graphs

It is beneficial to interpret systems of difference constraints from a graph-theoretic
point of view. The idea is that in a system Ax  b of difference constraints, the n 
 m linear-programming matrix A can be viewed as an incidence matrix (see Exercise
23.1-7) for a graph with n vertices and m edges. Each vertex vi in the graph, for i = 1,
2, . . . , n, corresponds to one of the n unknown variables xi. Each directed edge in the
graph corresponds to one of the m inequalities involving two unknowns.

More formally, given a system Ax  b of difference constraints, the
corresponding constraint graph is a weighted, directed graph G= (V, E), where

V = {v0,v1, . . . , vn}

and

E = {(vi,vj) : xj - xi bk is a constraint}
{(v0,v1 ),(v0,v2),(v0,v3),...,(v0,vn)} .

The additional vertex v0 is incorporated, as we shall see shortly, to guarantee that
every other vertex is reachable from it. Thus, the vertex set V consists of a vertex vi for
each unknown xi, plus an additional vertex v0. The edge set E contains an edge for
each difference constraint, plus an edge (v0, vi) for each unknown xi. If xj - xi  bk is a
difference constraint, then the weight of edge (vi,vj) is w(vi, vj) = bk. The weight of
each edge leaving v0 is 0. Figure 25.9 shows the constraint graph for the system (25.4)
of difference constraints.



Figure 25.9 The constraint graph corresponding to the system (25.4) of difference
constraints. The value of (v0, vj) is shown in each vertex vi. A feasible solution to
the system is x = (-5, -3, 0, -1, -4).

The following theorem shows that a solution to a system of difference constraints can
be obtained by finding shortest-path weights in the corresponding constraint graph.

Theorem 25.17

Given a system Ax  b of difference constraints, let G = (V, E) be the corresponding
constraint graph. If G contains no negative-weight cycles, then

x = ( (v0,v1), (v0,v2), (v0,v3),..., (v0,vn))

(25.5)

is a feasible solution for the system. If G contains a negative-weight cycle, then there
is no feasible solution for the system.

Proof We first show that if the constraint graph contains no negative-weight cycles,
then equation (25.5) gives a feasible solution. Consider any edge (vi, vj)  E. By
Lemma 25.3, (v0, vj)  (v0,vi) +w(vi, vj) or, equivalently, (v0, vj) - (v0, vj)  w(vi, vj).
Thus, letting xi = (v0, vi) and xj = (v0, vj) satisfies the difference constraint xj - xi 
 w(vi, vj) that corresponds to edge (vi, vj).

Now we show that if the constraint graph contains a negative-weight cycle, then the
system of difference constraints has no feasible solution. Without loss of generality,
let the negative-weight cycle be c = v1, v2, . . . , vk , where v1 = vk. (The
vertex v0 cannot be on cycle c, because it has no entering edges.) Cycle c corresponds
to the following difference constraints:

x2 - x1 w(v1, v2),
x3 - x2 w(v2, v3),

xk - xk_1 w(vk-1, vk),
x1 - xk w(vk, v1) .

Since any solution for x must satisfy each of these k inequalities, any solution must
also satisfy the inequality that results when we sum them together. If we sum the
left-hand sides, each unknown xi is added in once and subtracted out once, so that the



left-hand side of the sum is 0. The right-hand side sums to w(c), and thus we obtain 0 
 w(c). But since c is a negative-weight cycle, w(c)  0, and hence any solution for

the x must satisfy 0  w(c)  0, which is impossible.

Solving systems of difference constraints

Theorem 25.17 tells us that we can use the Bellman-Ford algorithm to solve a system
of difference constraints. Because there are edges from the source vertex v0 to all other
vertices in the constraint graph, any negative-weight cycle in the constraint graph is
reachable from v0. If the Bellman-Ford algorithm returns TRUE, then the shortest-path
weights give a feasible solution to the system. In Figure 25.9, for example, the
shortest-path weights provide the feasible solution x = (-5, -3, 0, -1, -4), and by
Lemma 25.16, x = (d - 5, d - 3, d, d - 1, d - 4) is also a feasible solution for any
constant d. If the Bellman-Ford algorithm returns FALSE, there is no feasible solution
to the system of difference constraints.

A system of difference constraints with m constraints on n unknowns produces a
graph with n + 1 vertices and n + m edges. Thus, using the Bellman-Ford algorithm,
we can solve the system inO((n + 1 )(n + m)) = O(n2+nm) time. Exercise 25.5-5 asks
you to show that the algorithm actually runs in O(nm) time, even if m is much less
than n.

Exercises

25.5-1

Find a feasible solution or determine that no feasible solution exists for the following
system of difference constraints:

x1 - x2 1,
x1 - x4 -4,
x2 - x3 2,
x2 - x5 7,
x2 - x6 5,
x3 - x6 10,
x4 - x2 2,
x5 - x1 -1,
x5 - x4 3,
x6 - x3 -8.

25.5-2



Find a feasible solution or determine that no feasible solution exists for the following
system of difference constraints:

x1 - x2 4,
x1 - x5 5,
x2 - x4 -6,
x3 - x2 1,
x4 - x1 3,
x4 - x3 5,
x4 - x5 10,
x5 - x3 -4,
x5 - x4 -8.

25.5-3

Can any shortest-path weight from the new vertex v0 in a constraint graph be positive?
Explain.

25.5-4

Express the single-pair shortest-path problem as a linear program.

25.5-5

Show how to modify the Bellman-Ford algorithm slightly so that when it is used to
solve a system of difference constraints with m inequalities on n unknowns, the
running time is O(nm).

25.5-6

Show how a system of difference constraints can be solved by a Bellman-Ford-like
algorithm that runs on a constraint graph without the extra vertex v0.

25.5-7

Let Ax  b be a system of m difference constraints in n unknowns. Show that the
Bellman-Ford algorithm, when run on the corresponding constraint graph, maximizes 

 subject to Ax  band xi  0 for all xi.

25.5-8

Show that the Bellman-Ford algorithm, when run on the constraint graph for a
system Ax  b of difference constraints, minimizes the quantity (max {xi} - min {xi})



subject to Ax  b. Explain how this fact might come in handy if the algorithm is used
to schedule construction jobs.

25.5-9

Suppose that every row in the matrix A of a linear program Ax  b corresponds to a
difference constraint, a single-variable constraint of the form xi  bk, or a
single-variable constraint of the form -xi  bk. Show how the Bellman-Ford algorithm
can be adapted to solve this variety of constraint system.

25.5-10

Suppose that in addition to a system of difference constraints, we want to handle
equality constraints of the form xi = xj + bk. Show how the Bellman-Ford algorithm
can be adapted to solve this variety of constraint system.

25.5-11

Give an efficient algorithm to solve a system Ax  b of difference constraints when all
of the elements of b are real-valued and all of the unknowns xi must be integers.

25.5-12

Give an efficient algorithm to solve a system Ax  b of difference constraints when all
of the elements of b are real-valued and some, but not necessarily all, of the
unknowns xi must be integers.

The Floyd-Warshall algorithm
In this section, we shall use a different dynamic-programming formulation to solve
the all-pairs shortest-paths problem on a directed graph G = (V, E). The resulting
algorithm, known as theFloyd-Warshall algorithm, runs in (V3) time. As before,
negative-weight edges may be present, but we shall assume that there are no
negative-weight cycles. As in Section 26.1, we shall follow the
dynamic-programming process to develop the algorithm. After studying the resulting
algorithm, we shall present a similar method for finding the transitive closure of a
directed graph.

The structure of a shortest path



In the Floyd-Warshall algorithm, we use a different characterization of the structure of
a shortest path than we used in the matrix-multiplication-based all-pairs algorithms.
The algorithm considers the "intermediate" vertices of a shortest path, where
an intermediate vertex of a simple path p = v1, v2, . . . , vl  is any vertex of p other
than v1 or vl, that is, any vertex in the set {v2,v3, . . . , vl-1}.

The Floyd-Warshall algorithm is based on the following observation. Let the vertices
of G be V = {1, 2, . . . , n}, and consider a subset {1, 2, . . . , k} of vertices for some k.
For any pair of vertices i, j  V, consider all paths from i to j whose intermediate
vertices are all drawn from {1, 2, . . . , k}, and let p be a minimum-weight path from
among them. (Path p is simple, since we assume that G contains no negative-weight
cycles.) The Floyd- Warshall algorithm exploits a relationship between path p and
shortest paths from i to j with all intermediate vertices in the set {1, 2, . . . , k - 1}. The
relationship depends on whether or not k is an intermediate vertex of path p.

Figure 26.3 Path p is a shortest path from vertex i to vertex j, and k is the
highest-numbered intermediate vertex of p. Path p1, the portion of path p from
vertex i to vertex k, has all intermediate vertices in the set {1, 2, . . . , k - 1}. The
same holds for path p2 from vertex k to vertex j.

 If k is not an intermediate vertex of path p, then all intermediate vertices of
path p are in the set {1, 2, . . . , k - 1}. Thus, a shortest path from vertex i to
vertex j with all intermediate vertices in the set {1, 2, . . . , k - 1} is also a shortest path
from i to j with all intermediate vertices in the set {1, 2, . . . , k}.

 If k is an intermediate vertex of path p, then we break p down into  as
shown in Figure 26.3. By Lemma 25.1, p1 is a shortest path from i to k with all
intermediate vertices in the set {1, 2, . . . , k}. In fact, vertex k is not an intermediate
vertex of path p1, and so p1 is a shortest path from i to k with all intermediate vertices
in the set {1, 2, . . . , k - 1}. Similarly, p2 is a shortest path from vertex k to
vertex j with all intermediate vertices in the set {1, 2, . . . , k - 1}.



A recursive solution to the all-pairs shortest-paths problem

Based on the above observations, we define a different recursive formulation of

shortest-path estimates than we did in Section 26.1. Let  be the weight of a
shortest path from vertex i to vertex j with all intermediate vertices in the set {1, 2, . . .
, k}. When k = 0, a path from vertex i to vertex j with no intermediate vertex
numbered higher than 0 has no intermediate vertices at all. It thus has at most one

edge, and hence . A recursive definition is given by

(26.5)

The matrix  gives the final answer--  for all i, j 
 V--because all intermediate vertices are in the set {1, 2, . . . , n}.

Computing the shortest-path weights bottom up

Based on recurrence (26.5), the following bottom-up procedure can be used to

compute the values  in order of increasing values of k. Its input is an n 
 n matrix W defined as in equation (26.1). The procedure returns the matrix D(n) of
shortest-path weights.

Figure 26.4 shows a directed graph and the matrices D(k) computed by the
Floyd-Warshall algorithm.



The running time of the Floyd-Warshall algorithm is determined by the triply
nested for loops of lines 3-6. Each execution of line 6 takes O(1) time. The algorithm
thus runs in time (n3). As in the final algorithm in Section 26.1, the code is tight,
with no elaborate data structures, and so the constant hidden in the -notation is
small. Thus, the Floyd-Warshall algorithm is quite practical for even moderate-sized
input graphs.

Constructing a shortest path

There are a variety of different methods for constructing shortest paths in the
Floyd-Warshall algorithm. One way is to compute the matrix D of shortest-path
weights and then construct the predecessor matrix  from the D matrix. This method
can be implemented to run in O(n3) time (Exercise 26.1-5). Given the predecessor
matrix , the PRINT-ALL-PAIRS-SHORTEST-PATHprocedure can be used to print the
vertices on a given shortest path.

We can compute the predecessor matrix  "on-line" just as the Floyd-Warshall
algorithm computes the matrices D(k). Specifically, we compute a sequence of

matrices (0), (1), . . . , (n), where  = (n) and  is defined to be the
predecessor of vertex j on a shortest path from vertex i with all intermediate vertices
in the set {1, 2, . . . , k}.

We can give a recursive formulation of . When k = 0, a shortest path
from i to j has no intermediate vertices at all. Thus,



Figure 26.4 The sequence of matrices D(k) and (k) computed by the Floyd-Warshall algorithm
for the graph in Figure 26.1.

(26.6)



For k  1, if we take the path , then the predecessor of j we choose is the
same as the predecessor of j we chose on a shortest path from k with all intermediate
vertices in the set {1, 2, . . . , k - 1}. Otherwise, we choose the same predecessor
of j that we chose on a shortest path from i with all intermediate vertices in the set {1,
2, . . . , k - 1}. Formally, for k  1,

(26.7)

We leave the incorporation of the (k) matrix computations into
the FLOYD-WARSHALL procedure as Exercise 26.2-3. Figure 26.4 shows the sequence of 

(k) matrices that the resulting algorithm computes for the graph of Figure 26.1. The
exercise also asks for the more difficult task of proving that the predecessor
subgraph G ,i is a shortest-paths tree with root i. Yet another way to reconstruct
shortest paths is given as Exercise 26.2-6.

Transitive closure of a directed graph

Given a directed graph G = (V, E) with vertex set V = {1, 2, . . . , n}, we may wish to
find out whether there is a path in G from i to j for all vertex pairs i, j  V.
The transitive closure of G is defined as the graph G* = (V, E*), where

E* = {(i, j) : there is a path from vertex i to vertex j in G} .

One way to compute the transitive closure of a graph in (n3) time is to assign a
weight to 1 to each edge of E and run the Floyd-Warshall algorithm. If there is a path
from vertex i to vertex j, we get dij < n. Otherwise, we get dij = .

There is another, similar way to compute the transitive closure of G in (n3) time that
can save time and space in practice. This method involves substitutions of the logical
operations  and for the arithmetic operations min and + in the Floyd-Warshall

algorithm. For i, j, k = 1, 2, . . . , n, we define  to be 1 if there exists a path in
graph G from vertex i to j with all intermediate vertices in the set {1, 2, . . . , k}, and 0
otherwise. We construct the transitive closure G* = (V, E*) by putting edge (i, j)



into E* if and only if  = 1. A recursive definition of , analogous to recurrence
(26.5), is

and for k  1,

(26.8)

As in the Floyd-Warshall algorithm, we compute the matrices  in order
of increasing k.

TRANSITIVE-CLOSURE(G)

Figure 26.5 shows the matrices T(k) computed by the TRANSITIVE-CLOSURE procedure on
a sample graph. Like the Floyd-Warshall algorithm, the running time of
the TRANSITIVE-CLOSUREprocedure is (n3). On some computers, though, logical
operations on single-bit values execute faster than arithmetic operations on integer
words of data. Moreover, because the direct transitive-closure algorithm uses only
boolean values rather than integer values, its space requirement is less than the



Floyd-Warshall algorithm's by a factor corresponding to the size of a word of
computer storage.

In Section 26.4, we shall see that the correspondence
between FLOYD-WARSHALL and TRANSITIVE-CLOSURE is more than coincidence. Both
algorithms are based on a type of algebraic structure called a "closed semiring."

Exercises

26.2-1

Run the Floyd-Warshall algorithm on the weighted, directed graph of Figure 26.2.
Show the matrix D(k) that results for each iteration of the outer loop.

26.2-2

As it appears above, the Floyd-Warshall algorithm requires (n3) space, since we

compute  for i, j, k = 1, 2, . . . , n. Show that the following procedure, which
simply drops all the superscripts, is correct, and thus only (n2) space is required.

Figure 26.5 A directed graph and the matrices T(k) computed by the
transitive-closure algorithm.

FLOYD-WARSHALL'(W)
1 n rows[W]
2 D W
3 for k 1 to n



4 do for i 1 to n
5 do for j 1 to n
6 dij min(dij, dik + dkj)
7 return D

26.2-3

Modify the FLOYD-WARSHALL procedure to include computation of the (k) matrices
according to equations (26.6) and (26.7). Prove rigorously that for all i  V, the
predecessor subgraph G , i is a shortest-paths tree with root i. (Hint: To show that G

,i is acyclic, first show that  implies . Then, adapt the
proof of Lemma 25.8.)

26.2-4

Suppose that we modify the way in which equality is handled in equation (26.7):

Is this alternative definition of the predecessor matrix  correct?

26.2-5

How can the output of the Floyd-Warshall algorithm be used to detect the presence of
a negative-weight cycle?

26.2-6

Another way to reconstruct shortest paths in the Floyd-Warshall algorithm uses

values  for i, j, k = 1, 2, . . . , n, where  is the highest-numbered intermediate

vertex of a shortest path fromi to j. Give a recursive formulation for , modify

the FLOYD-WARSHALL procedure to compute the  values, and rewrite

the PRINT-ALL-PAIRS-SHORTEST-PATH procedure to take the matrix  as an input.
How is the matrix  like the s table in the matrix-chain multiplication problem of
Section 16.1?

26.2-7



Give an O(V E)-time algorithm for computing the transitive closure of a directed
graph G = (V, E).

26.2-8

Suppose that the transitive closure of a directed acyclic graph can be computed in 
(V, E) time, where (V, E) = (V + E) and  is monotonically increasing. Show
that the time to compute the transitive closure of a general directed graph is O(
(V, E)).


